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Efficient Implementation of the WARM-UP
Algorithm for the Construction of
Length-Restricted Prefix Codes

Ruy Luiz Milidiú, Artur Alves Pessoa, and Eduardo Sany Laber

Pontif́icia Universidade Católica do Rio de Janeiro, Brazil
{milidiu,artur,laber}@inf.puc-rio.br

Abstract. Given an alphabet Σ = {a1, . . . , an} with a correspond-
ing list of positive weights {w1, . . . , wn} and a length restriction L, the
length-restricted prefix code problem is to find, a prefix code that min-
imizes

∑n

i=1
wili, where li, the length of the codeword assigned to ai,

cannot be greater than L, for i = 1, . . . , n. In this paper, we present an
efficient implementation of the WARM-UP algorithm, an approximative
method for this problem. The worst-case time complexity of WARM-UP
is O(n log n + n log wn), where wn is the greatest weight. However, some
experiments with a previous implementation of WARM-UP show that
it runs in linear time for several practical cases, if the input weights are
already sorted. In addition, it often produces optimal codes. The pro-
posed implementation combines two new enhancements to reduce the
space usage of WARM-UP and to improve its execution time. As a re-
sult, it is about ten times faster than the previous implementation of
WARM-UP and overcomes the LRR Package Method, the faster known
exact method.

1 Introduction

An important problem in the field of Coding and Information Theory is the
Binary Prefix Code Problem. Given an alphabet Σ = {a1, . . . , an} and a cor-
responding list of positive weights {w1, . . . , wn}, the problem is to find a prefix
code for Σ that minimizes the weighted length of a code string, defined to be∑n

i=1 wili, where li is the length of the codeword assigned to ai. If the list of
weights is already sorted, then this problem can be solved with O(n) complexity
for both time and space by one of the efficient implementations of Huffman’s
Algorithm [7,25]. Katajainen and Moffat presented an implementation of this
algorithm that requires O(1) space and the same O(n) time [17]. Let us refer to
optimal prefix codes as Huffman codes throughout this paper.

In this paper, we consider the length-restricted variation of this problem,
that is, for a fixed L ≥ �log2 n�, we must minimize

∑n
i=1 wili constrained to

li ≤ L for i = 1, . . . , n. We also assume that the weights w1, . . . , wn are sorted,
with w1 ≤ · · · ≤ wn. It is worth to mention that Zobel and Moffat [26] showed
that fast and space-economical algorithms for calculating length-restricted prefix
codes can be very useful if a word-based model is used to compress very large
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text collections. In this case, each distinct word in the source text is treated
as one symbol, what often produces very large alphabets. The authors realized
that, if the longest codeword generated does not fit into a machine word (usually
32 bits long), then the decoding task slows down. In addition, since the decoding
table size is O(maxi{li}) for most of the efficient decoding methods [15], it could
be interesting to restrict the maximum codeword length. Moreover, Milidiú and
Laber have proved that the compression loss introduced by the length restriction
exponentially decreases as we increase the value of L − �log2 n� [11].

Some methods to construct length-restricted Huffman codes can be found
in the literature [9,4,1,19,10,11]. The first practical method, called the Package-
Merge algorithm, is due to Larmore and Hirschberg [9]. Package-Merge runs in
O(nL) time and requires linear space. Currently, the fastest strongly polynomial
time algorithm for the problem is due to Schieber [19]. This algorithm runs in
O(n2o(

√
log L log log n)) time and requires O(n) space.

Experimental results and full implementations for length-restricted code al-
gorithms were reported in [4,22,24,12]. Recently, Turpin and Moffat worked on
efficient implementations for length-restricted codes. They realized that the con-
stants involved in the Package-Merge algorithm were prohibitive when dealing
with very large alphabets. Hence, they developed some practical implementa-
tions for Package-Merge [8,16,22]. The best product of that effort was the LRR
Package-Merge (LRR-PM) [24], an hybrid method that combines the advantages
of the other implementations. This method was able to generate length-restricted
Huffman codes almost as fast as an ordinary generation of unrestricted Huffman
codes, requiring a reduced amount of extra memory.

In this paper, we describe an efficient implementation for the WARM-UP al-
gorithm [10,12]. WARM-UP is an approximation algorithm that obtains length-
restricted prefix codes. This algorithm is based on the construction of Huffman
trees [10]. In order to construct the Huffman trees required by WARM-UP, a lazy
technique [13,14] is used. This technique allows one to construct a Huffman tree
without overwriting the input list of weights, spending O(n) time if the list of
weights is already sorted and using O(min(n, H2)) additional memory, where H
is the height of the produced Huffman tree. In order to improved the execution
time of these Huffman tree constructions, we combine this lazy technique with
one of the techniques used by LRR-PM. This technique [16] takes advantage of
the fact that the number r of distinct weights is usually much smaller than n.

The performance of our final implementation is better than that obtained by
LRR-PM since it runs faster and requires a smaller amount of memory. In addi-
tion, although the WARM-UP algorithm is approximative, it generated optimal
codes in 97% of our experiments.

This paper is organized as follows. In section 2, we describe the new imple-
mentation of the WARM-UP algorithm. In section 3, we present experimental
results. Finally, in section 4, we summarize our major conclusions.
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2 WARM-UP Implementation

The problem of finding a Huffman code for a given list of weights w1, . . . , wn is
equivalent to finding a binary tree with minimum weighted external path length∑n

i=1 wili among the set of all binary trees with n leaves. Here, the values li
for i = 1, . . . , n are the levels of the leaves of the tree. Huffman’s algorithm [7]
constructs such trees. The trees constructed by Huffman’s algorithm are usually
called Huffman trees. Similarly, the problem of finding a Huffman code with
restricted maximal length L is equivalent to finding a tree that minimizes the
weighted external path length among all binary trees with n leaves and height
not greater than L.

Throughout this section, we describe a new implementation of the WARM-
UP algorithm. This algorithm constructs a sequence of Huffman trees to obtain
a quasi-optimal length-restricted prefix code.

The implementation is very fast in practice and it requires a reduced amount
of memory as shown by the results reported in section 3. This happens since
this method uses an elaborated construction of Huffman trees [13]. It also im-
plements the runlength approach proposed by Moffat and Turpin [16]. Due to
this combination of approachs, we call it the Runlength LazyHuff algorithm. We
observe that, although fast, the overall implementation is not simple.

2.1 Efficient Construction of Huffman Trees

For an input list of n sorted symbol weights, Huffman’s well-known greedy al-
gorithm generates a list of codewords in O(n) time and O(n) extra space [7,25].
Moffat and Katajainen [17] proposed an in-place algorithm for constructing Huff-
man codes. Nevertheless, this last method overwrites the list of weights. This
feature is not convenient for our purposes, since the WARM-UP algorithm uses
information about the list of weights during its execution.

Recently, Milidiú, Pessoa and Laber developed the LazyHuff algorithm [13,14].
LazyHuff obtains the number of leaves at each level of the Huffman tree. With
this information, an optimal Huffman-Shannon-Fano prefix code can be easily
constructed [2]. This algorithm spends O(n) time if the list of weights is already
sorted and requires O(min(n, H2)) extra space, where H is the height of the
resulting Huffman tree. Furthermore, this construction does not overwrite the
input list of weights. Hence, it is more adequate for the WARM-UP algorithm.

First, let us briefly describe Huffman’s algorithm. It starts with a list S
containing the n leaves. In the general step, the algorithm selects the two nodes
with smallest weights in the current list of nodes S and removes them from the
list. Next, the removed nodes become children of a new internal node, that is
inserted in S. To this internal node it is assigned a weight that is equal to the
sum of the weights of its children. The general step repeats until there is only
one node in S, the root of the Huffman tree. Observe that, in a Huffman tree,
to each internal node is also assigned a weight. The optimallity of the Huffman
tree is assured by recursively applying the following well-known proposition [3].
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Proposition 1. Let us consider a list of leaves [x1, . . . , xn], with the correspond-
ing weights satisfying w(xi) ≤ w(xi+1), for i = 1, . . . , n−1. There is a binary tree
that minimizes

∑n
i=1 w(xi)�(xi) among all binary trees with leaves x1, . . . , xn,

where x1 and x2 are siblings.

The LazyHuff algorithm is based on a generalization of proposition 1, that
we present bellow.

Proposition 2. Let us consider a list of nodes [x1, . . . , xn], with the correspond-
ing weights satisfying w(xi) ≤ w(xi+1), for i = 1, . . . , n − 1. If k is a positive
integer such that w(x2k) ≤ w(x1) + w(x2), then there is a binary tree that mini-
mizes

∑n
i=1 w(xi)�(xi) among all binary trees with leaves x1, . . . , xn, where x2i−1

and x2i are siblings, for i = 1, . . . , k.

1
3

2
4

2
5

2
6

2
7

2
8

1
1

2
1

3
9

8
10

1
2

? 3

S0

S1
?? u

x

y

x x x x x x x

x x

Fig. 1. The lists S0 and S1 after the first steps of the LazyHuff algorithm for
W = [1, 1, 1, 2, 2, 2, 2, 2, 3, 8]

Now, let us describe the first steps performed by LazyHuff for W = [1, 1, 1, 2,
2, 2, 2, 2, 3, 8]. Let S0 be a list of nodes sorted by their weights in a non-decreasing
order. Similarly to Huffman’s algorithm, we start with S0 = [x1, . . . , x10], where
xi is the leaf with the i-th weight, for i = 1, . . . , 10. Observe that, by proposition
1, there is an optimal binary tree where x1 and x2 are siblings. Therefore, these
nodes are removed from S0 and become the children of a new internal node y1,
that is inserted in S0. The weight of y1 is given by w(x1)+w(x2) = w1 +w2 = 2.
After that, we have S0 = [x3, . . . , x8, y1, x9, x10], since w(x8) ≤ w(y1) < w(x9).

Observe that, by proposition 2, there is an optimal binary tree where x2i−1

and x2i are siblings, for i = 1, 2, 3, 4, that is, these nodes could be replaced by
their corresponding parents in S0 . Instead, the LazyHuff algorithm uses a lazy or
demand-driven approach. A new list of nodes S1 is created and all the nodes of S0

are moved to S1, except for x3, . . . , x8. The new list of nodes also contains three
unknown internal nodes, that correspond to the parents of x3, . . . , x8. Hence,
we have S0 = [x3, . . . , x8] and S1 = [y1, x9, x10, u

3], where u3 denotes the three
unknown internal nodes. Both lists are represented in figure 1. The triple circle
with a question mark on top denotes the three unknown internal nodes in S1.
Since the children of y1 were deleted from the lists, they are represented with
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dashed lines. These are the steps performed during the LazyHuff first iteration.
The following iterations are similar. A new list is always created by applying
propositions 1 and 2. In addition, whenever the weight of an unknown internal
node from Si is needed, it is calculated by recursively combining two nodes of
Si−1. Moreover, each list can be stored using just a constant amount of memory.
Since exactly H lists are created, the additional space required for these lists is
O(H).

In order to calculate the number of leaves at each level, the algorithm also
maintains a list of integers associated to each internal node. The list associated
to a node s stores the number of internal nodes at each level in the subtree
rooted by s. When an unknown internal node is revealed, its associated list is
obtained by combining the informations stored in the lists of its children. After
all iterations are performed, the algorithm uses the list of integers associated to
the root to calculate the number of leaves at each level in the tree. These lists
are responsible for the O(min(n, H2)) additional space required by LazyHuff.

2.2 Runlength LazyHuff

In large alphabets, the number r of distinct weights is usually much smaller
than n. Moffat and Turpin [16] use this fact to speed up the construction of
Huffman codes. As an example, the word-based model used to compress the
three-gigabytes TREC collection [6] generates an alphabet with 1,073,971 sym-
bols (n = 1, 073, 971) and with only 11,777 distinct weights (r = 11, 777). Using
a method that explores a runlength representation of the list of weights, the
lengths of a Huffman encoding for the TREC collection were produced in about
0.5 seconds, while the Katajainen’s in-place method generates these same lengths
in 1.4 seconds [16].

w w

2w

(w,f)

(a)

(b)

(2w,f/2)

f nodes

w w

2w

w w

2w

w w

2w

Fig. 2. (a) Melding operation in a traditional construction of Huffman trees. (b)
Melding operation in a runlength construction of Huffman trees.

The runlength format of the input list of weights is a set of pairs {(fi, wki)|1 ≤
i ≤ r}, with wki < wki+1 , where fi represents the number of alphabet symbols
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with weight equal to wki. The runlength algorithm due to Moffat and Turpin
converts the input list of weights into a runlength format. Next, the algorithm
follows the same execution of Huffman’s algorithm. Nevertheless, it stores all the
nodes with the same weight w at an unique special node. This special node also
stores a pair (w, f), where f is the node frequency and represents the number
of nodes with weight w. Hence, the operation of melding nodes with the same
weight is optimized. That happens because the special node that represents the
nodes with these weights is replaced by a new special node, what saves several
operations. The new node stores the pair (2w, �f/2�). Figure 2.(a) illustrates
the melding operation for equal weights in a traditional Huffman algorithm and
figure 2.(b) illustrates the same operation in a runlength algorithm. Observe
that f is even in figure 2. Let (w′, f ′) be the pair stored at the next available
special node. If f is odd, then an additional special node is created with the pair
(w +w′, 1) and f ′ is decreased by one. The runlength Huffman’s algorithm runs
in O(r log(n/r)) time and requires an additional space with the same complexity.

The current implementation of LazyHuff combines the method described
in the previous subsection with the runlength method. Nevertheless, it must
be observed that the conversion to the runlength format is not performed at
the beginning of the execution as in the ordinary runlength method. Runlength
LazyHuff obtains each special node as soon as it is required to form a new internal
node. As a result, the additional space required by this method is O(min(n, H2)).

Unfortunately, due to the cost of combining two lists of counters whenever
two internal nodes are melded, the time complexity of Runlength LazyHuff is
not O(r log(n/r)). Observe that each list of integers can be as long as the height
H of the current tree. However, if Runlength LazyHuff is called by WARM-UP,
then its execution can be aborted as soon as H overcomes the length-restriction
L. In this case, the method runs in O(min{n, Lr log(n/r)}) time and requires
O(L2) additional space.

2.3 The WARM-UP Algorithm

The WARM-UP algorithm proposed by Milidiú and Laber [10] introduces a novel
approach to the construction of length-restricted prefix codes. It is based on
some fundamental properties of lagrangean relaxation, a well-known technique
of widespread use in the solution of combinatorial optimization problems.

Preliminary results with the WARM-UP algorithm were reported in [12].
In that work, WARM-UP was compared against the ROT heuristic [4] and the
LazyPM algorithm [8]. WARM-UP was the fastest one and produced an optimal
code in all but two cases out of sixty eight. Nevertheless, it spent more mem-
ory than LazyPM. In that implementation of WARM-UP, Katajainen’s in-place
algorithm [17] was used to generate the Huffman trees. The new implementa-
tion of WARM-UP introduces the use of the techniques presented in subsections
2.1 and 2.2 for the construction of Huffman trees, being significantly faster and
requiring much less additional memory.

Now, we briefly describe the WARM-UP algorithm. Let W denote a list of
positive integer weights {w1, . . . , wn}. For a given real value x, let us define the
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associated list of weights W x by W x = {max{w1, x}, . . . , max{wn, x}}. We use
Tx to denote any Huffman tree for W x, and h(T ) to denote the height of a tree
T . We also use T−x to denote a minimum height Huffman tree [20] for W x. If
the original weight of a given leaf is smaller than x, then we say that this leaf is
warmed up to the value of x in a tree Tx.

1

33

13 20

8 12
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3 4

2 2

1 1
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34
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1.5 1.5

2

(a) (b)

12

8

21

138

3 5

4

33

2

1

2

(c)

Fig. 3. (a) A Huffman tree for the set of weights W = {1, 1, 2, 3, 5, 8, 13} (b)
A Tree Tx for the set of weights W 1.5 (c) An optimal tree for the set of W =
{1, 1, 2, 3, 5, 8, 13}, and height restricted to 4.

Figure 3.(a) shows a Huffman tree for W = {1, 1, 2, 3, 5, 8, 13}, whereas fig-
ure 3.(b) illustrates a T1.5 tree for the corresponding set of weights W 1.5 =
{1.5, 1.5, 2, 3, 5, 8, 13}. Observe that the tree in figure 3.(a) has height equal to
6, and the one in figure 3.(b) has height equal to 4.

The WARM-UP algorithm is strongly based on two results. The first one
states that if all the warmed up leaves are at level L in Tx, then Tx is an optimal
code tree with restricted maximal length L. The second one states that if x > y,
then h(Tx) ≤ h(Ty). Based on these results, the WARM-UP algorithm performs
a binary search on the interval (w1, wn) looking for the smallest integer x such
that h(Tx) ≤ L. It also stops if a tree Tx is assured to be optimal, that is, when
all the warmed up leaves are at level L. In figure 4, we present a pseudo-code for
the new WARM-UP implementation.
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Phase 0: Trying a Huffman Tree
If h(T−

w1 ) ≤ L then Return(T−
w1 )

Phase 1: Binary searching the warm-up value
inf ← w1; sup ← wn

x ← GetFirstGuess(L, w1, . . . , wn)
Repeat

h− ← h(T−
x )

If T−
x Is Optimal Then Return(T−

x )
If h− > L Then

If (sup − x) = 1 Then Return(T−
sup)

inf ← x
Else

If (x − inf) = 1 Then Return(T−
x )

sup ← x
End If
x ← �(inf + sup)/2�

End Repeat

Fig. 4. A pseudo-code for the new WARM-UP implementation

The procedure GetFirstGuess [12] is a heuristic that chooses an initial value
for x. This heuristic is based on the following fact: if we relax the integrality
constraint on the codeword lengths, then the i-th codeword length of an optimal
code would be given by − log2 pi, where pi is defined as wi/

∑n
j=1 wj . Hence, we

choose x such that − log2(x/
∑n

j=1 max{wj, x}) rounds to L.
In the current implementation, the Huffman trees constructed during the al-

gorithm execution are obtained through the Runlength LazyHuff. In addition,
the original implementation of WARM-UP constructs, for each tested value
of x, both the minimum and the maximum height Huffman trees. Observe in
the pseudo-code of figure 4 that only minimum height Huffman trees are con-
structed. In our experiments, this simplification does not affect the quality of
the resulting code. Finally, it is immediate that this implementation runs in
O(logwn min{n, Lr log(n/r)}) in the worst case. However, it was much faster in
our experiments.

3 Experiments

In this section, we report some experiments concerning two methods to calculate
length-restricted prefix codes. The first method is the new implementation of
the WARM-UP algorithm, described in section 2. The second method, called
the LRR Package-Merge algorithm, is due to Turpin and Moffat [24,23]. It is an
hybrid method that combines the advantages of three implementations of the
Package-Merge algorithm [9].
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3.1 Enviroment

Both algorithms were implemented in C. The source code of LRR-PM was ob-
tained from Turpin 1. The source code of the current WARM-UP implementation
is available by anonymous ftp at the following URL.

ftp://ftp.learn.fplf.org.br/pub/codigos fonte/warm-up.tar.gz

The machine used for the experiments has the following characteristics:

Type: RISC 6000 Station
Model: 42T PowerPC
Manufacturer: IBM
Internal Memory: 128 Mbytes
Operating System: AIX version 4.1.4
Clock Rate: 100 ticks per second

Both programs were compiled by gcc [21] at this machine, with the same
optimization options. For each algorithm, each input list of weights and each
length-restriction, we measured both the average cpu time and the additional
amount of memory required by one execution. Each execution time was derived
from the total number of machine clock ticks during ten repetitions. Therefore,
each reported measure may have an error not greater than one thousandth of a
second. For the smallest values, one hundred repetitions were used to achieve a
better precision.

We also instrumented the code to measure the amount of additional memory
used by each algorithm. Each reported value represents the maximum amount of
memory simultaneously allocated during an algorithm execution. The memory
used by the call stack was not counted. We also ignored the memory required to
store the input list of weights.

3.2 Input Data

In table 1, each line corresponds to one of the eight lists of weights used in
our experiments, where n is the number of weights in the list, r is its number
of distinct weights and pn is the probability of the most probable symbol. The
value of pn is given by wn/

∑n
i=1 wi, where wn is the greatest weight in the

corresponding list.
The construction of the first list of weights is based on Zipf’s law [4], a

theoretical model of word probabilities in a natural language text. This law
states that the i-th most probable word is i times less probable than the most
probable one. In order to generate the list of integer weights, we assume that
the value of wi is given by � wn

n−i+1 + 0.5�, for i = 1, . . . , n − 1, where n is the
number of words and wn = 3, 000, 000. The second list of weights represents an
incremental distribution with 60, 000 weights, where the value of the i-th weight
1 The same source code has been used in the experiments reported in [24]
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Table 1. Lists of weights

Source Id. n r pn

Zipf’s law ZL 4,000,000 3,463 0.06334
Incremental IN 60,000 60,000 0.00003
Reuters (words) RW 92,353 1,210 0.02639
Reuters (non-words) RN 1,601 194 0.51684
Reuters (spaceless) RS 93,953 1,273 0.03171
Gutenberg (words) GW 753,549 3,669 0.04650
Gutenberg (non-words) GN 27,340 927 0.66194
Gutenberg (spaceless) GS 780,888 3,902 0.04424

is equal to i. This list is interesting since all its weights are distinct, what is a
“worst-case” for the method described in section 2.2.

The other six lists were extracted from two text collections, referred as
Reuters and Gutenberg in table 1. For these collections, we used two parsing
methods. The first one is the word model adopted by the Huffword compression
algorithm [26] and generates two lists of weights. It packs any sequence of al-
phanumeric ASCII codes into a single word symbol that corresponds to one of
the weights in the first list. Moreover, each sequence of non-alphanumeric ASCII
codes is considered a non-word symbol, and corresponds to one of the weights
in the second list. For example, if the string

“three, fourteen and three again”

is submitted to the parsing method, then “fourteen”, “and”, “again” and
“three” are considered word symbols, corresponding respectively to the weights
1, 1, 1 and 2. In this case, the non-word symbols are “, ” and “ ”, corresponding
respectively to the weights 1 and 4.

The second parsing method is a variation of the first one. It was proposed in
[18] and generates a single list of weights. This method ignores all occurrences
of a single space between two word symbols. During the decoding process, the
original message is obtained by inserting a single space between each pair of
consecutive word symbols. Since this process must distinguish word symbols
from non-word ones, a single prefix code must be used for both words and non-
words. The resulting symbols are called spaceless words. For the sentence of the
previous example, the word symbols “fourteen”, “and”, “again” and “three” and
the non-word symbol “, ” are obtained, corresponding respectively to the weights
1, 1, 1, 2 and 1.

In table 1, Reuters is the Distribution 1.0 of the Reuters-21578 text cate-
gorization test collection. This collection, that is freely available to researchers
from David D. Lewis’ professional home page, has 21578 documents in SGML
format distributed in 22 files. The URL of Lewis’ home page is the following.
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http://www.research.att.com/~lewis

Each of the first 21 files contains 1000 documents, while the last one contains
578 documents. Furthermore, Gutenberg is a collection of text files retrieved from
the Gutenberg Project. The URL of the Gutenberg Project is the following.

ftp://sailor.gutenberg.org/pub/gutenberg

For our purposes, all 637 files with the extension “.txt” were used.

3.3 Execution Time

The execution times (in seconds) of both WARM-UP (W-UP) and LRR-PM are
shown in table 2. Their relative performance (the execution times of LRR-PM
divided by that of WARM-UP) is also presented in table 3. The measurements
that correspond to the Reuters non-word symbols are not reported because their
values are too small. Observe that WARM-UP was faster than LRR-PM except
for one entry (printed bold) out of forty four!

Now, let us explain some important aspects that distinguish the performance
of the WARM-UP algorithm. Although WARM-UP is an approximation algo-
rithm, we observed that optimal codes were generated in all but one case out of
forty four: the Gutenberg non-word symbols, with L = 16. In seven cases out
of forty four, only two Huffman trees were constructed: the unrestricted Huff-
man tree and the Huffman tree that corresponds to the initial value assigned to
x. In all these cases, the value of x calculated by the procedure GetFirstGuess
produced an optimal length-restricted prefix code. This fact explains the fast
execution time of WARM-UP.

We observe that all the cases where WARM-UP has constructed more than
two Huffman trees also correspond to the Gutenberg non-word symbols. In this
case, the number of constructions performed for each value of L is shown in the
table bellow.

L Number of constructions
16 18

17-18 2
19-24 3

Recall that both the WARM-UP optimality criterion and the initial value
assigned to x are based on the relaxation of the codeword length integrality.
This fact suggests that the optimal solutions that correspond to the Gutenberg
non-word symbols are far away from their corresponding relaxed solutions. The
redundancy of a Huffman code is defined as the difference between its average
length and the entropy, the average length of an optimal code with relaxed
codeword lengths. Moreover, Gallager [5] proved that the redundancy of Huffman
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Table 2. Execution times (seconds)

RW RS ZL IN
L W-UP LRR-PM W-UP LRR-PM W-UP LRR-PM W-UP LRR-PM

17 0.1671 0.3028
18 0.0209 0.0413 0.0213 0.0387 0.2045 0.5639
19 0.0256 0.0558 0.0258 0.0532 0.2250 0.8479
20 0.0332 0.0701 0.0305 0.0657 0.2418 1.1723
21 0.0346 0.0831 0.0361 0.0793 0.2486 1.4723
22 0.0370 0.0942 0.2530 1.8188
23 0.0884 0.2342 0.2635 2.1103
24 0.1085 0.2946 0.2560 2.4427
25 0.1082 0.3237 0.2683 2.7591
26 0.2882 3.0969
27 0.3427 3.4361
28 0.4440 3.7732
29 0.4877 4.2189

GW GN GS
L W-UP LRR-PM W-UP LRR-PM W-UP LRR-PM

16 0.0246 0.0068
17 0.0061 0.0132
18 0.0089 0.0155
19 0.0190 0.0209
20 0.0238 0.0297
21 0.0617 0.1800 0.0276 0.0367 0.0640 0.1759
22 0.0762 0.2278 0.0314 0.0439 0.0752 0.2295
23 0.0929 0.2739 0.0305 0.0555 0.0893 0.2750
24 0.1110 0.3306 0.0298 0.0621 0.1154 0.3193
25 0.1115 0.3581 0.1162 0.3588

Table 3. Relative performance

L RW RS ZL IN GW GN GS

16 0.3
17 1.8 2.2
18 2.0 1.8 2.8 1.7
19 2.2 2.1 3.8 1.1
20 2.1 2.2 4.8 1.2
21 2.4 2.2 5.9 2.9 1.3 2.7
22 2.5 7.2 3.0 1.4 3.1
23 2.6 8.0 2.9 1.8 3.1
24 2.7 9.5 3.0 2.1 2.8
25 3.0 10.3 3.2 3.1
26 10.7
27 10.0
28 8.5
29 8.7
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codes is directly related to the probability pn of the most probable symbol, that
is, the greater is the value of pn, the more redundant can the corresponding
Huffman code be. In table 1, observe that the Gutenberg non-word symbols have
the greatest value of pn = 0.66194, what confirms our suggestion. Unfortunately,
we still do not have a precise theoretical formulation for these observations.
However, the only non-optimal code obtained by WARM-UP had an average
length only about 6% greater than the optimal one. Although it required eighteen
Huffman tree constructions, the execution time of WARM-UP was not too large
in this case.

If we do not consider these degenerated cases, then WARM-UP runs in O(min
{n, Lr log(n/r)}) time, which is the same complexity as the Runlength LazyHuff.
On the other hand, LRR-PM runs in O(min{(L−log n)n, Lr log(n/r)} in all cases
[24]. Hence, if r = n then WARM-UP runs in O(n) time and LRR-PM runs in
O((L − log n)n). This fact explains the good relative performance of WARM-
UP for the Incremental distribution (see table 3). In this case, for L > 26, the
relative performance of WARM-UP deteriorates due to the first Huffman tree
construction. Since the length of the longest Huffman codeword is equal to thirty,
the WARM-UP algorithm almost completly constructs the unrestricted Huffman
tree before the length-restriction is violated.

For the other lists of weights, the value of r is much smaller than n. In these
cases, although the complexity of both algorithms are similar, WARM-UP has
two practical advantages. The first one is observed when the length of the longest
Huffman codeword is not too close to L (say greater than L+2). If that happens,
then either the value assigned to x is very large, what decreases the number of
distinct weights, or just a small part of the Huffman tree is constructed before the
length-restriction is violated. Hence, the performance of WARM-UP is improved.
The second advantage is observed in the Runlength LazyHuff algorithm. The
L factor observed in the expression of its time complexity is only due to the
manipulation of some lists of counters, that is very simple and fast. All the other
operations performed by Runlength LazyHuff spend only O(r log(n/r)) time.
Hence, we believe that the LRR-PM algorithm is slower because it is based on
the O(Ln)-time Package Merge algorithm.

3.4 Additional Memory Usage

The total additional memory (in bytes) required by both methods on each exe-
cution is reported in table 4. The measurements that correspond to the Reuters
non-word symbols are not reported because their values are negligible. Table 4
also shows both the amount of memory required for the input list of weights
and the additional memory used by LRR-PM to store this input list after it
was converted to the runlength format. Although, WARM-UP also manipulates
the weights in the runlength format, the converted list is not stored. Instead,
the conversion is done on-line, as each Huffman tree is constructed. Since each
construction requires only a single pass through the input list of weights, this con-
version does not deteriorate the performance of WARM-UP. On the other hand,
LRR-PM needs a pre-processing phase because as much as L passes through the
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list of weights may be required. As a result, WARM-UP requires only O(L2)
additional memory, while LRR-PM requires O(r + L2) additional memory.

In table 4, we observe that WARM-UP required much less additional mem-
ory than LRR-PM in all cases. LRR-PM always requires about ten times the
additional memory of WARM-UP, except for the Incremental distribution where
this factor becomes about one hundred. In this case, the additional memory used
by LRR-PM to store the converted list represents more than 90% of the total ad-
ditional memory required. For all other lists of weights, the converted lists were
stored at about 50% (or less) of the additional memory required by LRR-PM.

Observe also that, if we ignored the additional memory used to store the
converted lists, then LRR-PM would still require about five times the additional
memory used by WARM-UP. This fact suggests that, if the input list of weights
were already given in the runlength format, then WARM-UP would still be more
space-economical than LRR-PM.

4 Conclusions

In this paper, we presented a new implementation of the WARM-UP algorithm.
This implementation combines the advantages of two methods for the construc-
tion of unrestricted Huffman codes. The first method, that is based on a lazy
approach, allows to construct Huffman trees using a very small amount of addi-
tion memory. The second method, that is based on the runlength representation
of the nodes in a Huffman tree, leads to a very fast implementation of the Huff-
man’s algorithm.

The new implementation was compared to LRR-PM (initials of Lazy Run-
length Reverse Package-Merge), the most efficient known exact method. In our
experiments, the performance of this new implementation overcomes the re-
sults obtained through LRR-PM. In addition, these experiments show that the
WARM-UP algorithm produces optimal codes very often, what suggests that it
is the more suitable method. It is worth to mention that this observation was
confirmed by experiments recently reported by Turpin [23], using the TREC
collection [6]. In these experiments, the author obtained similar results.

Finally, LRR-PM [24] combines the advantages of three methods under the
Package-Merge paradigm, two of which are similar to that used by our new
implementation [8,16]. This fact suggests that these methods can be used as
general purpose techniques to improve both the execution time and the space
usage of known algorithms for similar problems.
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Santoro, editors, Algorithms and Data Structures, 4th International Workshop, vol-
ume 955 of Lecture Notes in Computer Science, pages 393–402, Kingston, Ontario,
Canada, 16–18 August 1995. Springer.
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Table 4. Additional memory (bytes)

RW RS ZL IN
L W-UP LRR-PM W-UP LRR-PM W-UP LRR-PM W-UP LRR-PM

17 2,720 497,640
18 2,424 29,364 2,512 29,868 3,040 499,684
19 2,696 31,520 2,720 32,024 3,328 501,840
20 2,912 33,788 2,928 34,292 3,608 504,108
21 2,920 36,168 3,040 36,672 3,840 506,488
22 3,112 39,164 4,080 508,980
23 3,800 59,288 4,320 511,584
24 3,976 62,004 4,440 514,300
25 3,976 64,832 4,624 517,128
26 4,736 520,068
27 4,816 523,120
28 4,992 526,284
29 5,184 529,560

∗1 9,680 10,184 27,704 480,000

∗2 369,412 375,812 16,000,000 240,000

GW GN GS
L W-UP LRR-PM W-UP LRR-PM W-UP LRR-PM

16 1,472 23,124
17 1,752 25,056
18 2,272 27,100
19 2,516 29,256
20 2,892 31,524
21 3,280 55,840 3,008 33,904 3,424 57,704
22 3,488 58,332 3,004 36,396 3,632 60,196
23 3,744 60,936 2,992 39,000 3,736 62,800
24 4,016 63,652 3,068 41,716 4,128 65,516
25 4,016 66,480 4,128 68,344

∗1 29,352 7,416 31,216

∗2 3,014,196 109,360 3,123,552

∗1 The additional memory (in bytes) used to store the list of weights after it was
converted to the runlength format.

∗2 The memory (in bytes) required for the input list of weights.
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Abstract. We present an experimental study of an implementation of
weighted perfect b-matching based on Pulleyblank’s algorithm (1973).
Although this problem is well-understood in theory and efficient algo-
rithms are known, only little experience with implementations is avail-
able. In this paper several algorithmic variants are compared on synthetic
and application problem data of very sparse graphs. This study was mo-
tivated by the practical need for an efficient b-matching solver for the
latter application, namely as a subroutine in our approach to a mesh
refinement problem in computer-aided design (CAD).

Linear regression and operation counting is used to analyze code variants.
The experiments indicate that a fractional jump-start should be used,
a priority queue within the dual update helps, scaling of b-values is not
necessary, whereas a delayed blossom shrinking heuristic significantly
improves running times only for graphs with average degree two. The
fastest variant of our implementation appears to be highly superior to a
code by Miller & Pekny (1995).

1 Introduction

Given an undirected graph G = (V, E) with edge weights ce for each edge e ∈ E
and node capacities bv for each node v ∈ V , the perfect b-matching problem is
to find a maximum weight integral vector x ∈ N

|E|
0 satisfying

∑
e=(v,w) xe = bv

for all v ∈ V . Weighted b-matching is a cornerstone problem in combinatorial
optimization. Its theoretical importance is due to the fact that it generalizes
both ordinary weighted matching (i.e. matching with all node capacities equal
to one, 1-matching) and minimum cost flow problems. All these problems belong
to a ‘well-solved class of integer linear programs’ [EJ70] in the sense that they
all can be solved in (strongly) polynomial time. There are excellent surveys on
matching theory by Gerards [Ger95] and Pulleyblank [Pul95].

M.T. Goodrich and C.C. McGeoch (Eds.): ALENEX’99, LNCS 1619, pp. 18–36, 1999.
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To the best of our knowledge, there is no publicly available code for weighted
b-matching problems. As there are many promising variants of b-matching algo-
rithms, but not too much practical experience with them, we decided to develop
a general framework which captures most of these variants. This framework en-
abled us to do a lot of experiments to improve the performance of our code
incrementally by exchanging subalgorithms and data structures. Details of our
software design are described in [MS98].

Intention. The goal of this paper is not only to determine an empirical asymp-
totical performance of a b-matching implementation in comparison with theoret-
ical worst case bounds, we also tried to identify bottleneck operations on which
one has to work in order to improve the practical performance. We designed a
number of experiments to study algorithmic proposals made in previous work
on 1-matching for which the “in-practice” behavior for b-matching is either not
obvious or contradictory statements have been found in the literature. Linear
regression and operation counting [AO96] are used to evaluate the experiments.

Applications. Important applications of weighted b-matching include the T -
join problem, the Chinese postman problem, shortest paths in undirected graphs
with negative costs (but no negative cycles), the 2-factor relaxation for the
symmetric traveling salesman problem (STSP), and capacitated vehicle rout-
ing [Mil95]. For numerous other examples of applications of the special cases
minimum cost flow and 1-matching we refer to the book of Ahuja, Magnanti,
and Orlin [AMO93].

A somewhat surprising new application of weighted b-matching stems from
quadrilateral mesh refinement in computer-aided design [MMW97,MM97]. Given
a surface description of some workpiece in three-dimensional space as a collection
of polygons, the task to refine the coarse input mesh into an all-quadrilateral
mesh can be modeled as a weighted perfect b-matching problem (or, equivalently,
as a bidirected flow problem). This class of problem instances is of particular
interest because unlike the previous examples, the usually occurring node capac-
ities bv are quite large (in principle, not even bounded in O(|V |)) and change
widely between nodes.

Previous work. Most work on matching problems is based on the pioneer-
ing work of Edmonds [Edm65]. “Blossom I” by Edmonds, Johnson, and Lock-
hart [EJL69] was the first implementation for the bidirected flow problem (which
is, as mentioned above, equivalent to the b-matching problem).

Pulleyblank [Pul73] worked out the details of a blossom-based algorithm for
a mixed version of the perfect and imperfect b-matching in his Ph.D. thesis and
gave a PL1 implementation, “Blossom II”. His algorithm has a complexity of
O(|V ||E|B) with B =

∑
v∈V bv, and is therefore only pseudo-polynomial.

Cunningham & Marsh [Mar79] used scaling to obtain the first polynomial
bounded algorithm for b-matching. Gabow [Gab83] proposes an efficient reduc-
tion technique which avoids increasing the problem size by orders of magnitude.
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Together with scaling, this approach leads to an algorithm with a bound of
O(|E|2 log |V | logBmax) where Bmax is the largest capacity.

Anstee [Ans87] suggested a staged algorithm. In a first stage, the fractional
relaxation of the weighted perfect b-matching is solved via a transformation to
a minimum cost flow problem on a bipartite graph, a so-called Hitchcock trans-
portation problem. In stage two, the solution of the transportation problem is
converted into an integral, but non-perfect b-matching by rounding techniques. In
the final stage, Pulleyblank’s algorithm is invoked with the intermediate solution
from stage two. This staged approach yields a strongly-polynomial algorithm for
the weighted perfect b-matching problem if a strongly polynomial minimum cost
flow algorithm is invoked to obtain the optimal fractional perfect matching in
the first stage. The best strongly polynomial time bound for the (uncapacitated)
Hitchcock transportation problem is O((|V | log |V |)(|E|+ |V | log |V |) by Orlin’s
excess scaling algorithm [Orl88], and the second and third stage of Anstee’s
algorithm require at most O(|V |2|E|).

Derigs & Metz [DM86] and Applegate & Cook [AC93] reported on the enor-
mous savings using a fractional “jump-start” for the blossom algorithm in the
1-matching case. Miller & Pekny [MP95] modified Anstee’s approach. Roughly
speaking, instead of rounding on odd disjoint half integral cycles, their code
iteratively looks for alternating paths connecting pairs of such cycles.

Padberg & Rao [PR82] developed a branch & cut approach for weighted
b-matching. They showed that violated odd cut constraints can be detected
in polynomial time by solving a minimum odd cut problem. Grötschel & Hol-
land [GH85] reported a successful use of cutting planes for 1-matching problems.
However, with present LP-solvers the solution time required to solve only the ini-
tial LP-relaxation, i.e. the fractional matching problem, is often observed to be
in the range of the total run time required for the integral optimal solution by a
pure combinatorial approach. Therefore, we did not follow this line of algorithms
in our experiments.

With the exception of the paper by Miller & Pekny [MP95] we are not aware
of a computational study on weighted b-matching. However, many ideas used for
1-matching can be reused and therefore strongly influenced our own approach.
For example, Ball & Derigs [BD83] provide a framework for different implemen-
tation alternatives, but focus on how to achieve various asymptotical worst case
guarantees. For a recent survey on computer implementations for 1-matching
codes, we refer to [CR97]. In particular, the “Blossom IV” code of Cook &
Rohe [CR97] seems to be the fastest available code for weighted 1-matching on
very large scale instances.

Overview. The rest of the paper is organized as follows. In Section 2 we give
a brief review of Pulleyblank’s blossom algorithm. It will only be a simplified
high-level presentation, but sufficient to discuss our experiments. In particu-
lar, the subtle technical details required to implement b-matching algorithms in
comparison to 1-matching algorithms are omitted for clarity of the presentation.
The experimental environment, classes of test instances and our test-suites are
described in Section 3. Afterwards, we report on experiments which compare
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different algorithmic variants in Section 4, including a comparison of the perfor-
mance of our code with that of Miller & Pekny [MP95]. Finally, in Section 5, we
summarize the main observations and indicate directions of future research.

2 An Outline of the Primal-Dual Blossom Algorithm

In this section, we give a rough outline of the primal-dual algorithm as described
by Pulleyblank [Pul73]. The purpose of this sketch is only to give a basis for the
discussion of algorithmic variants which are compared in the subsequent sections.
A self-contained treatment is given in the Appendix of [MS98].

For an edge set F ⊆ E and a vector x ∈ IN
|E|
0 , we will often use the im-

plicit summation abbreviation x(F ) :=
∑

e∈F xe. Similarly, we will use b(W ) :=∑
v∈W bv for a node set W ⊂ V .

Linear programming formulation. The blossom algorithm is based on a
linear programming formulation of the maximum weighted perfect b-matching
problem. To describe such a formulation, the blossom description, let Ω := { S ⊂
V | |S| ≥ 3 and |b(S)| is odd } and qS := 1

2
(b(S)−1) for all S ∈ Ω. Furthermore,

for each W ⊂ V let δ(W ) denote the set of edges that meet exactly one node
in W , and γ(W ) the set of edges with both endpoints in W . Then, a maximum
weight b-matching solves the linear programming problem

maximize cT x
subject to

(P1) x(δ(v)) = bv for v ∈ V
(P2) xe ≥ 0 for e ∈ E
(P3) x(γ(S)) ≤ qS for S ∈ Ω.

The dual of this linear programming problem is

minimize yT b + Y T q
subject to

(D1) yu + yv + Y (Ωγ(e)) ≥ ce for e = (u, v) ∈ E
(D2) YS ≥ 0 for S ∈ Ω

with Ωγ(e) := { S ∈ Ω | e ∈ γ(S) }.

We define the reduced costs as c̄e := yu + yv + Y (Ωγ(e)) − ce for all e ∈ E. A b-
matching x and a feasible solution (y, Y ) of the linear program above are optimal
if and only if the following complementary slackness conditions are satisfied:

(CS1) xe > 0 =⇒ c̄e = 0 for e ∈ E
(CS2) YS > 0 =⇒ x(γ(S)) = qS for S ∈ Ω.

A primal-dual algorithm. The primal-dual approach starts with some not
necessarily perfect b-matching x and a feasible dual solution (y, Y ) which satisfy
together the complementary slackness conditions (CS1) and (CS2). Even more,
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the b-matching x satisfies (P2) and (P3). Such a starting solution is easy to find,
in fact, x ≡ 0, yv := 1

2 max{ce|e = (v, w) ∈ E} for all v ∈ V and Y ≡ 0 is a
feasible choice.

The basic idea is now to keep all satisfied conditions as invariants throughout
the algorithm and to work iteratively towards primal feasibility. The latter means
that one looks for possibilities to augment the current matching. To maintain the
complementary slackness condition (CS1) the search is restricted to the graph
induced by edges of zero reduced costs with respect to the current dual solution,
the so-called equality subgraph G=. In a primal step of the algorithm, one looks
for a maximum cardinality b-matching within G=.

We grow a forest F which consists of trees rooted at nodes with a deficit,
i.e. with x(δ(v)) < bv. Within each tree T ∈ F the nodes are labeled even and
odd according to the parity of the number of edges in the unique simple path to
the root r (the root r itself is even). In addition, every even edge of a path from
the root r to some node v ∈ T must be matched, i.e. xe > 0. Candidate edges
to grow the forest are edges where one endpoint is labeled even and the other is
either unlabeled or labeled even.

Augmentations are possible if there is a path of odd length between two
deficit nodes on which we can alternatively add and subtract some δ from the
current matching x without violating primal feasibility. Observe that we can
augment if there is an edge between two nodes of different trees of F with the
label even. In some cases, an augmentation is also possible if we have such an
edge between even nodes of the same tree, but not always. It is the latter case
which is responsible for complications. If no augmentation is possible and there
is no further edge available to grow the forest, the forest is called Hungarian
forest.

Edmonds’ key insight was the observation that by shrinking of certain sub-
graphs (the blossoms) one can ensure that the tree growing procedure detects a
way to augment the current b-matching, if the matching is not maximum. The
reverse operation to shrinking is expanding. Hence, we are always working with a
so-called surface graph which we obtain after a series of shrinking and expanding
steps.

The main difference to 1-matching lies in the more complicated structure
of the blossoms which we have to shrink into pseudo-nodes. Roughly speaking,
when blossoms in the 1-matching case are merely formed by odd circuits C for
which x(γ(C)) = qC, a blossom B in the b-matching case contains such an odd
circuit C but also the connected components of matched edges incident to nodes
of C (petals). The additional complication is that C must be the only circuit of
the blossom. (See Figure 1 for a sample blossom.)

If the primal step finishes with a maximum cardinality matching which is
perfect, we are done and the algorithm terminates the primal-dual loop. Oth-
erwise, we start a dual update step. Roughly speaking, its purpose is to alter
the current dual solution such that new candidate edges are created to enter the
current forest F . Depending on the label of a node and whether it is an original
node or a pseudo-node we add or subtract some ε (but leave unlabeled nodes
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Fig. 1. A sample blossom with an odd
circuit of length seven. Each shaded
region corresponds to a petal.

Fig. 2. Example of an augment-
ing forest consisting of three trees.
Even (odd) nodes are filled (non-
filled), root nodes equipped with
an extra circle, non-forest edges are
dashed, matched (unmatched) edges
are drawn with thick (thin) lines.

unchanged to maintain (CS1)) which is chosen as the maximum value such that
the reduced cost of all edges in the forest F remain unchanged (i.e. they remain
in G=), all other edges of the original G have non-negative reduced costs (D1),
and the dual variables associated to pseudo-nodes remain non-negative (D2). If
the dual variable associated to an odd pseudo-node becomes zero after a dual
update, the pseudo-node will be expanded. This guarantees that no augmenting
paths will be missed.

After finishing the primal-dual loop, all remaining pseudo-nodes are ex-
panded, and the algorithm terminates.

3 Experimental Setup

In this section, we describe our test-suites, the computational environment, and
how we compare code variants.

Graph classes and test-suites. Code variants are compared across real-world
data from the mesh refinement application and artificial data on Euclidean
nearest-neighbor graphs.

This study concentrates on extremely sparse graphs only, as our application
data has this property. Moreover, the method of choice for dense problems is a
two-stage approach which solves the problem on such a sparse graph substitute
first, and makes pricing and repair steps afterwards [DM86,AC93].

1. Real-world data: mesh refinement As mentioned in the introduction, a
successful approach to CAD mesh refinement into quadrilateral finite element
meshes requires the solution of minimum cost perfect b-matching problems as
a subroutine. We selected all available instances with non-trivial size (more
than 3000 nodes) for our test-suite. These instances are extremely sparse,
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the average vertex degree is about 2.5, the node capacities change between
1 and 1,091 with an average value of 2.6.

2. Synthetic data: Euclidean nearest-neighbor graphs We produce an
artificial b-matching problem instance as follows, parameterized by the num-
ber of nodes n, the density d = m/n, and the node capacities bmax. We
generate n nodes with random two-dimensional Euclidean coordinates and a
random integral node capacity bv within the interval {bmin, . . . , bmax} where
bmin = 1. To create the edge set, we connect each node v to the d nearest
neighbors with respect to the Euclidean distance and take the negative dis-
tance as edge cost (recall that the objective is to maximize). Afterwards, the
edge set is filled up (to meet exactly the required density) by adding edges
from edge-disjoint spanning trees with edge cost induced by the Euclidean
distance as above.
In order to guarantee the existence of at least one perfect b-matching, we
afterwards add a node vB with node potential bvB =

∑
v∈V \{vB} bv and con-

nect this node to each other node (with a sufficiently large negative cost).
Two further nodes with node potential bvB are added in order to form a tri-
angle with vB (the three triangle edges have cost zero). Note that this con-
struction increases the degree of every original node by one, but we present
the original values of n and d in this paper.

We constructed three test-suites for the latter graph class:
�

�

�

�
E1 varying the number of nodes n from 210 to 215, for fixed density values

2, 4, . . . , 16 and bmax = 10,
�

�

�

�
E2 varying the density d from 2 to 16, for fixed node sizes n = 210, . . . , 215

and bmax = 10,
�

�

�

�
E3 varying the maximum node capacity bmax from 20 to 216, for fixed

n = 214 and d = 2, 10, 16.

All real-world problem instances and our generator for Euclidean nearest-neighbor
graphs will be made available on the internet.

Computational environment and measurements. All experiments were
performed on the same SUN UltraSPARC2 workstation with 256 MByte of
RAM and a 200 MHz processor running under Solaris 2.6. We took care to
set up all experiments in a range where memory limitations do not spoil the
measured CPU-times through effects like paging. Our code was written in C++
and compiled under egcs1, version 1.1.1., with the -O3 option. Times reported
are user times in seconds obtained by getrusage(). The time measured is only
the amount of time taken to compute the optimal b-matching. The time needed
to read in the graph, to output the optimal b-matching, and to check the cor-
rectness was excluded for several reasons. The input/output part excluded from
the time measurements is exactly the same for all algorithmic variants of our
own code. Thus, to highlight differences between variants we measure only the
1 Cygnus Solutions
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parts where these variants differ. For the comparison with the executable of
Miller & Pekny it is even necessary to exclude the input/output procedures as
they may spoil a fair comparison due to different input/output formats. In the
experiments with synthetic data, each data point represents an average over ten
different instances. Comparisons across variants and codes are performed on the
same ten inputs. The chosen number of ten samples was a compromise between
practicability and the need of a reasonable basis for statistical investigations as
the observed variance was relatively large.

Comparing different variants. Our implementation was carefully designed
with respect to a flexible substitution of subalgorithms and data structures (for
software engineering aspects see [MS98]). Among the many possible variants, it
is only feasible to test a carefully selected subset of combinations. (Suppose, we
consider only six parameters for a possible change which can be set at two or
more levels, then a complete factorial design would give more than 64 variants.)

Through a series of initial experiments between certain variants we deter-
mined a reference implementation which reflects the “best combination of pa-
rameters on average” we could find. The reference implementation uses the pa-
rameters (JS), (DU1), (CS4), and (HB2) which will be described in detail
below. In the experiments of the following section, we compare our reference
implementation to an alternative implementation where a single parameter of
interest is changed and all others are kept constant.

For fixed density d and fixed range of the node capacities b, it seems reason-
able to assume that the running time T (n) grows with T (n) = c · nα for some
constants c and α. We conducted linear regressions based on this assumption to
estimate the two unknown constants. (The regression was done on the raw data
and not on the mean values shown in our plots). Whenever we report results of
such a regression analysis, we checked that the regression fit is well and that the
residuals from the fit do not show a suspicious pattern.

4 Experimental Comparison of Algorithmic Variants

Experiment 1: Fractional jump-start. In our first experiment we are in-
terested in a quantitative analysis of the effect of the so-called “jump-start”.
The jump-start runs in several phases. Recall from the Introduction that it first
solves the fractional matching problem, then rounds the half-integral solution,
and finally starts the integral algorithm with this rounded solution.

Theoretical work by Anstee [Ans87] and computational studies reported by
Derigs & Metz [DM86], and Applegate & Cook [AC93] for 1-matching, and
by Miller & Pekny [MP95] as well as Avgetidis [Avg96] for b-matching clearly
indicated that a significant speed-up can be expected by this technique.

In order to solve the fractional b-matching problem, we adapted the integral
algorithm by simply switching the primal data type from integer to double.
Each time a blossom is detected, we augment with a half-integral value and
therefore introduce half-integral values on some cycle. If such a cycle is found
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Fig. 3. The pure integral blossom algorithm (IB) vs. the staged approach with
fractional jump-start (JS) vs. the fractional part only (F): running times for
different number of nodes but fixed density d = 10 (left, top) and for different
densities but fixed number of vertices n = 16384 (right, top). The third figure
shows the remaining deficit after the fractional phase.

in a grow operation, an augmentation rounds all cycle values to integers. Note
that shrinking is not necessary in the fractional algorithm.

We tested the following variants:
(IB) the pure blossom algorithm with an empty start matching,
(JS) the staged approach with a fractional matching algorithm in the

first stage, and
(F) the fractional matching algorithm only.

Evaluation. We refer to Fig. 3 for the results of this experiment. Linear regression
for density 10 yields IB(n) = 3.262·10−5n1.597 as a best fit for the purely integral
method with an adjusted R̄2-value (the square of the multiple correlation coef-
ficient) of 0.945, whereas the jump-start code needs JS(n) = 3.006 · 10−5n1.523

(with an adjusted R̄2-value of 0.960). The deficit after rounding grows linearly
in the number of nodes.

Experiment 2: Dual update: Use of priority queues. Recall that the dual
update consists of two main parts. First, the ε-value has to be determined by
which the node potentials (y, Y ) can be changed without losing dual feasibility
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Fig. 4. Use of priority queue (d-heap) (DU1) vs. linear scan (DU2): running
times for different number of nodes but fixed density d = 10 (left) and for
different densities but fixed number of vertices n = 16384 (right).

or violating complementary slackness conditions of type (CS1). Second, for all
labeled nodes, the node potentials are changed by ε (addition/subtraction is
used depending on the individual node labels). The second part is a simple
iteration over the nodes of the current forest and gives not much freedom for the
implementation. The crucial part is the first one, where the ε-value is determined
as the minimum determined for three sets: (1) the minimum with respect to
reduced costs over all edges with one endpoint labeled even and the other being
unlabeled, (2) half the minimum with respect to reduced costs over all edges
between pairs of even-labeled nodes, (3) half the minimum with respect to dual
potentials over all odd pseudo-nodes.

An important idea proposed by Ball & Derigs [BD83] is to partition the
edges according to the labels of their endpoints and to keep and update this
partition in a container data structure. We looked at two alternatives for con-
tainers, doubly linked lists and priority queues (more precisely d-heaps). The list
implementation allows O(1) insert and delete operations but needs linear time
to determine the minimum, whereas the d-heap implementation supports O(1)-
minimum operations but takes logarithmic time for insert/delete operations.

Miller & Pekny [MP95] reported on considerable savings by the use of d-
heaps in the fractional phase. On the other hand it was interesting to note that
the fast Blossom IV code of Cook & Rohe [CR97] for 1-matching does not use
priority queues. This was our motivation to compare the two variants (DU1)
which uses a d-heap with d = 10 and (DU2) which uses a linear list.

Evaluation. Fig. 4 demonstrates that the d-heap implementation is significantly
faster within the range of our experiments, but the advantage seems to decrease
for larger instances. The regression analysis yields DU1(n) = 3.006·10−5n1.523 as
a best fit for (DU1) (adjusted R̄2-value is 0.960) and DU2(n) = 6.611·10−5n1.495

(adjusted R̄2-value of 0.970) for (DU2). The exponent of the estimated asymp-
totic running time for the d-heap variant appears to be slightly larger than for
the simple list implementation, only the constant factors are much in favour for
the d-heap. Hence, this is a typical example that extrapolation beyond the range
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Fig. 5. The four candidate search strategies: Running times for different numbers
of nodes but fixed density d = 10 (left) and for different densities but a fixed
number of nodes n = 16384 (right).

of the experiments is not feasible. Looking at the chart for different densities we
also observe that the improvement due to the use of the priority queue grows
with the density.

Experiment 3: Candidate search. The candidate search for edges in the tree
growing part of the algorithm (primal part) allows several strategies on which
we elaborate in the next experiment. We implemented and tested four variants:

(CS1) The direct approach to find candidate edges for the growing of
the current forest F is to traverse all trees of F and to examine
iteratively all edges adjacent to even nodes.

(CS2) The purpose of the dual update is to change the node potentials
such that new candidate edges become available. Hence, one can
keep track of an initial list of edges which become new candidates
already in the dual update. If, after some primal steps, this list
becomes empty, a traversal as in (CS1) finds all other candidate
edges.

(CS3) The previous idea can be refined with a simple trick: A heuristic to
reduce the number of edges to be examined is to mark nodes as safe
after the examination of their adjacency. As long as the label of a
node does not change, the node remains safe and can be ignored
for the further candidate search.

(CS4) A further variation of (CS2) is to allow degenerated updates with
ε = 0. This strategy (proposed by Ball & Derigs [BD83]) simply
invokes a new dual update if the candidate list becomes empty.

Evaluation. As Fig. 5 shows, using the dual update as in (CS2), (CS3), and
(CS4) allows a significant improvement for the candidate search. Linear regres-
sion yields CS1(n) = 4.120 · 10−4n1.531 (adjusted R̄2-value is 0.994) for vari-
ant (CS1), whereas our estimation for the fastest variant (CS4) gives a more
than 10 times smaller constant factor and a slightly better asymptotic, namely
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Fig. 6. Immediate shrinking of blossoms (HB1) vs. delayed shrinking (HB2):
running times (left) and number of saved shrinking steps (right) for different
densities.

CS4(n) = 3.006 · 10−5n1.523 (with an adjusted R̄2-value of 0.960). Moreover,
Variant (CS4) which uses the degenerated dual update is only slightly faster
than all other variants, but is faster for each single instance we tested.

Experiment 4: Handling of blossoms. Applegate & Cook [AC93] proposed
to incorporate a heuristic which delays the shrinking of blossoms if a blossom
forming edge is found until no other candidate edge for tree growing is avail-
able. The rational behind this idea is to cut down the total number of blossom
shrinking/expanding operations, as this number is conjectured to be crucial for
the overall running time. We implemented and tested the following variants:

(HB1) shrink each detected blossom immediately, or
(HB2) try to avoid shrinking of blossoms, i.e. delay the shrinking until no

other candidate edge is left.
Fig. 6 reports the running times for the two variants on graphs with 214 = 16384
vertices. (The corresponding charts for other graph sizes look similar.)

Evaluation. Delayed blossom shrinking decreases the total running time signifi-
cantly for graphs with a very small density d ≤ 2, but only slightly in general.
This is in accordance with the number of saved blossom shrinking steps. Addi-
tionally, a closer look to the statistics of the test-suites shows that the simple
heuristic of avoiding shrinking does neither guarantee that the total number of
shrinking steps is minimal, nor the maximum or average nesting level is minimal,
nor the number of shrunken nodes is minimal.

Experiment 5: Large node capacities. As mentioned in the introduction,
Pulleyblank’s version of the primal-dual algorithm is only pseudo-polynomial,
but can be turned into a (strongly) polynomial algorithm if the fractional phase
is solved in (strongly) polynomial time. Hence, worst case analysis would suggest
to use scaling, and indeed, Miller & Pekny [MP95] claim that for problems with
large b-values, scaling should be implemented in the fractional phase.
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Fig. 7. The impact of the node capacities on the running time for graphs of
fixed size n = 16384 and a fixed densities of d = 2, 10, 16. The charts show the
running time for the staged algorithm (all phases) and the fractional phase, as
well as the number of primal and dual steps in the integral and fractional phase,
respectively.

However, earlier experiments by Avgetidis and Müller-Hannemann [Avg96]
on cardinality b-matching showed a slow-down in actual performance if scaling
was incorporated. Therefore, we decided not to use scaling in our implementa-
tion. Clearly, such a decision has to be justified, and the experiment on test-suite
�

�

�

�
E3 was designed to test the conjecture that scaling is not necessary.

Evaluation. Fig. 7 shows that an increase of node capacities has almost no effect
on the time to solve problems of test-suite

�

�

�

�
E3 , neither in the staged approach

with a combined fractional and integral phase, nor in the fractional phase alone.
There is again an anomaly for density d = 2 where a jump in running time oc-
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Fig. 8. Additional evaluations for the influence of the node capacities: The
charts show the number of growing and augmentation steps in the integral and
fractional phase, the average augmentation value, the remaining deficit after
rounding at the beginning of the integral phase, and finally the average nesting
level and the number of blossom shrinking steps.
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curs from b ≡ 1 to b > 1, but the growth in running time vanishes for sufficiently
large b-values. To understand these surprising observations, we performed a de-
tailed analysis of the different algorithmic steps in both phases, shown in Figs. 7
and 8. First, we observe that the number of primal steps grows significantly only
for small values of b and then stabilizes to an almost constant number in the
fractional part, whereas the integral part shows the inverse trend. Second, the
number of dual updates decreases slightly for both phases, once more with an
exceptional behavior for density d = 2 and very small b-values. The primal steps
have been further analyzed with respect to the major components, namely tree
growing steps, augmentations, and blossom shrinking steps. It turns out that nei-
ther the number of tree growing nor the blossom shrinking operations increase
with b. Apart from very small node capacities, the number of augmentations
increases only very slightly in the fractional part, and even seems to decrease in
the integral part.

There are two more crucial observations: One is that the deficit after rounding
is almost independent from the node capacities. Hence, the amount of “remain-
ing work” for the integral phase is nearly constant. The other is that the average
augmentation value increases roughly with the same speed as the node capaci-
ties. The latter explains why the number of augmentations does not increase (as
suspected).

Experiment 6: Comparison with Miller & Pekny. Miller & Pekny kindly
provided us with an executable of their b-matching code which is specialized
to solve geometric problem instances. Because of its limited interface we could
test this code only on problems generated by the built-in problem generator. The
class of nearest-neighbor instances provided by this generator is slightly different
from ours as described in Section 3. In this experiment, sparse graphs are formed
by taking for each node, the k nearest neighbors in each of the four quadrants
of a coordinate system centered on the node. We performed experiments with k
chosen as 3, 5, and 10 and node capacities in the interval {1, . . . , 10}. The num-
ber of nodes varied from n = 1024 to n = 8192, and are increased in steps of 512.

Evaluation. Fig. 9 clearly demonstrates that our code outperforms the code
of Miller & Pekny. Based on this test-suite, linear regression yields T (n) =
8.190 · 10−5n1.327 as a best fit for our code with an adjusted R̄2-value of 0.981,
whereas the Miller & Pekny code needs MP (n) = 2.838 · 10−7n2.293 with an
adjusted R̄2-value of 0.910. Figs. 10 and 11 show the fitted curves form our re-
gression analysis together with the raw data.



Implementing Weighted b-Matching Algorithms 33

�

��

���

���

���

���

���

���

���

���� ���� ���� ��	
 ���� 
��� ��
� ��	�

R
u
n
n
in
g
ti
m
e
in
se
co
n
d
s

Number of nodes

Exp� �� Comparison with Miller � Pekny �k � �

MHS �

� � � � � � � � � � � � � � �

MP �

� � � � �
�

�
�

�
� �

�

�
�

�

Fig. 9. A comparison of the code from Miller & Pekny (MP) with our b-matcher
(MHS) on a test-suite of graphs with an Euclidean distance function, and k = 3
(density d ≈ 10).

2000 4000 6000 8000

200

400

600

800

Fig. 10. Miller & Pekny: The raw data of Experiment 6 (CPU times in seconds),
the fitted curve from the linear regression, and the 95% confidence intervals for
the predicted values.
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Fig. 11. Our implementation: The raw data of Experiment 6 (CPU times in
seconds), the fitted curve from the linear regression, and the 95% confidence
intervals for the predicted values.
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Experiment 7: Mesh refinement. We tested all implementation variants
used for the previous experiments also for our real-world instances from the
mesh refinement application.

In the following table, the second column displays the number of nodes n,
followed by the nesting level N and the number of blossoms B observed in our
reference implementation (REF) in columns three and four. Our reference imple-
mentation uses the variants (JS), (DU1), (CS4) and (HB2). The remaining
columns show the running time in seconds for all other implementation variants.

Sample n N B REF F IB DU2 CS1 CS2 CS3 HB1

Cool5 4002 6 47 0.69 0.61 1.36 0.69 0.88 0.79 0.73 0.70
Cool10 3529 5 52 0.54 0.45 1.05 0.58 0.51 0.63 0.56 0.55
Cool15 3293 5 29 0.48 0.39 0.92 0.48 0.48 0.61 0.52 0.49

Benz15 3989 15 94 0.91 0.67 1.66 0.92 1.41 1.17 0.93 0.95
Benz25 3779 7 87 0.82 0.58 1.54 0.88 1.12 1.15 0.81 0.79
Benz35 3711 1 60 0.74 0.56 1.37 0.77 0.83 0.90 0.72 0.70

Wing10 5273 9 114 1.82 1.40 3.35 1.86 3.14 2.14 1.81 1.83
Wing15 5061 30 88 1.32 1.03 2.75 1.36 2.37 1.66 1.39 1.31
Wing20 4931 10 61 1.29 1.03 2.43 1.21 1.93 1.43 1.21 1.23

Pump5 6467 9 89 2.01 1.76 4.15 2.05 4.58 2.44 2.12 1.98
Pump10 6227 11 72 1.68 1.51 3.33 1.72 3.08 1.95 1.70 1.72
Pump15 6051 20 102 1.53 1.31 3.00 1.59 2.54 1.81 1.58 1.54

Shaft3 10176 1 70 4.25 4.13 8.37 4.00 8.97 4.44 4.05 4.11
Shaft5 9632 1 39 3.44 3.38 7.43 3.42 7.63 3.82 3.51 3.40
Shaft7 9016 1 122 2.91 2.75 6.25 2.96 2.92 3.18 2.95 3.02

Bend10 21459 91 415 16.95 15.23 33.79 17.16 18.15 19.83 16.75 17.28
Bend15 20367 5 131 13.90 13.29 29.78 14.32 7.97 14.36 13.51 14.10
Bend20 19969 16 137 13.49 12.76 28.70 13.88 8.18 14.43 13.44 14.22

Sum 146932 — 1809 68.77 62.84 141.23 69.85 76.69 76.74 68.29 69.92

Evaluation. The mesh refinement problems form a class of structured real-world
instances with a high variance of the nesting level N and the number of blossoms
B. Nevertheless, we are able to solve each instance in less than 17 seconds.

Our measurements for the mesh refinement test-suite confirm all of our pre-
vious results for the artificial test-suites. The reference implementation (REF)
is slightly faster than the variants (DU2), (CS3), and (HB1) but clearly faster
than all others.

5 Conclusion

This paper presents an experimental analysis of several variants of Pulleyblank’s
primal-dual b-matching algorithm. The choice of experiments was guided by a
set of hypotheses based on previous computational experiments with 1-matching
problems (Derigs & Metz [DM86], Applegate & Cook [AC93]) and with b-
matching problems (Miller & Pekny [MP95]). The overall best variant, our ref-
erence implementation, not only solves all of our real-world problems from the
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mesh refinement test-suite in less than 17 seconds, it clearly outperforms the code
of Miller & Pekny by a factor of about O(n0.9) on Euclidean nearest neighbor
graphs.

On the synthetic instances, the asymptotic performance estimated by linear
regression from our measurements is significantly lower than the worst-case pre-
dictions as discussed in the introduction. Most surprising for us was the marginal
influence of the b-values on the overall running time. On the Euclidean nearest
neighbor graph test-suites, our algorithms seems to behave like a strongly poly-
nomial one. Operation counts and the observer technique enabled us to explain
these observations.

It was also somewhat unexpected how much more difficult problems on the
lowest density level turned out to be. However, this corresponds to a much
higher number of blossom shrinking operations and a larger nesting level. Blos-
som shrinking is expensive but unfortunately a simple heuristic to reduce the
number of shrinking steps is only successful for extremely sparse graphs which
turned out to be the most difficult problem instances.

Bottleneck analysis as well as profiler results show that the most important
part for an efficient implementation is the dual update in connection with the
candidate search, where about 30% of the running time is spent. Attacking these
bottlenecks should be most promising for further improvements.

Future work should try to develop new challenging classes of problem in-
stances, and we would also like to test our algorithms on additional real world
data. In addition, we will enlarge our analysis of representative operation counts
following the lines of Ahuja & Orlin [AO96].
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1 Introduction

Symmetric multiprocessors (SMPs) dominate the high-end server market and
are currently the primary candidate for constructing large scale multiprocessor
systems. Yet, the design of efficient parallel algorithms for this platform cur-
rently poses several challenges. The reason for this is that the rapid progress in
microprocessor speed has left main memory access as the primary limitation to
SMP performance. Since memory is the bottleneck, simply increasing the num-
ber of processors will not necessarily yield better performance. Indeed, memory
bus limitations typically limit the size of SMPs to 16 processors. This has at
least two implications for the algorithm designer. First, since there are relatively
few processors available on an SMP, any parallel algorithm must be competitive
with its sequential counterpart with as little as one processor in order to be rel-
evant. Second, for the parallel algorithm to scale with the number of processors,
it must be designed with careful attention to minimizing the number and type
of main memory accesses.

In this paper, we present a computational model for designing efficient algo-
rithms for symmetric multiprocessors. We then use this model to create efficient
solutions to two widely different types of problems - linked list prefix compu-
tations and generalized sorting. Both problems are memory intensive, but in
different ways. Whereas generalized sorting algorithms typically require a large
number of memory accesses, they are usually to contiguous memory locations. By
contrast, prefix computation algorithms typically require a more modest quan-
tity of memory accesses, but they are are usually to non-contiguous memory
locations.

Our novel algorithm for prefix computations builds upon the sparse ruling
set approach of Reid-Miller and Blelloch [13]. Unlike the original algorithm, we
choose the ruling set in such a way as to avoid the need for conflict resolution.
Besides making the algorithm simpler, this change allows us to achieve a stronger
bound on the complexity. Whereas Reid-Miller and Blelloch claim an expected
complexity of O n

p for n >> p, we claim a complexity with high probability

of O n
p

for n > p2 ln n. Additionally, our algorithm incurs approximately half
the memory costs of their algorithm, which we believe to be the smallest of
any parallel algorithm we are aware of. Our algorithm for generalized sorting is
a modification of our algorithm for sorting by regular sampling on distributed
memory architectures [10]. The algorithm is a stable sort which appears to be
asymptotically faster than any of the published algorithms we are aware of.

Both of our algorithms were implemented in C using POSIX threads and run
on four symmetric multiprocessors - the IBM SP-2 (High Node), the HP-Convex
Exemplar (S-Class), the DEC AlphaServer, and the Silicon Graphics Power Chal-
lenge. We ran our code for each algorithm using a variety of benchmarks which
we identified to examine the dependence of our algorithm on memory access pat-
terns. In spite of the fact that the processors must compete for access to main
memory, both algorithms still yielded scalable performance up to 16 processors,
which was the largest platform available to us. For some problems, our prefix
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computation algorithm actually matched or exceeded the performance of the
standard sequential solution using only a single thread. Similarly, our general-
ized sorting algorithm always beat the performance of sequential merge sort by
at least an order of magnitude, which from our experience is the best sequential
sorting algorithm on these platforms.

The organization of our paper is as follows. Section 2 presents our computa-
tional model for analyzing algorithms on symmetric multiprocessors. Section 3
describes our prefix computation algorithm for this platform and its experimental
performance. Similarly, Section 4 describes our generalized sorting algorithm
for this platform and its experimental performance.

2 A Computational Model for Symmetric Multiprocessors

For our purposes, the cost of an algorithm needs to include a measure that
reflects the number and type of memory accesses. Given that we are dealing with
a multi-level memory hierarchy, it is instructive to start with a brief overview
of a number of models that have been proposed to capture the performance of
multilevel hierarchical memories.

Many of the models in the literature are specifically limited to two-level mem-
ories. Aggarwal and Vitter [3] first proposed a simple model for main memory
and disks which recognized the importance of spatial locality. In their uniproces-
sor model, a constant number of possibly non-contiguous blocks, each consisting
of B contiguous records, can be transferred between primary and secondary
memory in a single I/O. Vitter and Shriver [17] then proposed the more realistic
D-disk model, in which secondary storage is managed by D physically distinct
disk drives. In this model, D blocks can be transferred in a single I/O, but only
if no two blocks are from the same disk. For both of these models, the cost of
accessing data on disk was substantially higher than internal computation, and,
hence, the sole measure of performance used is the number of parallel I/Os.

Alternatively, there are a number of models which allow for any arbitrary
number of memory levels. Focusing on the fact that access to different levels
of memory are achieved at differing costs, Aggarwal et al. [1] introduced the
Hierarchical Memory Model (HMM), in which access to location x requires time
f(x), where f(x) is any monotonic nondecreasing function. Taking note of the
fact that the latency of memory access makes it economical to fetch a block of
data, Aggarwal, Chandra, and Snir [2] extended this model to the Hierarchical
Memory with Block Transfer Model (BT). In this model, accessing t consecutive
locations beginning with location x requires time f(x) + t.

These models both assume that while the buses which connect the various
levels of memory might be simultaneously active, this only occurs in order to
cooperate on a single transfer. Partly in response to this limitation, Alpern et
al. [4] proposed the Uniform Memory Hierarchy Model (UMH). In this model,
the lth memory level consists of αρl blocks, each of size ρl, and a block of data
can be transfered between level l +1 and level l in time ρl/b(l), where b(l) is the
bandwidth. The authors of the UMH model stress that their model is an attempt
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to suggest what should be possible in order to obtain maximum performance.
Certainly, the ability to specify the simultaneous, independent behavior of each
bus would maximize computer performance, but as the authors acknowledge this
is beyond the capability of current high-level programming languages. Hence, the
UMH model seems unnecessarily complicated to describe the behavior of existing
symmetric multiprocessors.

All the models mentioned so far focus on the relative cost of accessing differ-
ent levels of memory. On the other hand, a number of shared memory models
have focused instead on the contention caused by multiple processors competing
to access main memory. Blelloch et al. [6] proposed the (d,x)-BSP model, an
extension to the Bulk Synchronous Parallel model, in which main memory is
partitioned amongst px banks. In this model, the time required for execution is
modeled by five variables, which together describe the amount of time required
for computation, the maximum number of memory requests made by a proces-
sor, and the maximum number of requests handled by a bank. The difficulty with
this model is that the contention it describes depends on specific implementation
details such as the memory map, which may be entirely beyond the control of
the algorithm designer. A more general version of this model was suggested by
Gibbons et al. [7]. Known as the Queue-Read Queue-Write (QRQW) PRAM
model, it decomposes an algorithm into a series of synchronous steps. The time
required for a given step is simply the maximum of the time required by any
processor for computation, the number of memory accesses made by any pro-
cessor, and the maximum number of requests made to any particular memory
location. By focusing only on those requests which go to the same location, the
QRQW model avoids implementation details such as the memory map, which
makes it more appropriate as a high-level model. On the other hand, references
which go to the same bank of memory but not to the same location can be just
as disruptive to performance, and so ignoring details of the memory architecture
can seriously limit the usefulness of the model.

In our SMP model, we acknowledge the dominant expense of memory ac-
cess. Indeed, it has been widely observed that the rapid progress in micropro-
cessor speed has left main memory access as the primary limitation to SMP
performance. The problem can be minimized by insisting where possible on a
pattern of contiguous data access. This exploits the contents of each cache line
and takes full advantage of the pre-fetching of subsequent cache lines. However,
since it does not always seem possible to direct the pattern of memory access,
our complexity model needs to include an explicit measure of the number of
non-contiguous main memory accesses required by an algorithm. Additionally,
we recognize that efficient algorithm design requires the efficient decomposition
of the problem amongst the available processors, and, hence, we also include the
cost of computation in our complexity.

More precisely, we measure the overall complexity of an algorithm by the
triplet 〈MA, ME , TC〉, where MA is the maximum number of accesses made by
any processor to main memory, ME is the maximum amount of data exchanged
by any processor with main memory, and TC is an upper bound on the local
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computational complexity of any of the processors. Note that MA is simply a
measure of the number of non-contiguous main memory accesses, where each
such access may involve an arbitrary sized contiguous block of data. While we
report TC using the customary asymptotic notation, we report MA and ME as
approximations of the actual values. By approximations, we mean that if CA

or CV is described by the expression
(
ckxk + c(k−1)x

(k−1) + ... + c0x
0 , then we

report it using the approximation
(
ckxk + o

(
xk . We distinguish between mem-

ory access cost and computational cost in this fashion because of the dominant
expense of memory access on this architecture. With so few processors available,
this coefficient is usually crucial in determining whether or not a parallel algo-
rithm can be a viable replacement to the sequential alternative. On the other
hand, despite the importance of these memory costs, we report only the highest
order term, since otherwise the expression can easily become unwieldy.

In practice, it is often possible to focus on either MA or ME when ex-
amining the cost of algorithmic alternatives. For example, we observed when
comparing prefix computation algorithms that the number of contiguous and
non-contiguous memory accesses were always of the same asymptotic order, and
therefore we only report MA, which describes only the much more expensive
non-contiguous accesses. Subsequent experimental analysis of the step-by-step
costs has validated this simplification. On the other hand, algorithms for gen-
eralized sorting are usually all based on the idea of repeatedly merging sorted
sequences, which are accessed in a contiguous fashion. Moreover, since our model
is concerned only with the cost of main memory access, once values are stored
in cache they may be accessed in any pattern at no cost. As a consequence, the
number of non-contiguous memory accesses are always much less than the num-
ber of contiguous memory accesses, and in this situation we only report ME ,
which includes the much more numerous contiguous memory accesses. Again,
subsequent experimental analysis of the step-by-step costs has validated this
simplification.

3 Prefix Computations

Consider the problem of performing a prefix computation on a linked list of n
elements stored in arbitrary order in an array X. For each element Xi, we are
given Xi.succ, the array index of its successor, and Xi.data, its input value for
the prefix computation. Then, for any binary associative operator ⊗, the prefix
computation is defined as:

Xi.prefix = Xi.data if Xi is the head of the list.
Xi.data⊗X(pre).prefix otherwise. , (1)

where pre is the index of the predecessor of Xi. The last element in the list is
distinguished by a negative index in its successor field, and nothing is known
about the location of the first element.

Any of the known parallel prefix algorithms in the literature can be considered
for implementation on an SMP. However, to be competitive, a parallel algorithm
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must contend with the extreme simplicity of the obvious sequential solution.
A prefix computation can be performed by a single processor with two passes
through the list, the first to identify the head of the list and the second to
compute the prefix values. The pseudocode for this obvious sequential algorithm
is as follows:

– (1): Visit each list element Xi in order of ascending array index. If Xi is not
the terminal element, then label its successor with index Xi.succ as having
a predecessor.

– (2): Find the one element not labeled as having a predecessor by visiting each
list element Xi in order of ascending array index - this unlabeled element is
the head of the list.

– (3): Beginning at the head, traverse the elements in the list by following the
successor pointers. For each element traversed with index i and predecessor
pre, set List[i].prefix data = List[i].prefix data ⊗ List[pre].prefix data.

To compute the complexity, note that Step (1) requires at most n non-contiguous
accesses to label the successors. Step (2) involves a single non-contiguous memory
access to a block of n contiguous elements. Step (3) requires at most n non-
contiguous memory accesses to update the successor of each element. Hence,
this algorithm requires approximately 2n non-contiguous memory accesses and
runs in in O(n) computation time.

According to our model, however, the obvious algorithm is not necessarily the
best sequential algorithm. The non-contiguous memory accesses of Step (1) can
be replaced by a single contiguous memory access by observing that the index
of the successor of each element is a unique value between 0 and n− 1 (with the
exception of the tail, which by convention has been set to a negative value). Since
only the head of the list does not have a predecessor, it follows that together the
successor indices comprise the set {0, 1, .., h−1, h+1, h+2, .., n−1}, where h is
the index of the head. Since the sum of the complete set {0, 1, .., n− 1} is given
by 1

2
n(n−1), it easy to see that the identity of the head can be found by simply

subtracting the sum of the successor indices from 1
2
n(n− 1). The importance of

this lies in the fact that the sum of the successor indices can be found by visiting
the list elements in order of ascending array index, which according to our model
requires only a single non-contiguous memory access. The pseudocode for this
improved sequential algorithm is as follows:

– (1): Compute the sum Z of the successor indices by visiting each list element
Xi in order of ascending array index. The index of head of the list is h =(

1
2n(n− 1)− Z .

– (2): Beginning at the head, traverse the elements in the list by following the
successor pointers. For each element traversed with index i and predecessor
pre, set List[i]. prefix data = List[i].prefix data ⊗ List[pre].prefix data.

Since this modified algorithm requires no more than approximately n non-
contiguous memory accesses while running in O(n) computation time, it is op-
timal according to our model.
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The first fast parallel algorithm for prefix computations was probably the list
ranking algorithm of Wyllie [18], which requires at least n log n non-contiguous
accesses. Other parallel algorithms which improved upon this result include those
of Vishkin [16] (5n non-contiguous accesses), Anderson and Miller [5] (4n non-
contiguous accesses), and Reid-Miller and Blelloch [13] (2n non-contiguous ac-
cesses - see [8] for details of this analysis). Clearly, however, none of these match
the memory requirement of our optimal sequential algorithm.

3.1 A New Algorithm for Prefix Computations

The basic idea behind our prefix computation algorithm is to first identify the
head of the list using the same procedure as in our optimal sequential algorithm.
We then partition the input list into s sublists by randomly choosing exactly one
splitter from each memory block of n

(s−1)
elements, where s is Ω(p logn) (the

list head is also designated as a splitter). Corresponding to each of these sublists
is a record in an array called Sublists. We then traverse each of these sublists,
making a note at each list element of the index of its sublist and the prefix value
of that element within the sublist. The results of these sublist traversals are also
used to create a linked list of the records in Sublists, where the input value of
each node is simply the sublist prefix value of the last element in the previous
sublist. We then determine the prefix values of the records in the Sublists array
by sequentially traversing this list from its head. Finally, for each element in
the input list, we apply the prefix operation between its current prefix input
value (which is its sublist prefix value) and the prefix value of the corresponding
Sublists record to obtain the desired result.

The pseudo-code of our algorithm is as follows, in which the input consists
of an array of n records called List. Each record consists of two fields, successor
and prefix data, where successor gives the integer index of the successor of that
element and prefix data initially holds the input value for the prefix operation.
The output of the algorithm is simply the List array with the properly computed
prefix value in the prefix data field. Note that as mentioned above we also make
use of an intermediate array of records called Sublists. Each Sublists record con-
sists of the four fields head, scratch, prefix data, and successor, whose purpose is
detailed in the pseudo-code.

– (1): Processor Pi (0 ≤ i ≤ p − 1) visits the list elements with array indices
in
p through (i+1)n

p − 1 in order of increasing index and computes the sum
of the successor indices. Note that in doing this a negative valued successor
index is ignored since by convention it denotes the terminal list element -
this negative successor index is however replaced by the value (−s) for future
convenience. Additionally, as each element of List is read, the value in the
successor field is preserved by copying it to an identically indexed location
in the array Succ. The resulting sum of the successor indices is stored in
location i of the array Z.

– (2): Processor P0 computes the sum T of the p values in the array Z. The
index of the head of the list is then h =

(
1
2n(n− 1)− T .
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– (3): For j = is
p

up to (i+1)s
p
− 1 , processor Pi randomly chooses a loca-

tion x from the block of list elements with indices (j − 1) n
(s−1)

through

j n
(s−1) − 1 as a splitter which defines the head of a sublist in List (pro-

cessor P0 chooses the head of the list as its first splitter). This is recorded
by setting Sublists[j].head to x. Additionally, the value of List[x].successor
is copied to Sublists[j].scratch, after which List[x].successor is replaced with
the value (−j) to denote both the beginning of a new sublist and the index
of the record in Sublists which corresponds to its sublist.

– (4): For j = is
p up to (i+1)s

p − 1 , processor Pi traverses the elements in
the sublist which begins with Sublists[j].head and ends at the next element
which has been chosen as a splitter (as evidenced by a negative value in the
successor field). For each element traversed with index x and predecessor pre
(excluding the first element in the sublist), we set List[x].successor = -j to
record the index of the record in Sublists which corresponds to that sublist.
Additionally, we record the prefix value of that element within its sublist
by setting List[x].prefix data = List[x].prefix data ⊗ List[pre].prefix data. Fi-
nally, if x is also the last element in the sublist (but not the last element
in the list) and k is the index of the record in Sublists which corresponds
to the successor of x, then we also set Sublists[j].successor = k and Sub-
lists[k].prefix data = List[x].prefix data. Finally, the prefix data field of Sub-
lists[0], which corresponds to the sublist at the head of the list is set to the
prefix operator identity.

– (5): Beginning at the head, processor P0 traverses the records in the array
Sublists by following the successor pointers from the head at Sublists[0].
For each record traversed with index j and predecessor pre, we compute
the prefix value by setting Sublists[j].prefix data = Sublists[j].prefix data ⊗
Sublists[pre].prefix data.

– (6): Processor Pi visits the list elements with array indices in
p through

(i+1)n
p − 1 in order of increasing index and completes the prefix computa-

tion for each list element x by setting List[x].prefix data = List[x].prefix data
⊗ Sublists[-(List[x].successor)].prefix data. Additionally, as each element of
List is read, the value in the successor field is replaced with the identically
indexed element in the array Succ. Note that is reasonable to assume that
the entire array of s records which comprise Sublists can fit into cache.

We can establish the complexity of this algorithm with high probability -
that is with probability ≥ (1− n−ε) for some positive constant ε. But before
doing this, we need the results of the following Lemma, whose proof has been
omitted for brevity [8].

Lemma 1. The number of list elements traversed by any processor in Step (4)
is at most αn

p
with high probability, for any α(s) ≥ 2.62 (read α(s) as “the

function α of s”), s ≥ (p ln n + 1), and n > p2 ln n.
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With this result, the analysis of our algorithm is as follows. In Step (1), each
processor moves through a contiguous portion of the list array to compute the
sum of the indices in the successor field and to preserve these indices by copying
them to the array Succ. When this task is completed, the sum is written to the
array Z. Since this is done in order of increasing array index, it requires only
three non-contiguous memory accesses to exchange approximately 2n

p
elements

with main memory and O n
p computation time. In Step (2), processor P0

computes the sum of the p entries in the array Z. Since this is done in order of
increasing array index, this step requires only a single non-contiguous memory
accesses to exchange p elements with main memory and O(p) computation time.
In Step (3), each processor randomly chooses s

p
splitters to be the heads of

sublists. For each of these sublists, it copies the index of the corresponding record
in the Sublists array into the successor field of the splitter. While the Sublists
array is traversed in order of increasing array index, the corresponding splitters
may lie in mutually non-contiguous locations and so the whole process may
require s

p non-contiguous memory accesses to exchange 2s
p elements with main

memory and s
p computation time. In Step (4), each processor traverses the sublist

associated with each of its s
p splitters, which together contain at most α(s)n

p
elements with high probability. As each sublist is completed, the prefix value of
the last element in the subarray is written to the record in the Sublists array
which corresponds to the succeeding sublist. Since we can reasonably assume that
(s << n) and can therefore ignore the cost of writing to the Sublists array, this
step requires approximately α(s)n

p non-contiguous memory accesses to exchange

approximately α(s)n
p elements with main memory and O n

p computation time
with high probability . However, it is important to note that an s

n -biased binomial
process requires on average n

s events before encountering the first success and
so on average each processor traverses about n

p list elements (which is what we
observe experimentally in the next section). In Step (5), processor P0 traverses
the the linked list of s records in the Sublists array established in Step (4) to
compute their prefix values, which requires s non-contiguous memory accesses
to exchange s elements with main memory and O (s) computation time. Finally,
in Step (6), each processor completes the prefix values for a contiguous chunk
of the input list by first looking up the prefix value of the record in Sublists
which maps to the head of its sublist. Since we make the reasonable assumption
that the entire array of s records which comprise Sublists will fit into the cache,
which is the case for all three platforms considered in this paper and the choices
for n, accessing the prefix values in the Sublists array will only require s non-
contiguous memory accesses (non-contiguous because we are assuming they are
accessed in the order of request). As the computation of the prefix value for an
element is completed, the correct value is restored to its successor field from the
array Succ. Hence, this step will require approximately (s + 1) non-contiguous
memory accesses to exchange approximately 2n

p
elements with main memory and

O n
p computation time. Thus, with high probability, the overall complexity of
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our prefix computation algorithm is given by

T (n, p) = 〈MA(n, p); ME(n, p); TC(n, p)〉 (2)

= α(s)
n

p
; (α(s) + 4)

n

p
; O

n

p
(3)

for α(s) ≥ 2.62, s ≥ (p lnn + 1), n >> s, and n > p2 lnn. Noting that the
relatively expensive MA non-contiguous memory accesses comprise a substantial
proportion of the ME total elements exchanged with memory, and recalling that
on average each processor traverses only about n

p elements in Step (4), we would
expect that in practice the complexity of our algorithm can be characterized by

T (n, p) = 〈MA(n, p); TC(n, p)〉 (4)

=
n

p
; O

n

p
, (5)

Notice that our algorithm’s requirement of approximately n non-contiguous
memory accesses is nearly half the cost of Reid-Miller and Blelloch and com-
pares very closely with the requirements of the optimal sequential algorithm.

3.2 Performance Evaluation

Both our parallel algorithm and the optimal sequential algorithm were imple-
mented in C using POSIX threads and run on an IBM SP-2 (High Node), an
HP-Convex Exemplar (S-Class), a DEC AlphaServer 2100A system, and an SGI
Power Challenge. To evaluate these algorithms, we examined the prefix operation
of of floating point addition on three different benchmarks, which were selected
to compare the impact of various memory access patterns. These benchmarks
are the Random [R], in which each successor is randomly chosen, the Stride
[S], in which each successor is (wherever possible) some stride S away, and the
Ordered [O], in which which element is paced in the array according to its rank.
See [8] for a more detailed description and justification of these benchmarks.

The graphs in Fig. 1 compare the performance of our optimal parallel prefix
computation algorithm with that of our optimal sequential algorithm. Notice first
that our parallel algorithm almost always outperforms the optimal sequential
algorithm with only one or two threads. The only exception is the [O] benchmark,
where the successor of an element is always the next location in memory. Notice
also that for a given algorithm, the [O] benchmark is almost always solved more
quickly than the [S] benchmark, which in turn is always solved more quickly
than the [R] benchmark. A step by step breakdown of the execution time for the
HP-Convex Exemplar in Table 1 verifies that these differences are entirely due to
the time required for the sublist traversal in Step (4). This agrees well with our
theoretical expectations, since in the [R] benchmark, the location of the successor
is randomly chosen, so almost every step in the traversal involves accessing a non-
contiguous location in memory. By contrast, in the [O] benchmark, the memory
location of the successor is always the successive location in memory, which in
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all likelihood is already present in cache. Finally, the [S] benchmark is designed
so that where possible the successor is always a constant stride away. Since for
our work this stride is chosen to be 1001, we might expect that each successive
memory access would be to a non-contiguous memory location, in which case the
[S] benchmark shouldn’t perform any better than the [R] benchmark. However,
cache modeling reveals that as the the number of samples increases, the number
of cache misses decreases. Hence, for large value of s, the majority of requests
are already present in cache, which explains the superior performance of the
[S] benchmark. Finally, notice that, in Table 1, the n noncontiguous memory
required by the [R] benchmark in Step (4) consume on average almost five time
as much time as the 4n contiguous memory accesses of Steps (1) and (6). Taken
as a whole, these results strongly support the emphasis we place on minimizing
the number of non-contiguous memory accesses in this problem.

Table 1. Comparison of the time (in seconds) required as a function of the
benchmark for each step of computing the prefix sums of 4M list elements on an
HP-Convex Exemplar, for a variety of threads.

Number of Threads & Benchmark
Step: [1] [2] [4] [8] [16]

[R] [S] [O] [R] [S] [O] [R] [S] [O] [R] [S] [O] [R] [S] [O]

(1)-(3): 0.59 0.87 0.66 0.34 0.40 0.34 0.18 0.21 0.18 0.10 0.12 0.10 0.08 0.08 0.08

(4): 6.69 1.86 2.33 3.40 1.08 1.17 1.75 0.57 0.59 0.96 0.31 0.30 0.74 0.22 0.18

(5): 0.01 0.12 0.01 0.01 0.04 0.01 0.01 0.05 0.01 0.01 0.06 0.01 0.01 0.02 0.01

(6): 0.69 0.75 0.69 0.37 0.38 0.35 0.21 0.20 0.19 0.11 0.12 0.11 0.09 0.12 0.08

Total: 7.97 3.60 3.68 4.12 1.91 1.87 2.14 1.03 0.97 1.19 0.60 0.52 0.92 0.41 0.35

The graphs in Figs. 2 and 3 examine the scalability of our prefix computation
algorithm as a function of the number of threads. Results are shown for a variety
of problem sizes on both the HP-Convex Exemplar and the the IBM SP-2 using
the [R] benchmark. Bearing in mind that these graphs are log-log plots, they
show that for large enough inputs, the execution time decreases as we increase the
number of threads p, which is the expectation of our model. For smaller inputs
and larger numbers of threads, this inverse relationship between the execution
time and the number of threads deteriorates. In this case, such performance is
quite reasonable if we consider the fact that for small problem sizes the size of
the cache approaches that of the problem. This introduces a number of issues
which are beyond the intended scope of our computational model.
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Fig. 1. Comparison between the performance of our parallel algorithm and our
optimal sequential algorithm on four different platforms using three different
benchmarks.

4 Generalized Sorting

Consider the problem of sorting n elements equally distributed amongst p pro-
cessors, where we assume without loss of generality that p divides n evenly. Any
of the algorithms that have been proposed in the literature for sorting on hier-
archical memory models can be considered for possible implementation on an
SMP. However, without modifications, most are unnecessarily complex or inef-
ficient for a relatively simple platform such as ours. A notable exception is the
algorithm of Varman et al. [15]. Yet another approach is an adaptation of our
sorting by regular sampling algorithm [10,9], which we originally developed for
distributed memory machines.
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Fig. 2. Scalability of our prefix computation algorithm on the HP-Convex Ex-
emplar with respect to the number of threads, for differing problem sizes.

Fig. 3. Scalability of our prefix computation algorithm on the IBM SP-2 with
respect to the number of threads, for differing problem sizes.

4.1 A New Algorithm for Generalized Sorting

The idea behind sorting by regular sampling is to first partition the n input
elements into p memory-contiguous blocks and then sort each of these blocks
using an appropriate sequential algorithm. Then, a set of p− 1 splitters is found
to partition each of these p sorted sequences into p subsequences indexed from
0 up to (p − 1), such that every element in the ith group is less than or equal
to each of the elements in the (i + 1)th group, for (0 ≤ i ≤ p − 2). Then the
task of sorting merging the p subsequences with a particular index can be turned
over to the correspondingly indexed processor, after which the n elements will be
arranged in sorted order. One way to choose the splitters is by regularly sampling
the input elements - hence the name Sorting by Regular Sampling. As modified
for an SMP, this algorithm is similar to the parallel sorting by regular sampling
(PSRS) algorithm of Shi and Schaeffer [14]. However, unlike their algorithm, our
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algorithm accommodates the presence of duplicate values without the overhead
of tagging each element.

However, while our algorithm will efficiently partition the work amongst the
available processors, it will not be sufficient to minimize main memory accesses
unless we also carefully specify how the sequential tasks are to be performed.
Specifically, straightforward binary merge sort or quick sort will require log n

p
memory accesses for each element to be sorted. Thus, a more efficient sequential
sorting algorithm running on a single processor can be expected to outperform
a parallel algorithm running on the relatively few processors available with an
SMP, unless the sequential steps of the parallel algorithm are properly optimized.
Knuth [11] describes a better approach for the analogous situation of external
sorting. First, each processor partitions its n

p
elements to be sorted into blocks of

size C
2 , where C is the size of the cache, and then sorts each of these blocks us-

ing merge sort. This alone eliminates log
(

C
4

memory accesses for each element.
Next, the sorted blocks are merged z at a time using a tournament of losers,
which further reduces the memory accesses by a factor of log z. To be efficient,
the parameter z must be set less than C

L , where L is the cache line size, so that
the cache can hold the entire tournament tree plus a cache line from each of the
z blocks being merged. Otherwise, as our experimental evidence demonstrates,
the memory performance will rapidly deteriorate. Note that this approach to se-
quential sorting was simultaneously utilized by LeMarca and Ladner [12], though
without noting this important limitation on the size of z.

The pseudocode for our algorithm is as follows:

– (1) Each processor Pi (0 ≤ i ≤ p− 1) sorts the subsequence of the n input
elements with indices in

p
through (i+1)n

p
− 1 as follows:

• (A) Sort each block of m input elements using sequential merge sort,
where m ≤ C

2 .

• (B) For j = 0 up to log(n/pm)
log(z) − 1 , merge the sorted blocks of size(

mzj using z-way merge, where z < C
L .

– (2) Each processor Pi selects each in
p + (j + 1) n

ps

th

element as a sample,

for (0 ≤ j ≤ s− 1) and a given value of s p ≤ s ≤ n
p2 .

– (3) Processor P(p−1) merges the p sorted subsequences of samples and then
selects each ((k + 1)s)th sample as Splitter[k], for (0 ≤ k ≤ p − 2). By
default, the pth splitter is the largest value allowed by the data type used.
Additionally, binary search is used to compute for the set of samples with
indices 0 through ((k + 1)s− 1) the number of samples Est[k] which share
the same value as Splitter[k].

– Step (4): Each processor Pk uses binary search to define an index b(i,k) for
each of the p sorted input sequences created in Step (1). If we define T(i,k)

as a subsequence containing the first b(i,k) elements in the ith sorted input
sequence, then the set of p subsequences {T(0,k), T(1,k), ..., T((p−1),k)} will
contain all those values in the input set which are strictly less than Splitter[k]
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and at most Est[k]× n
ps

elements with the same value as Splitter[k]. The
term at most is used because there may not actually be this number of
elements with the same value as Splitter[k].

– Step (5): Each processor Pk merges those subsequences of the sorted input
sequences which lie between indices b(i,(k−1)) and b(i,k) using p-way merge.

Before establishing the complexity of this algorithm, we need the results of
the following lemma, whose proof has been omitted for brevity [10]:

Lemma 2. At the completion of the partitioning in Step (4), no more than
n
p

+ n
s
− p elements will be associated with any splitter, for p ≤ s ≤ n

p2 and
n ≥ ps.

With this result, the analysis of our algorithm is as follows. In Step (1A),
each processor moves through a contiguous portion of the input array to sort it
in blocks of size m using sequential merge sort. If we assume that

(
m ≤ C

2 , this
will require only a single non-contiguous memory accesses to exchange 2n

p
ele-

ments with main memory and O n
p

logm computation time. Step (1B) involves
log(n/pm)

log(z)
rounds of z-way merge. Since round j will begin with n

pmzj blocks of
size mzj , this will require at most 2nz

pm(z−1) non-contiguous memory accesses to

exchange 2n log(n/pm)
p log(z) elements with main memory memory and O n

p log n
pm

computation time. The selection of s noncontiguous samples by each processor
in Step (2) requires s non-contiguous memory accesses to exchange 2s elements
with main memory and O(s) computation time. Step (3) involves a p-way merge
of blocks of size s followed by p binary searches on segments of size s. Hence, it
requires approximately p log(s) non-contiguous memory accesses to exchange ap-
proximately 2sp elements with main memory and O(sp logp) computation time.
Step (4) involves p binary searches by each processor on segments of size n

p
and

hence requires approximately p log n
p

non-contiguous memory accesses to ex-

change approximately p log n
p elements with main memory and O p log n

p

computation time. Step (5) involves a p-way merge of p sorted sequences whose
combined length from Lemma (2) is at most n

p + n
s − p . This requires approxi-

mately p non-contiguous memory accesses to exchange approximately 2 n
p + n

s

elements with main memory and O n
p

computation time. Hence, the overall
complexity of our sorting algorithm is given by

T (n, p) = 〈MA(n, p); ME(n, p); TC(n, p)〉
=

nz

pm(z − 1)
+ s + p log

n

p
;

2
log (n/pm)

log(z)
+ 2

n

p
+ 2

n

s
; O

n

p
log n (6)
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for p ≤ s ≤ n
p2 , n ≥ ps, m ≤ C

2
, and z ≤ C

L
. Since the analysis suggests that

the parameters m and z should be as large as possible subject to the stated
constraints while selecting s so that p << s << n

p
, we would expect that in

practice the complexity of our algorithm could be characterized as

T (n, p) = 〈ME(n, p); TC(n, p)〉 (7)

= 4 + 2
log (n/pm)

log(z)
n

p
; O

n

p
logn . (8)

4.2 Performance Evaluation

Our sorting algorithm was implemented in C using POSIX threads and run on an
IBM SP-2 (High Node), an HP-Convex Exemplar (S-Class), a DEC AlphaServer
2100A system, and an SGI Power Challenge. We ran our code using six widely
different double precision floating point benchmarks which were selected to test
the dependence of our algorithm on the input distribution. A detailed description
and justification of these benchmarks is presented in [9]. The results in Table 2
verify that as expected performance does not significantly depend on the input
distribution. Because of this independence, the remainder of this section will
only discuss performance on the single benchmark [U], in which the input data
forms a uniform random distribution.

Table 2. Sorting doubles (in seconds) using 4 threads on a DEC AlphaServer
2100A.

Input Benchmark
Size [U] [G] [Z] [WR] [DD] [RD]

512K 0.397 0.394 0.320 0.421 0.337 0.348

1M 0.868 0.856 0.741 0.844 0.724 0.710

2M 1.64 1.72 1.39 1.73 1.40 1.51

4M 3.50 3.47 3.00 3.52 3.01 2.98

Table 3 displays the times required to sort 4M doubles (i.e. double precision
floating point values) on the HP-Convex Exemplar using a single thread as a
function of m and z. Notice first that performance suffers dramatically when
the block size reaches 1MB (128K eight byte double precision numbers), which
is the limit of the single level cache on the Exemplar. This is expected, since
sorting a block in Step (1A) now requires that data be repeatedly swapped
to main memory. Consider also the data for a given block size - say 1K. The
execution time drops as we move from z = 2 to z = 16. This is reasonable
since we require 12 rounds of 2-way merge, 6 rounds of 4-way merge, 4 rounds
of 8-way merge, and only 3 rounds of 16-way merge, and each round of z-way
merge is obviously another round where all the input elements must be brought
in from main memory. Moving from z = 16 to z = 32 has little effect on the
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execution time since it does nothing to reduce the memory requirements, but
moving to z = 64 saves a round of memory access and, hence, the execution time
is further reduced. However, the most dramatic illustration of the importance
of minimizing secondary memory access can be found by comparing the optimal
sorting time of 15.86 seconds for m = 2K and z = 2048 with the time of 39.25
seconds required to sort using only binary merge sort. Reducing memory access
by a combination of block sorting and z-way merging improved the performance
by 60%. Clearly, such results strongly support the attention that we place in this
algorithm on the number of contiguous memory accesses.

Table 3. Time (in seconds) required on the HP-Convex Exemplar to sort 4M
doubles using a single thread as a function of M and z.

Block Denomination of z-Way Merge
Size 2 4 8 16 32 64 128 256 512 1024 2048 4096

1K 30.43 21.49 19.22 17.66 17.87 16.20 16.74 16.91 16.87 16.82 16.73 16.29

2K 29.14 21.65 19.15 18.02 17.95 16.63 16.91 16.98 16.79 18.29 15.86

4K 27.96 20.55 19.62 18.29 16.65 17.00 17.14 17.06 16.86 15.91

8K 27.59 21.55 19.18 19.27 17.90 18.07 18.04 17.84 17.08

16K 26.69 20.73 19.84 18.21 18.50 18.53 18.43 17.83

32K 27.77 23.14 22.14 20.81 20.88 20.90 20.41

64K 29.98 25.46 24.26 24.51 24.51 23.06

128K 37.54 34.19 33.26 33.36 31.84

256K 39.85 36.51 36.74 35.37

512K 39.78 37.81 36.54

1M 39.53 37.62

2M 39.25

4M 38.86 - (No z-way merge is necessary for this block size)

A slightly more complicated picture of the role m and z emerges from Table
4, which displays the times required to sort 4M doubles on the IBM SP-2 using a
single thread as a function of m and z. Again, performance suffers dramatically
when the block size reaches 1MB (128K eight byte double precision numbers),
which is the limit of the secondary cache on this platform. But consider the
data for a given block size - say 256. The execution time drops as we move
from z = 2 to z = 128. This is reasonable since we require 14 rounds of 2-way
merge, 7 rounds of 4-way merge, 5 rounds of 8-way merge, 4 rounds of 16-way, 3
rounds of 32-way merge and 64-way merge, and only 2 rounds of 128-way merge,
and each round of z-way merge is obviously another round where all the input
elements must be brought in from main memory. We would then expect that
moving from z = 128 to z = 16384 would have little effect on the execution time
since it does nothing to reduce the memory requirements, but this turns out not
to be the case. The explanation lies in recalling that, unlike the Exemplar, the
SP-2 has both a primary and a secondary cache. An efficient implementation
of the z-way merge in Step (1B) would fill this 16 KB 4-way set associative
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primary cache with the entire tree of losers (z 12 byte records) plus a cache
line (32 bytes) from each of the z sequences being merged. For z = 256, this
primary cache is essentially filled, and cache misses to secondary cache become
an issue. Finally, note the difference between the optimal sorting time of 10.24
seconds for m = 256 and z = 128 with the time of 28.29 seconds required to sort
using only binary merge sort. Here, reducing memory access by a combination
of block sorting and z-way merging improved the performance by 64%. Again,
such results strongly support the attention that we place in this algorithm on
the number of contiguous memory accesses.

Table 4. Time (in seconds) required on the IBM SP-2 to sort 4M doubles using
a single thread as a function of M and z.

Block Denomination of z-Way Merge
Size 2 4 8 16 32 64 128 256 512 1024 2048 4096 8192 16384 32768

128 23.72 15.98 13.40 12.13 11.17 11.34 11.55 10.34 10.85 12.06 13.83 15.43 17.18 20.81 20.03
256 22.71 14.86 13.45 12.32 11.20 11.51 10.24 10.59 11.26 12.27 13.71 15.37 18.37 17.12
512 21.70 15.07 13.66 12.51 11.39 11.71 10.47 11.02 11.58 12.27 13.71 15.33 15.34
1K 20.74 14.10 12.68 11.43 11.68 10.50 10.82 11.13 11.37 12.19 13.64 13.60
2K 20.05 14.62 13.00 11.78 12.13 11.00 11.31 11.42 11.67 12.44 12.23
4K 20.45 14.93 14.49 13.38 12.31 12.54 12.64 12.88 13.04 12.08
8K 19.84 15.58 14.00 13.91 12.84 13.10 13.26 13.40 12.68
16K 19.51 15.18 14.58 13.46 13.61 13.82 13.94 12.65
32K 19.70 16.62 15.90 14.71 15.18 15.22 13.99
64K 21.13 17.68 17.17 17.26 17.79 16.66
128K 24.23 21.81 20.73 21.04 19.89
256K 26.45 24.42 24.62 23.55
512K 27.95 27.00 26.00
1M 28.10 27.26
2M 28.16
4M 28.29 - (No z-way merge is necessary for this block size)

The graphs in Figs. 4 and 5 examines the scalability of our sorting algorithm
as a function of the number of threads, for a variety of problem sizes. Bearing in
mind that these graphs are log-log plots, they show that for large enough inputs,
the execution time decreases as we increase the number of threads p, which is
the expectation of our model. For smaller inputs on the HP-Convex Exemplar,
this inverse relationship between the execution time and the number of threads
deteriorates when we move to 16 threads. This explanation for this problem
may lie in the fact that when we moved to 16 threads on this platform, the
data suddenly became very erratic, perhaps because some threads now had to
compete with operating system processes for access to one of the 16 processors.
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Fig. 4. Scalability of our generalized sorting algorithm on the HP-Convex Ex-
emplar with respect to the number of threads, for differing problem sizes.

Fig. 5. Scalability of our generalized sorting algorithm on the IBM SP-2 with
respect to the number of threads, for differing problem sizes.
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Abstract. Many applications which would benefit from an accompany-
ing circular graph drawing include tools which manipulate telecommuni-
cation, computer, and social networks. Previous research has produced
solutions which are visually complex with respect to the number of cross-
ings. In this paper we focus our attention on developing better and more
efficient circular drawing algorithms. In particular we present an O(m2)
algorithm which lays out a biconnected graph onto a single embedding
circle. Furthermore, we can guarantee that if a zero crossing circular em-
bedding exists for an input graph, then our algorithm will find it. Also,
the results of extensive experiments conducted over a set of 10,328 bi-
connected graphs and show our technique to perform significantly better
than the current technology.

1 Introduction

Graphs are used to represent many kinds of information structures: computer,
telecommunication, and social networks, entity-relationship diagrams, data flow
charts, resource allocation maps, and much more. Graph Drawing researchers
develop techniques which embed graphs onto a two or three-dimensional surface
where nodes are represented by circles or polygons and edges by polygonal chains
of line segments. The input to a graph drawing algorithm is a graph, G = (V, E),
where V is the set of n nodes and E is the set of m edges, while the output is a
set of layout coordinates for each graph element. See [2,3] for a comprehensive
annotated bibliography and introduction to the area.

The visualizations produced by graph drawing algorithms can be very pow-
erful. These drawings free the user from having to create a mental image of the
information structure thereby aiding the user in the design and analysis of that
structure. Much work has been done in graph drawing and there now exist many
techniques to produce nice visualizations of information structures. These visu-
alizations can take form in one of many standards: e.g., circular, force-directed,
hierarchical, or orthogonal [2,3].
� Research supported in part by NIST, Advanced Technology Program grant number
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A circular graph drawing (see Figure 1 for an example) is an embedding of a
graph with the following characteristics:

– The graph is partitioned into clusters
– The nodes of each cluster are placed onto the circumference of an individual

embedding circle
– Each edge is drawn with a straight line

There are many applications which would be strengthened by an accompany-
ing circular graph drawing. An important application of circular graph drawing
is to visualize various types of networks. For example, our drawing technique
could be added to tools which manipulate telecommunication, computer, and
social networks to show clustered views of those information structures. Empha-
sizing natural group structures within the topology of the network is vital to
pin-point strengths and weaknesses within that design. It is essential that the
number of crossings within each cluster remain low and that nodes have good
proximity to their neighbors. Researchers have produced several circular draw-
ing techniques [1,7,9,15], some of which have been integrated into commercial
tools. However, the resulting drawings are visually complex with respect to the
number of crossings. This paper is focused on finding better and more efficient
circular drawing techniques.

e
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c

d

b

f

j

i

Fig. 1. A circular drawing as produced by our algorithm.

The remainder of this paper is organized as follows: Section 2 discusses pre-
vious work in this area. In Section 3 we present an O(m2) time complexity
algorithm for the circular layout of biconnected graphs. Interesting properties
of outerplanar graphs and circular drawings are also presented in Section 3.
In Section 4 we discuss the implementation of the algorithm of Section 3 and
experimental results. Conclusions are presented in Section 5.
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2 Previous Work

2.1 Complexity of the Circular Graph Drawing Problem

Intuitively the Circular Graph Drawing problem is very hard since algorithms
attempt to place the nodes of each cluster onto an embedding circle such that the
number of edge crossings is minimum. The general problem of placing nodes such
that the number of edge crossings is minimum is the well known NP-Complete
CROSSING NUMBER problem. However, the more restricted problem of find-
ing a minimum crossing embedding such that all the nodes are placed onto the
circumference of a circle and all edges are represented with straight lines is also
NP-Complete as proved in [10]. The authors show the NP-Completeness of the
Circular Graph Drawing problem by giving a polynomial transformation from
the NP-Complete MODIFIED OPTIMAL LINEAR ARRANGEMENT prob-
lem.

2.2 Previous Circular Drawing Techniques

Kar, Madden, and Gilbert present in [7] a technique and tool to aid decision
making involving complex issues within network management. Recognizing that
a clustered view of a network can be quite helpful to its design and maintenance,
the authors build a system which first partitions the network into clusters, places
the clusters onto the main embedding circle and then sets the coordinates of
individual nodes. Finally a heuristic approach is used to minimize the number
of crossings. As discussed in [5], an advanced version of this technique has been
implemented as part of Tom Sawyer Software’s successful Graph Layout Toolkit
(GLT).

Tollis and Xia introduced several linear time algorithms for the visualization
of survivable telecommunication networks in [15]. Given the ring covers of a net-
work, these algorithms create circular drawings such that the survivability of the
network is very visible. Techniques were presented for outside(inside) drawings
such that the rings are placed outside(inside) a root circle. An additional linear
time algorithm produces drawings which are a combination of outside and inside
drawings. This type of flexibility in a tool allows each network designer to choose
the best technique given the exact application.

Citing a need for graph abstraction and reduction of today’s large information
structures, Brandenburg describes an approach to draw a path (or cycle) of
cliques in [1]. This O(n3) algorithm creates a two-level abstraction of the given
graph giving the ability to project a clique on each node of the abstracted graph.

Circular drawing techniques are not limited to telecommunication and com-
puter network applications by any means. InFlow [9] is a tool to visualize hu-
man networks and produces diagrams and statistical summaries to pinpoint the
strengths and weaknesses within an organization. The usually unvisualized con-
cepts of self-organization, emergent structures, knowledge exchange, and network
dynamics are captured by the drawings of InFlow. Resource bottlenecks, unex-
pected work flows, and gaps within the organization are clearly shown in these
circular drawings.
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3 The Algorithm

In this section, we present an algorithm for obtaining a circular drawing of any
biconnected graph such that all the nodes are placed onto the circumference of
a single embedding circle. The experimental study presented in Section 4 shows
our algorithm to be a significant improvement over the current state of the art.

In order to find a circular drawing with a lower number of crossings than
previous techniques, we have developed an algorithm which tends to place edges
toward the outside of the embedding circle. This characteristic means that there
are not many edges in the middle of the drawing to be crossed and also that
nodes are placed near their neighbors. In fact, this algorithm tries to maximize
the number of edges appearing on the circumference of the embedding circle.
This is achieved by selectively removing some edges and then building a DFS-
based node ordering of the resulting graph. The number of crossings is then
further reduced by locally optimizing the placement of each node.

Before describing the algorithm, we introduce some definitions. A pair edge
is incident to two nodes which share at least one neighbor, see Figure 2. Nodes v
and w are paired by u. And u is said to establish the pair edge vw. A triangulation
edge is a new pair edge which is placed into the graph.

a pair edge

u

v w

Fig. 2. Example of a pair edge.

Define a wave front node to be adjacent to the last node processed, see Figure
3. A wave center node is adjacent to some node which has already been processed.

3.1 Phase 1 - Node Ordering

In order to selectively remove some edges, Algorithm CIRCULAR - Phase 1
visits the nodes in a wave-like fashion. It first starts at a lowest degree node
and continues to visit wave front and wave center nodes if they have lowest
degree. The flow of the node traversal is similar to that of a local breadth-
first search (BFS). If none of the current wave front or wave center nodes are
of lowest degree then some lowest degree node is chosen. The wave-like node
traversal begins again from this newly chosen node and will continue from this
node and the previous wave front and wave center nodes. The process continues
until all but the last three nodes are processed. The sequence in which the nodes
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1

2 3

4

Wave Front Node

Wave Center Node

Fig. 3. Examples of wave front and wave center nodes. The shaded region in-
cludes those nodes which have already been processed. The node labeled 4 is
the most recently processed.

are visited is like that of the execution of several breadth-first searches run in
parallel on a single processor machine. With the additional requirements that
each BFS is performed on the same graph and yet initialized at unique nodes.
Hence the algorithm processes nodes from one section of the graph and can then
go to another section of the graph.

Each time a node is visited, a list of pair edges is built. If a sufficient number
of pair edges do not exist within the graph, triangulation edges are inserted into
the structure. With the ensuing removal of that node, it is inherently represented
by those newly found pair edges: an absorption of a node and its incident edges.
It is this selective absorption that causes the behavior of edge placement towards
the perimeter of the embedding circle.

Subsequently our edge removal, CIRCULAR - Phase 1 proceeds to build an
ordering of the reduced graph. A traditional depth-first search (DFS) is per-
formed and then the nodes in a longest path of the DFS tree are placed around
the embedding circle. Finally, the remaining nodes are nicely merged into the
ordering.
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Algorithm 31 CIRCULAR - Phase 1
Input: A biconnected graph, G = (V, E)
Output: An embedding such that each node of G lies on the perimeter of a
single embedding circle

1. Bucket Sort the nodes by ascending degree into a table, T

2. Set counter to 1
3. While counter < n− 3
4. Choose currentNode to be some lowest degree node with the following

priority:
a wave front node, a wave center node, some lowest degree node

5. Find and place all pair edges which are established by currentNode
into removalList

6. If the number of pair edges is less than degree(currentNode) - 1 then
7. insert triangulation edges between pairs of currentNode’s

neighbors such that each neighbor node is incident to at
least one of the new removalList edges and there are
degree(currentNode) - 1 pair edges

8. Update the location of currentNode’s neighbors in T

9. Remove currentNode from G

10. Increment counter by 1
11. Restore G to its original topology
12. Remove the edges in removalList from G

13. Perform a traditional DFS on G

14. Place the longest path of the resulting DFS tree on the embedding circle
15. If there are any nodes which have not been placed then
16. place the remaining nodes into the embedding order with the

following priority:
between two neighbors, next to one neighbor, next to zero neighbors

The time complexity of CIRCULAR - Phase 1 is O(n ∗ m) where n is the
number of nodes and m is the number of edges. Steps 1, 3, 4, 6, 9, and 10
require O(n) time over the entire execution of the algorithm. Likewise, Steps
7, 8, 11, 12, 13, 14, and 16 require O(m) time. Step 8 requires Σ(degree(vi))
repetitions during each iteration which is Θ(m) time. Likewise, Step 16 is takes
O(m) time since the algorithm reviews at most degree(Node) positions for a
possible placement. Finding the pair edges in Step 5 requires O(n ∗ m) time.
However if the degree of nodes is bounded by some constant, this step requires
O(m) time thereby making this phase linear. It is important to state a bound
on the number of triangulation edges which can be added to G. Since at each
iteration of Step 6, at most O(degree(currentNode)) triangulation edges are
added and this set is repeated n − 3 times the total number of edges added is
O(m).
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The first phase of this algorithm produces a circular ordering of the nodes.
If the given biconnected graph is outerplanar then this phase will find a circular
embedding such that no two edges cross. In fact, this phase has been inspired
by the technique for recognizing outerplanar graphs presented in [11]. A graph,
G, is outerplanar if and only if G can be drawn on the plane such that all nodes
lie on the boundary of a single face and no two edges cross.

By the definition of outerplanar graphs we know that there exists a plane cir-
cular drawing for any outerplanar graph. Also, by that same definition we know
that a graph which is not outerplanar does not admit a plane circular drawing.
In fact, the set of biconnected graphs which may be drawn in a circular fash-
ion without any crossings is exactly the set of biconnected outerplanar graphs.
The requirement of placing all nodes on some embedding circle is equivalent to
placing all nodes on a single face (say the external face) of some embedding. So
if a graph can be drawn in a circular fashion without edge crossings, it must be
outerplanar. Furthermore, if a zero-crossing embedding exists for a biconnected
graph, G, then that embedding can be found by CIRCULAR - Phase 1.

Theorem 1. Algorithm CIRCULAR - Phase 1 produces a circular drawing with-
out crossings of any n-vertex outerplanar graph in O(n) time.

Theorem 2. There exists only one relative ordering of the nodes in an outerpla-
nar graph, G, such that the embedding of G with the nodes in that order around
the embedding circle is plane.

3.2 Phase 2 - Further Crossing Reduction

There are significant issues with crossing reduction. The brute force approach
to finding the global minimum number of crossings is to try all relevant permu-
tations of the nodes ((n − 1)! permutations are pertinent since we are working
with a circular as opposed to a linear order) and choose the one which has the
least number of crossings. This approach finds the global minimum number of
crossings, but takes exponential time, and hence is not practical. We present a
heuristic which takes advantage of certain properties of the graph and finds a
good local minimum. The initial configuration of the nodes produces a low num-
ber of crossings, which is then further reduced to some local minimum with a
monotonic crossing reduction technique. This phase visits each node and queries
whether or not crossings can be reduced by the movement of that node next to
one of its neighbors.

Algorithm 32 CIRCULAR - Phase 2
Input: The embedding of G produced by CIRCULAR - Phase 1
Output: An embedding of G with fewer or equal number of crossings

1. currentCrossings = current number of crossings in the embedding
2. For i = 1 to 10
3. For each node,currentNode, in G
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4. List1 = embedding circle positions which lie between two of
currentNode’s neighbors

5. If List1 is empty
6. List2 = embedding circle positions which lie next to

one of currentNode’s neighbors
7. PositionList = List2
8. else
9. PositionList = List1

10. For each location in PositionList
11. place currentNode at this location
12. newCrossings = the new number of crossings
13. If newCrossings < currentCrossings then
14. currentCrossings = newCrossings
15. Else
16. Place currentNode back into its previous

position
17. If no improvement was made during this iteration, STOP

The time complexity of CIRCULAR - Phase 2 is O(m2). This order is dom-
inated by the required time for counting the number of crossings (steps 1 and
12). It is vitally important to the time efficiency of this phase that the number
of crossings be counted in a sensible fashion.

Lemma 1. An O(m + χ) time complexity algorithm exists to count the total
number of edge crossings in a single circle embedding where m is the number of
edges and χ is the number of crossings.

Consider the edges ei and ej of Figure 4. The edge ei can cross ej only if one
endpoint, v, but not both, of ej appear between the two endpoints, u and w, of
ei. In this case, ej is called an open edge with respect to the arc uvw. See Figure
4.

u

v

w

e

e

i

j

Fig. 4. Illustration of an open edge with respect to the arc uvw.

So, if we order the edges as they are encountered around the embedding circle
and visit their endpoints in that order, we can determine the total number of
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edge crossings. Each time we encounter the second endpoint of an edge, we count
the number of open edges with a higher order number. Step 1 of Algorithm 3.2
can be accomplished with the following algorithm. Although our problem is one
dimensional, this technique has some similarities to the line segment intersection
algorithm presented in [12].

Algorithm 33 CountAllCrossings
Input: A single circle embedding of G
Output: The number of edge crossings within the input embedding

1. Order the edges as they are encountered around the circle in a clockwise order
2. For each edge endpoint, pi, of edge ei, do
3. If pi is the first endpoint of edge ei

4. append ei to openEdgeList
5. Else
6. count the number of open edges with higher order
7. remove ei from openEdgeList

Step 1 takes O(m) time. Over the course of the entire algorithm, Steps 4 and
6 require constant time. Likewise, Step 7 requires

∑2m
i=1 χi = O(χ) time, where χi

is the number of edge crossings caused by the edge ei and χ is the total number
of edge crossings in the embedding. Therefore, Algorithm CountAllCrossings has
O(m + χ) time complexity.

Since we start with the overall number of crossings and move one node at a
time, it is only necessary to count the number of crossings caused by the incident
edges of the current node, v. During each iteration of the crossing reduction, the
number of crossings in the entire drawing is equal to the following formula:

New Number of Crossings = Old Number of Crossings − vx + v′x

where, vx = Number of crossings caused by v in the old location,
and v′x = Number of crossings caused by v in the new location.

Because we already know the old number of crossings, finding the new number
of crossings is dominated by the time to find vx and v′x.

Lemma 2. An O(m) time complexity algorithm exists to count the number of
edge crossings gained or lost by moving a node, v, within a single circle embed-
ding.

Following the same principles as discussed with the previous theorem, this
algorithm counts the number of edge crossings gained or lost by moving node
v within a single circle embedding. Any change in the edge crossings will occur
with edges that have an endpoint in the arc between the old and new positions
of v. See Figure 5. The pertinent edges are those which have one endpoint within
the aforementioned arc. These pertinent edges are visited in order from the old
towards the new position of v. A counter, ctr, holds the number of open edges
in the secant (not including the open edges incident to v). Each time that an
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endpoint of an edge incident to v is encountered, the number of crossings is
increased by the value in ctr. At the conclusion of this process, the number of
crossings caused by v in the old position is known. This process is repeated again
in the opposite direction after moving v in order to find the number of crossings
caused by v in its new position.

v

the new position of v

Fig. 5. The arc created by moving node v to the position denoted with the
arrow. The pertinent edges of the arc are shown.

Algorithm 34 CountSingleNodeCrossings
Input: A single circle embedding of G, a node, v, and a new position for v
Output: The number of edge crossings caused by v

1. ctr = 0
2. numberOfCrossings = 0
3. Order the pertinent edge endpoints
4. For each edge endpoint, pi, of edge ei do
5. If ei is incident to v

6. If pi is an endpoint
7. increment the numberOfCrossings by ctr

8. Else
9. If pi is an endpoint

10. decrement ctr by 1
11. Else
12. increment ctr by 1
13. OldNumberSingleNodeCrossings = numberOfCrossings

14. ctr = 0
15. numberOfCrossings = 0
16. Move v to its new position
17. Repeat the above process in the opposite direction
18. NewNumberSingleNodeCrossings = numberOfCrossings
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Algorithm CountSingleNodeCrossings clearly has O(m) time complexity. How-
ever, if Phase 2 is swapping the placement of two nodes which are next to each
other, then CountSingleNodeCrossings only takes O(n) time. See [13] for more
details.

The time complexity of CIRCULAR - Phase 2 is as follows: Step 1 requires
O(m + χ) time to find the total number of crossings. Steps 3, 5, 7, 8, 9, and
17 require O(n) time. Steps 4, 6, 10, 11, 13, 14, 15, and 16 require O(m) time.
Step 12 takes O(m2) time. Therefore, Phase 2 has time complexity O(m2). A
large set of experiments have shown that the loop of Step 2 needs to be iterated
at most 9 times. In fact, the vast majority of drawings converge within the first
two iterations.

4 Implementation and Experiments

We have implemented our technique for building circular drawings of biconnected
graphs in C++ (GNU C++ version 2.7.2.1) on a SPARC 5 running SunOS 4.1.3.
The code runs on top of the Tom Sawyer Software Graph Layout Toolkit (GLT)
version 2.3.1. See [13] for further implementation details.

4.1 Implementation of CIRCULAR - Phase 1

During Step 4, the algorithm chooses a node of lowest degree with the following
priority: a wave front node, a wave center node, or some lowest degree node.
An efficient way to execute this is to initially sort the nodes by degree and keep
nodes in a table of lists which reflect those categories. A bucket sort is initially
used to place each node into its respective category. In order to keep the table
updated, when a node, v, is processed, we simply reinsert each neighbor of v into
the front of its respective degree list during each iteration. This way the nodes are
retrieved in the desired priority: neighbor, previous neighbor and lowest degree
node. See Figure 6.

Neighbors

Previous Neighbors

Lowest Degree Nodes

...deg

Fig. 6. The construction of each degree list within the node table
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During Step 5 if currentNode has degree two, then the pair edge is the edge
induced by currentNode. A triangulation edge is nominally added to the graph
if the induced edge does not already exist. Remember that triangulation edges
are always removed from the graph at the end of Phase 1.

For higher degree nodes, we include the edges which exist between any two
adjacent nodes. Our technique adds triangulation edges incident to the nodes ad-
jacent to a higher degree removal node such that the total number of removalList
edges is equal to degree(removalNode) - 1. We are careful not to unnecessarily
increase the degrees of any node in the current graph. Triangulation edges are
added with the following priority: first make each neighbor of currentNode in-
cident to at least one removalList edge. Then if the number of new removalList
edges is still not degree - 1, then add the minimum number of edges between
nodes of low degree that are not already adjacent. See Figure 7.

Fig. 7. Different scenarios for the addition of adding triangulation edges

The top left drawing shows the example of a degree two currentNode. The
edge induced by currentNode or the triangulation edge added if one does not
exist, is the single edge added to removalList. This edge is shown with a dashed
line. The top right drawing shows a similar example for a degree three current
node. The bottom picture shows an example of an important scenario. This
currentNode (with black fill) has degree four and there are no pre-existing edges
among the neighbors. First we make each neighbor incident to one removalList
edge. These are the two vertical, dotted lines. One more triangulation edge must
be added so that the number of new removalList edges is equal to 4 − 1 = 3.
Phase 1 looks at the degrees of the neighbor nodes and places an edge between
two lowest degree nodes which are not already adjacent. This is shown with the
horizontal, dashed line.
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During Step 11, the algorithm performs a depth-first search. Given a graph,
a traditional DFS will find a tree. Since we want to place the nodes of the given
graph around a single circle, we need not find a tree, but some linear order of
the given nodes. Phase 1 removes some edges from the graph in order to get a
spanning subgraph. In order to have a high connectivity rate between neighbors
on the embedding circle, we perform a modified DFS on the reduced graph. First
we conduct a traditional DFS recording the distance of the current node from its
most distant descendant in the resulting DFS tree. See Figure 8. Then we place
the nodes from the longest path within that DFS tree onto the embedding circle.
See Figure 9. The longest path is determined by first finding the node in the DFS
tree which has the two most distant descendants. The rest of the longest path is
found by following the paths to those most distant descendants until a leaf node
is reached. Finally we merge in the remaining DFS tree branches which reach
the other nodes. This step places nodes with the following priority: between two
neighbors, next to one neighbor and next to zero neighbors.

. . .x y z

This node gets the value of the
greatest child

Fig. 8. The assignment of values to each node during the modified DFS

4.2 Implementation of CIRCULAR - Phase 2

If the input graph is outerplanar, the order of nodes around the embedding circle
will always be the one which results in a plane drawing. But if there are crossings
then it may be possible to further reduce the number of crossings by reinserting
nodes into a better position on the embedding circle.

As noted in the time complexity analysis of Phase 2, the order is dominated
by the time required for counting the number of crossings. Therefore it is vitally
important to the time efficiency of this phase that the number of crossings be
counted in an efficient manner.

In order to lower the average time cost of counting crossings in the drawing,
we ignore all edges which lie on the perimeter of the embedding circle. These
edges cannot possibly cause crossings. Also, in the step which determines the
number of crossings caused by a single node, either the clockwise or counter-
clockwise direction is first chosen dependent on which has the shorter arc.
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Fig. 9. A DFS tree with the edges of the longest path designated by thick lines.
The longest path does not necessarily go through the root of the DFS tree as it
does in this example

4.3 Experimental Study

The set of input graphs for our experiments included 10,328 biconnected com-
ponents of the Rome graphs [4] which between 10 and 80 nodes. The number
of edge crossings is measured for both phases of CIRCULAR and also for the
GLT. As shown in the plot of Figure 10, our technique produces significantly
fewer crossings on average than the technique implemented in the GLT. Even
the drawings of CIRCULAR - Phase 1 have significantly fewer crossings. And
as the plot shows, CIRCULAR - Phase 2 effectively reduces the number of edge
crossings even further. The percentage improvement between CIRCULAR and
GLT averages is a very good 33%. In fact, this percent improvement is never
less than 20%. Sample drawings as produced by both GLT and CIRCULAR are
shown in Figures 11 and 12.

This technique can be extended to layout trees and other non-biconnected
components onto a single embedding circle. Also we are working on an algorithm
which embeds not necessarily biconnected components onto separate embedding
circles while placing the superstructure onto a larger, all-encompassing embed-
ding circle.

5 Conclusions

Visualizations of networks which show the inherent strengths and weaknesses
of structures with clustered views would be advantageous additions to many
design tools. Some techniques for circular graph drawing have been previously
presented, but the resulting embeddings are visually complicated by the number
of crossings.
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Fig. 10. This plot shows the average number of edge crossings produced by
CIRCULAR and the Graph Layout Toolkit over 10,543 biconnected components
of the Rome graphs.

We have introduced an O(m2) algorithm for drawing circular visualizations
of biconnected graphs onto a single embedding circle. Not only is this technique
efficient, it also produces a plane drawing of the biconnected graph if such exists.
Extensive experiments show that our technique significantly outperforms the
current state of technology.
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Fig. 12. The drawings on the left are produced by Tom Sawyer Software’s Graph
Layout Toolkit. The drawings on the right are of the same graphs and are pro-
duced by CIRCULAR. The CIRCULAR drawings have 53% and 55% fewer
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Abstract. The bigraph crossing problem, embedding the two vertex sets
of a bipartite graph G = (V0, V1, E) along two parallel lines so that
edge crossings are minimized, has application to circuit layout and graph
drawing. We consider the case where both V0 and V1 can be permuted
arbitrarily — both this and the case where the order of one vertex set
is fixed are NP-hard. Two new heuristics that perform well on sparse
graphs such as occur in circuit layout problems are presented. The new
heuristics outperform existing heuristics on graph classes that range from
application-specific to random. Our experimental design methodology
ensures that differences in performance are statistically significant and
not the result of minor variations in graph structure or input order.
Keywords. Crossing number minimization in graphs, graph equivalence
classes, design of experiments

1 Introduction

The minimization of the crossing number in a specific graph embedding has
often been motivated by factors such as (1) improving the appearance of a graph
drawing [4,7,10,23,29], (2) reducing the wiring congestion and crosstalk in VLSI
circuits, which in turn may reduce the total wire length and the layout area
[19,22,25,26]. This paper is about bigraph crossing defined as follows for any
bipartite graph (bigraph) G = (V0, V1, E) [16]: Let G be embedded in the plane
so that the nodes in Vi occupy distinct positions on the line y = i and the edges
are straight lines. For a specific embedding f(G), the crossing number Cf (G)
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is the number of line intersections induced by f . This depends only on the
permutation of Vi along y = i and not on specific x-coordinates. The (bigraph)
crossing number C(G) = minf Cf(G). Garey and Johnson [11] proved that it is
NP-hard to compute C(G). Detection of a biplanar graph, a bigraph G for which
C(G) = 0, however, is easy [15].

Previous work on bigraph crossing has focused primarily on the fixed-layer
(version of the) problem, namely computing C(G) subject to the constraint that
the permutation of V0 on y = 0 must stay fixed. Even that is NP-hard [9]. Work
on heuristics for both fixed-layer and general bigraph crossing has mostly been
theoretical [4,8,9,20,21]. Experimental evaluation has focused on dense graphs,
for which good lower bounds are available [5,18], and sparse random graphs
[18]. Graphs arising in circuit design are very sparse and highly structured.
Moreover, the dot package [10], used widely for graph drawing, has not been
compared with other heuristics. This paper addresses these shortcomings by
(a) evaluating heuristics based on their performance on general (rather than
fixed-layer) bigraph crossing, (b) presenting new heuristics that perform well
on instances related to circuit design and random graphs of the same sparsity,
(c) doing careful comparison of new heuristics with dot and other heuristics in
the literature, and (d) presenting an experimental methodology that allows us
to validate heuristics on data that ranges from application-specific to random.

The performance of a heuristic can vary widely even on a single input graph,
depending on the order in which the input is presented. This motivates us to
define a presentation (of a graph G) as 〈G, π0, π1〉, where πi is a permutation
of Vi. As any heuristic implicitly sequences the input when it reads data, the
presentation captures essential information about any of the common ways of
describing a bigraph. If described as a list of neighbors for each V0 node, π0

describes the order of appearance of the V0 nodes while π1 is used to sort the
adjacency lists. A list of edges is sorted using π0 as primary key and π1 as
secondary key. Quite conveniently, a presentation also yields an embedding of
G: use πi to sequence the Vi vertices along y = i. Let C(〈G, π0, π1〉) denote its
crossing number. The object of the bigraph crossing problem, then, is to compute
(or approximate) C(G) = minπ0,π1 C(〈G, π0, π1〉).

Pushing this idea further, a heuristic h is a mapping from one graph pre-
sentation to another, that is h(〈G, π0, π1〉) = 〈G, π′0, π

′
1〉 and we can study its

behavior statistically by looking at how a distribution on random 〈G, π0, π1〉
drawn from a class of presentations imposes a distribution on C(h(〈G, π0, π1〉)).
Recently the distribution of C(h(〈G′, π0, π1〉)) using a specific heuristic h became
an important factor in characterizing a graph [14]: π0 and π1 were chosen ran-
domly and G′ was chosen from a well-defined set of perturbations of G. In this
paper, we demonstrate the converse: sets of graph presentations have an impor-
tant role in the design of experiments such that the performance of the various
known bigraph crossing heuristics can be measured with statistical significance.
Moreover, the experiments have stimulated the development of a new heuris-
tics and we demonstrate that the improved performance is due to significant
improvements of the algorithms and not due to chance.
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The paper is organized as follows: Section 2 motivates the proposed approach,
Section 3 presents the proposed heuristics, both existing and new, Section 4
describes the design of our experiments, in terms of heuristics applied and data
sets used, Section 5 summarizes experimental results, and Section 6 presents
tentative conclusions and suggests further work. An appendix describes how to
access and use our data and programs via the world-wide web.

2 Background and Motivation

Routinely, we use dot [10] as the crossing number minimization algorithm to
characterize and distinguish equivalence classes of graph presentations as de-
fined in [14]. In 1997, we posted on the Web results of a very basic experiment
on three families of equivalence classes of bigraph presentations: (a) isomor-
phism classes (classes in which G remains fixed but π0 and π1 vary) based on
a biplanar graph, (b) isomorphism classes based on a graph with a two cycles
joined at an articulation point (C(G) is known for this graph, which we call
cyclic), (c) perturbed classes (presentations have the form 〈G′, π0, π1〉 where G′

is a well-defined perturbation of G) based on the graphs in (b) [2]. It quickly
became apparent that dot performs far from optimal, even for graphs with as
few as 9 nodes.

(a) (b) (c)
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Class of ref-cyclic-032-WBB
===========================
Sample Mean     = 245.1
Sample StDev    =  57.9
Pop. Mean = [233.5, 256.7]
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Class of ref-cyclic-032-WD
==========================
Sample Mean     = 123.5
Sample StDev    =  49.7
Pop. Mean = [113.5, 133.4]
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Fig. 1. Crossing number distributions and statistics observed with program dot
on three equivalence classes of bigraphs: (a) 100 instances of isomorphic biplanar
graphs, (b) 100 instances of isomorphic non-planar graphs with a minumum
crossing number of 64, (c) 100 instances of mutant graphs of (b).

An example of the observed performance with dot on the three classes is
shown in Figure 1. All graphs analyzed in Figure 1 are of comparable size and
density: the biplanar graph has 128 nodes and 129 edges, the cyclic graph has
131 nodes and 132 edges and a crossing number of 64, each of the mutant graphs
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has 131 nodes and 132 edges and the crossing number is expected to be a ran-
dom variable due to the construction of the mutant graphs. The histograms in
Figure 1 demonstrate that for graphs of this size, C(dot(〈G, π0, π1〉)), the cross-
ing number as reported by dot, behaves as a random variable not only for the
perturbed class in Figure 1(c) as expected, but also for the two isomorphism
classes where, ideally, each distribution should have variance of 0 and popula-
tion means of 0 for Figure 1(a) and 64 for Figure 1(b). Notably, only 25 of 100
graph presentations in Figure 1(a) achieve C(dot(〈G, π0, π1〉)) = 0; there are 10
presentations whose crossing number distribution ranges from 80 to 100. For the
100 graph presentations in Figure 1(b), the best reported crossing number is 70,
and there are 5 presentations with C(dot(〈G, π0, π1〉)) = 211!

The results of simple experiments summarized in Figure 1 provide a strong
motivation for the premise of this paper: by reducing the dependency of the
crossing number minimization algorithm on the initial order of nodes in the
graph, we will have improved the overall performance of the algorithm.

We illustrate the nature of the problem with the example in Figure 2. The

(c)  Node order  optimized with Treatments  14, 15, 16, 17, 18 or 19  (crossing number = 4)
m1 m2 m3 m4 m5 n1 n2 n3 n5 n4

a1 a2 a3 a4 c1 b1 b2 b3 b5 b4 b6

(b)  Node order  optimized with Treatments  12 or 13  (crossing number = 18)
m5 m4 n1 m3 n2 n3 n4 n5 m2 m1

a4 c1 a3 b1 b2 b3 b4 b5 b6 a2 a1

(a) Initial  node order -- no optimization (crossing number = 41)

m3 n2 m2 m5 m4 n3 n1 m1 n5 n4

a3 a2 b1 b3 a1 a4 c1 b4 b5 b2 b6

Fig. 2. A simple graph example illustrating: (a) a presentation that is found
‘difficult’ for the dot heuristic, (b) the presentation found by dot, (c) an optimum
presentation found by heuristic combinations tr14-tr19 reported in this paper.
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initial order of the bigraph in Figure 2(a) reports a crossing number of 41. The
best node ordering achieved by dot reports a crossing number of 18 and is shown
in Figure 2(b). However, the optimal node ordering achieved by several heuristics
reported in this paper results in a crossing number of 4 and is shown in Figure
2(c).

Dot’s initial ordering, based on breadth-first search, folds the path from m1 to
n1 into an awkward position so that even arbitrarily many iterations of the sub-
sequent median heuristic (dot stops at 24 iterations) cannot disentangle it. The
initial ordering imposed by our two-pass guided breadth-first search, described in
the next section, is shown in Figure 2(c). It is optimal.

3 Overview of the Heuristics

Our heuristics (experimental treatments) follow the scheme outlined in the clas-
sical paper by Warfield [29]. There are two phases: an initial ordering and iter-
ative improvement. The former involves some global computation on the graph
to sequence the nodes in each layer and the latter repeatedly solves a fixed-layer
problem on alternating sides. Various combinations of initial ordering and iter-
ative improvement make up the experimental treatments discussed in Section 4.

3.1 Initial Ordering

Two observations suggest that a carefully computed initial ordering can avoid
traps for subsequent attempts at improvement without incurring prohibitive
execution time. First, a connected graph is biplanar iff it is a comb (tree that
becomes a path when its leaves are removed) [15]. The embedding of a comb
can be computed easily in linear time [6]: the trick is to embed the spine (path
that remains when leaves are deleted from the comb) from left to right, zig-
zagging from layer to layer, and inserting any leaves attached to a spine node
to the left of the next spine node. Second, a cycle of length 2n has an optimum
embedding with n−1 crossings [16] and that embedding is achieved if the nodes
are sequenced in breadth-first order starting at any node of the cycle.

We use two initial orderings in our experiments in addition to the random
ordering (obtained by using the input presentation), for a total of 3 possibili-
ties. One ordering uses a breadth-first search starting at a random node. This
always gets the optimal solution for a simple cycle, and tends to perform bet-
ter than input ordering on the classes of graph presentations we looked at. The
dot heuristic also starts with a breadth-first search, but has additional features
related to aesthetic objectives other than minimizing crossing.

Our contribution is an initial ordering heuristic called guided breadth-first
search (GBFS). Two passes of breadth-first search are done. In the first pass,
each node v is given dist[v], the distance from the start node, and depth[v], the
maximum value of dist[w] achieved by any descendant w of v in the breadth-first
search tree. The second pass begins the search at a node s for which dist[s] is
maximized. Adjacency lists are sorted by increasing depth and ties are broken
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by visiting nodes w with larger dist[w] first. Sequence numbers are assigned to
nodes based on the order of visitation in the second search. Finally, the sequence
numbers are used to sort nodes on each side of the bigraph. All of the above
can be accomplished easily in linear time: the depth values can be calculated
as nodes are visited in reverse order at the end of the first bfs (depth[v] =
maxw a child of v depth[w]), and all sorting is based on values that range from 1
to n (bin sorts of all adjacency lists can be combined). Our actual implementation
is not linear time — it uses insertion sort — but it runs fast enough in practice
(and timing is not an issue we address directly in this paper).

Figure 3 shows the two breadth-first searches of GBFS on the example in
Figure 2. The first search begins at n4, but that choice is completely arbitrary.
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(a) First BFS (b) Second BFS

Fig. 3. GBFS starting at node n4 of Figure 2(a). Numbers next to nodes indicate
depth in (a) and sequence numbers in (b).

In some cases starting the first bfs at a node of maximum degree improves
performance of GBFS considerably. A max-degree node is likely to be an artic-
ulation point included in more than one cycle, and beginning the search there
reduces the likelihood that two cycles that can be embedded without interfer-
ence will cross each other. We include this enhancement in our implementation,
though it appears to be superfluous when a good iterative improvement strategy
follows GBFS. It is easy to show that GBFS always obtains optimal solutions
for biplanar graphs and simple cycles.
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3.2 Iterative Improvement

To improve upon the initial orderings discussed above, we repeatedly apply a
heuristic for fixed layer crossing. Our experiments use two popular previously-
known heuristics and a new heuristic called adaptive insertion. These heuristics,
described in detail below, are used separately or in combination. Regardless of
which heuristic is used, our implementation has a parameter that governs the
maximum number of iterations without improvement, set arbitrarily at 24. After
each application of the heuristic, the current ordering is saved if it has fewer
crossings than any ordering observed so far. The discovery of a better solution
also resets the iteration count to 0. For purposes of the discussion below, we
define each heuristic to mean all iterations of it. An iteration consists of two
passes, one on each layer, where a pass is a single application of the original
heuristic for the fixed layer problem.

The median heuristic treats the neighbors of each node as a set of integers
representing their ordinal numbers on the opposite side. Nodes are sorted us-
ing the medians of these sets as keys. Implementations of the median heuristic
differ in how the median of a set of even cardinality is computed. Ordinarily,
the median would be defined as the mean of the two middle elements. The dot
package [10] uses the mean when there are exactly two elements and a biased
mean (biased toward the side on which neighbors are closer together in the or-
dering) otherwise. The median heuristic for which theoretical bounds are known
(see [4,9,20]) always uses the smaller of the two candidates, but with the added
condition that, in case of ties, nodes with odd degree always precede those of
even degree. We adopt this latter median heuristic in our experiments. Assum-
ing random initial ordering and a stable sort, the probability that the median
heuristic embeds a simple path optimally is O(1/n). However, it almost always
embeds a simple cycle optimally (without the limit of 24 iterations, it would
succeed every time).

The barycenter heuristic uses the mean of the set of neighboring positions,
rather than the median, as a key for sorting (the name comes from the fact
that it’s a one-dimensional analog of Tutte’s barycenter method for drawing
graphs [27,28]). It performs poorly on paths, cycles, and other very sparse highly-
structured graphs (since these require decisive movement of degree-2 nodes).
On graphs that are more random and/or have several nodes of high degree,
barycenter does better than median (high-degree nodes need to be centrally
located wrt to their neighbors).

Sometimes a mix of median and barycenter does better than either. Our
implementation has a parameter α and sorts nodes using keys αB + (1 − α)M ,
where B and M are the barycenter and median keys, respectively. When the mix
is a significant improvement, the best choice of α appears to be 0.5 (as opposed
to 0.25 or 0.75).

Each pass of the median heuristic can be implemented in linear time (the
keys used for sorting are integers in the range 0, . . . , n−1), while the barycenter
or mixed heuristics require O(m + n logn) per pass (m is the number of edges,
n the number of nodes).
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The new ordering computed by a single pass of the median or barycenter
heuristic is independent of any cost considerations and therefore non-adaptive
in the sense that any rearrangement is done whether or not it decreases cost. The
dot heuristic, however, has a final phase that decides whether or not to exchange
the nodes (at positions) i and i + 1 on layer � based on whether d�(i, i + 1), the
resulting difference in crossing number, is negative (represents improvement).
The value d�(i, i + 1) depends only on the relative positions of neighbors of
nodes i and i+1 on layer 1−� and is therefore easy to compute [4, pp. 281–283].

Adaptive insertion, our contribution to iterative improvement, generalizes
the conditional exchange idea and considers the effect of inserting node i before
(after) any node j < i (j > i) on layer �. When j < i the resulting cost change,
D�(i, j), is

∑
j≤k<i d�(i, k) — the effect of the insertion is that of a series of

swaps of i with i− 1, . . . , j (situation is symmetric when j > i).
One pass of adaptive insertion does a right-to-left sweep of nodes on a layer �.

If the current node i has not already been inserted, the position j, before or after,
with the best D�(i, j) is found (nodes are not allowed to stay in place even if
any insertion would increase the number of crossings).

Consider the example in Figure 2(a) and suppose adaptive insertion is applied
to the upper layer � = 1. The rightmost node is n4 and D1(n4, n5) = d1(n4, n5) =
−1. Since d1(n4, m1) = 2, the value of D1(n4, m1) increases to 1. As we move
farther to the left, considering insertion positions for n4, the value of D1(n4, x)
continues to increase, so the best choice is to insert n4 before n5. The sweep
then moves left to n5, which is skipped, having already been inserted (n4 does
not have an opportunity to be inserted in this phase; giving it one would be
counterproductive, since it would simply be swapped with n5). Next m1 finds its
optimal position before m5 with D1(m1, m5) = −5. And so on. Figure 4 shows the
results of the completed pass of adaptive insertion on the graph of Figure2(a).
The node m3 was forced to swap with m2 (the least of evils) even though this
caused a net gain of 3 crossings.

 (crossing number = 32)
m2 m3 n2 m1 m4 m5 n1 n3 n4 n5

a3 a2 b1 b3 a1 a4 c1 b4 b5 b2 b6

Fig. 4. One pass of adaptive insertion starting with presentation shown in Fig-
ure 2(a).

Adaptive insertion seems to do well where the median does badly and vice-
versa. An effective combination alternates iterations of adaptive insertion with



82 M. Stallmann, F. Brglez, D. Ghosh

iterations of the median/barycenter mix. This, combined with an initial GBFS
ordering, is the best overall performer among our heuristics.

One pass of adaptive insertion takes O(m2) time. If all adjacency lists are
initially sorted using layer 1 − � positions as keys (this can be done in linear
time), the calculation of d�(i, k), and hence D�(i, k), for all k �= i takes time
O(mk) where k = deg(i). Summing over all nodes i gives the O(m2) bound. For
denser graphs the time per node can be reduced to O(m log k) using a simple
data structure, for an overall bound of O(mn log(m/n)) per pass.

4 Experimental Design

Experiments with results such as summarized in Figure 1 demonstrate that par-
ticular executions of a heuristic to solve the optimum node ordering in bigraphs
offer no indication of the quality of the solutions produced in general. Changing
the starting point for the problem instance can induce unpredictable variability
of results when experiments are repeated.

Two of the fundamental principles of experimental design are randomization
and replication. We adopt these principles for the experimental evaluation of
heuristics by (1) creating a presentation equivalence class, (2) repeating the
experiments for each member in the class, and (3) making the equivalence class
and the heuristics available so that other researchers can repeat our experiments
(or variations of them; see the Appendix for more details). The basic abstractions
for such experiments include [1]:
1. an equivalence class of experimental subjects, eligible for a treatment;
2. application of a specific treatment;
3. statistical evaluation of treatment effectiveness.

Here, a treatment is synonymous with a heuristic and an equivalence class of
experimental subjects is synonymous with a graph presentation class. Figure 5
illustrates these abstractions in a generic flow. The cost index, minimized by
permuting the nodes at both levels of the graph, is C(h(〈G, π0, π1〉)), where h is
any of the treatments in Figure 5.

The treatments can be divided into three main groups based on the initial
ordering (see the previous section) used: tr00-tr05 represent random (input)
order, with tr00 playing the special role of a placebo treatment; tr06-tr11 rep-
resent breadth-first ordering; and tr14-tr19 represent ordering obtained from
our GBFS. The remaining treatments, tr12 and tr13 are dot with 24 and 48
iterations, respectively.

The iterative improvement heuristic used (previous section) determines the
treatment order within each group: the first treatment (tr00, tr06, tr14) does
no iterative improvement; the second through fourth (tr01-tr03, tr07-tr09,
tr15-tr17) do the median, median/barycenter mix, and barycenter; and the
last two (tr04-tr05, tr10-tr11, tr18-tr19) do adaptive insertion, either by
itself or alternated with a median/barycenter mix.

Experimental subjects are drawn from circuit layout problems. The example
in Figure 2, is representative of graphs that can be extracted from VLSI designs
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Design of Experiments to Compare Graph-Based Algorithms      
Class  ANY = SAME{#_of_nodes, #_of_edges,  #_of_perturbations, ...}  

Cost Index: crossing number, BDD size, logic area & level, layout area, ...     

class ANY

circuits

cost index

circuits

EVALapply
Algorithm_i

EVAL

circuits

cost index

apply
Algorithm_k

• • •

• • •

• • •

• • •
Algorithm_i == Treatment_i  

Legend

natural node order given by
the input graph

BFS breadth-first order

GBFS 2-pass guided breadth-
first order (see Section 3)

dot as described in [10]

median as described in [4]

barycenter as described in [4]

median/ combines median and
barycenter barycenter (see Section 3)

adaptive inserts each vertex
insertion optimally (see Section 3)

adaptive adaptive insertion
insertion++ alternated with median/

barycenter

Treat- Initial Final
ment Ordering Ordering

0 natural none

1 natural median

2 natural median/
barycenter

3 natural barycenter

4 natural adaptive
insertion

5 natural adaptive
insertion++

6 BFS none

7 BFS median

8 BFS median/
barycenter

9 BFS barycenter

10 BFS adaptive
insertion

11 BFS adaptive
insertion++

12 dot dot (24 it.)

13 dot dot (48 it.)

14 GBFS none

15 GBFS median

16 GBFS median/
barycenter

17 GBFS barycenter

18 GBFS adaptive
insertion

19 GBFS adaptive
insertion++

Fig. 5. Design of experiments with bigraph equivalence classes to compare the
crossing numbers under distinctive vertex ordering algorithms (treatments).
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such as shown in Figure 6. This particular example is based on the largest
connected component found in a dag, referenced as a classifier controller
or cc in [24]. Since the circuit cc implements the controller, there are a few nodes
with a large out-degree (or fanout) that introduce unavoidable edge crossings;
note however, that there is also a small biplanar region. Before introducing
families of parameterized graphs that have properties of the graph in Figure 7,
we briefly describe the graph mutation process as introduced in [14].
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Fig. 6. Example of a bigraph, extracted as a connected component from a dag
of a VLSI circuit.

The graphs in Figures 2 and 6 are directed bigraphs: the square nodes rep-
resent signal source nodes or net nodes, the oval nodes represent the signal pro-
cessing nodes or cell nodes. Since the graph under consideration has two layers
only, there is no need to define sink nodes. In VLSI circuits, the out-degree or
fanout of net nodes is assumed to be a loosely bounded random variable, the
in-degree or fan-in of the cell nodes is assumed to be a tightly bounded random
variable. By design, and for simplicity of inducing the equivalence classes of bi-
graph presentations, all cell nodes considered in this paper have a fan-in of 2.
The graph such as shown in Figure 2 illustrates an instance of a reference graph
Gr with a characteristic signature σ = {10, 11} where 10 is the total number of
net nodes and 11 is the total number of 2-input cell nodes.

From each reference graph Gr, we can define three equivalence classes of
derived presentations (see [14] for more details and more possibilities): (1) the
isomorphism class for Gr (designated by the suffix -WD in the figures reporting
results), consisting of presentations 〈Gr, π0, π1〉 (only the permutation of nodes
on each layer differs). (2) the mutant class for Gr (suffix -WBB), consisting of
presentations 〈G′r , π0, π1〉, where G′r is a random connected graph with the same
signature as Gr (we assume Gr is connected as well), that is, the same number
of degree-2 cell nodes on one layer (hence the same number of edges as well), and
the same number of net nodes, and (3) the random class for Gr (suffix -WRD),
consisting of presentations 〈G′r , π0, π1〉, where G′r is completely random with the
same number of nodes on each layer and the same number of edges as Gr (G′r is
not necessarily connected, nor does it have fan-in 2 for cell nodes, but it has no
isolated nodes). We took a special precaution to assign to each instance of any
class the following properties:
P1: the order of all cell and net nodes in each presentation is random relative

to all other members in the class (that is, π0 and π1 are uniformly random),
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P2: the names of all cell and net nodes in each presentation are assigned ran-
domly relative to all other members in the class.

Properties P1 and P2 are essential to good experimental design and must be
maintained universally for all equivalence classes. The purpose of P1 is clear.
Without P2, some programs that rely on hashing the input data may unknow-
ingly undo the randomization of input presentations and confound the experi-
ments. An important lesson on this subject has been learned and reported in [17].

In addition to using the cc graph directly, we use three types of reference
graphs in sizes that are increasing powers of 2: (1) the biplanar type of size q is
a comb with 2q + 1 net nodes and 2q cell nodes for a total of 4q + 1 nodes and
4q edges, (2) the cyclic type of size q consists of two simple cycles each having
q + 2 nodes and edges and joined at a net node (which becomes an articulation
point), and (3) the combined type of size q is a biplanar graph of size q joined
to a cyclic graph of size q via an additional connector (cell) node for a total of
8q + 5 nodes and 8q + 6 edges. Figure 2 is an example of a combined graph of
size 2.

In the following section we report the results of 12 distinct experiments, con-
sisting of isomorphism classes, mutant classes, and random classes based on the
cc graph and each of the reference graph types biplanar, cyclic, and combined.
The increasing sizes indicate asymptotic trends in the relative behavior of the
heuristics.

5 Experimental Results

The experiments are based on the model shown in Figure 5. Treatments 0–19
are applied to all classes of data described in the paper. For each presentation of
input 〈G, π0, π1〉, a treatment hk induces a treated representation hk(〈G, π0, π1〉)
as 〈G, π′0, π′1〉 which is in turn evaluated by a common crossing number evaluator,
cn eval. The evaluator (1) reads a file of the graph description in dot format, as
well as a companion file that simply stores the vertices Vi in the order determined
by π′i, and (2) reports the crossing number of the presentation.

All classes of input data are organized for easy access through the Web, like
the variety of illustrative experimental designs reported earlier [3]. As in [3], web-
posting includes complete tables of crossing number results for all treatments and
all classes of input data, along with statistical summaries that include confidence
intervals of the reported means, and t-tests to analyze the significance of reported
differences between the means. Since the treatment 19 is clearly the best overall
treatment reported in the current work, we also post node permutations π′0, π′1
along with the respective crossing numbers reported by this treatment. Read-
ers of this text should look under http://www.cbl.ncsu.edu/experiments/-
DoE Archives/DoE 0003 for completed archives of experimental data and pro-
grams presented in this paper (see the Appendix for more information).

Due to space limitations, we confine the statistical summaries of our experi-
ments to illustrations shown in Figure 7 and 8.
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Fig. 7. Crossing number reports for treatments 0–19 applied to three equivalence
classes derived from the reference bigraph cc lev1.



Heuristics and Experimental Design 87

5.1 Figure 7

Figure 7 shows treatments sorted by mean cost on the cc reference graph. The
best heuristic overall is a combination of several: GBFS initial order, followed
by adaptive insertion alternated with a median/barycenter mix. This multi-
heuristic combination consistently does better on all presentation classes and
also has better asymptotic behavior with respect to solution cost than any of
the others. The placebo, tr00, is not shown: random solutions are far worse
than those produced by any of the heuristics. For the isomorphic class, they
range from 440 to 752 crossings; for the mutant class from 501 to 780; and for
the random class from 314 to 818.

Even though the difference between bfs and GBFS is dramatic for the iso-
morphism class when these heuristics act alone (tr06 and tr14), the difference
decreases significantly as iterative improvement is added (tr10 vs. tr18, tr11
vs. tr19) or the classes become more random (mutant and random versus iso-
morphism). This is not surprising since GBFS was inspired by the circuit-derived
examples.

Adaptive insertion is clearly a better strategy for iterative improvement than
any of the others, but it is also the most time intensive. This suggests that
bigraph crossing heuristics have not yet reached a point of diminishing return
in terms of investment in execution time. Whether this should be exploited by
increasing the number of iterations without improvement or by developing more
sophisticated local search strategies remains unclear, most likely the latter.

5.2 Figure 8

Here we summarize results of the remaining 9 experiments (3 graph types, each
with 3 different presentation classes). The plots that show only tr19, the best
overall heuristic, illustrate the growth in objective function value on a log/log
scale. Except for the biplanar isomorphism class, the number of crossings re-
ported grows polynomially with the number of edges, the slope representing the
exponent. For the biplanar classes, the difficulty (from the point of view of tr19)
increases with the degree of randomness. The mutant class (WBB) contains trees
that are not biplanar, but no cycles, while the random class may also contain
cycles. This suggests that non-biplanar trees can be pretty difficult, but not as
difficult as more general bigraphs. In the cyclic and combined (multi1) classes,
the mutants are more difficult than the random bigraphs: recall that the mutants
have a single connected component while the random graphs, because of their
sparsity, are unlikely to have even a large connected component relative to the
rest of the graph.

The other plots show that the difference between crossing numbers obtained
by tr19 and three competitors increases with increasing bigraph size. A log/linear
scale is used here to make the separation more visible, but it should be pointed
out that all of the differences grow nonlinearly (they curve upward even on a
linear/linear scale but the lines are no longer as distinct from each other). Dot
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Fig. 8. Summary of asymptotic experiments on minimizing the crossing number
mean with four treatments (tr05, tr011, tr13, tr19), applied to three parameter-
ized families of reference bigraphs (biplanar, cyclic, and combined, i.e. multi1),
each bigraph inducing three equivalence graph classes, each class with the same
number of edges and nodes (and no isolated nodes): isomorhism class (WD),
signature-invariant and component-invariant mutant class (WBB), and random
class (WRD).
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(represented by tr13 is clearly a competitive heuristic and is put at a disadvan-
tage with respect to the adaptive insertion heuristics as the graph size increases
because of its fixed iteration limit. An adaptive bound on the number of itera-
tions, as the authors of [10] suggest might improve its relative performance.

Our hypothesis that better initial orderings make a difference is clearly sup-
ported, even in the presence of sophisticated iterative improvement, as seen by
the growing gaps between tr19 and tr11, and again between tr11 and tr05;
all three use adaptive-insertion++ for iterative improvement.

6 Conclusions and Further Work

This study is only the beginning of what we hope is a new approach to exper-
imental study of bigraph crossing and other intractable problems. Input data
and treated output can be shared and verified so that different groups work-
ing on the same problem can conduct repeatable experiments. Better heuristics
are often developed through a detailed understanding of why specific instances
present difficulties, and such understanding is made more likely when data is a
significant component of the experimental design.

Some directions to pursue later include
– Better lower bounds for sparse graphs: these could be based on the fact that

a tree requires at least as many crossings as the minimum number of edges
that need to be deleted in order to produce a comb and on the theoretical
lower bound for cycles (it appears that these can be combined additively for
a spanning tree of a graph and its fundamental cycles).

– Even better initial ordering: there are simple examples of trees on which
GBFS does poorly. A useful approach might be to find biconnected compo-
nents and then try to optimize the underlying tree structure. For a tree T ,
it is known that C(T ) can be computed in polynomial time [25], although
the algorithm appears to be complicated.

– More powerful iterative improvement heuristics: all the ones presented here
have at most quadratic time per pass. Are there heuristics that obtain su-
perior solution quality for the price of more computation time?

– Use heuristics as a filter for creating presentation classes in which the distri-
bution of π0, π1 changes from uniformly random to some other distribution
in order to study which treatments work best in sequence.

– Theoretical work on the median and barycenter heuristics: previous work (as
reported in [4]) only addresses the fixed-layer problem. It also appears that
the median and barycenter heuristics have interesting convergence properties
(they converge quickly to a “local optimum”).

– Relationship between bigraph crossing and other objective functions for lay-
out of VLSI circuits: preliminary experiments [12,13] indicate a high corre-
lation with wire length in the final routing obtained by at least two different
design automation tools. In fact, our bigraph crossing heuristics appear to
achieve better wire length than layout heuristics that are specifically de-
signed to minimize wire length. Relevant theoretical work relates bigraph
crossing to optimum linear arrangement [25].
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20. E. Mäkinen, A Note on the Median Heuristic for Drawing Bipartite Graphs, Fun-
damenta Informaticae, 12 (1989), pp. 563–570.

21. , Experiments on drawing 2-level hierarchical graphs, International Journal
of Computer Mathematics, 37 (1990), pp. 129–135.

22. M. Marek-Sadowska and M. Sarrafzadeh, The Crossing Distribution Prob-
lem, IEEE Transactions on Computer–Aided Design of Integrated Circuits and
Systems, 14 (1995), pp. 423–433.

23. P. Mutzel, The AGD-Library: Algorithms for Graph Drawing, 1998. Available
from http://www.mpi-sb.mpg.de/~mutzel/dfgdraw/agdlib.html.

24. S. Yang, Logic Synthesis and Optimization Benchmarks User Guide, Tech.
Rep. 1991-IWLS-UG-Saeyang, MCNC, Research Triangle Park, NC, Jan-
uary 1991. Now available from http://www.cbl.ncsu.edu/publications/-

#1991-IWLS-UG-Saeyang and benchmarks from http://www.cbl.ncsu.edu/-

benchmarks/Benchmarks-upto-1996.html.
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Appendix

Data set and programs used in our experiments are available on the Web at
http://www.cbl.ncsu.edu/experiments/DoE Archives/DoE 0003. The orga-
nization of this directory is outlined in Figure 9. Upon accessing the directory,
researchers will find links and documentation to (1) reference circuits used to
generate equivalence classes, (2) subdirectories of equivalence classes for each ref-
erence circuit (each class has 128 graphs), and (3) complete postings of results
for treatments 0 to 19 as described in this paper.

For example, the treatment 0019 archives results of experiments under Treat-
ment 19 applied to each circuit class. The results of treatments for each class
include (1) tables of crossing numbers for each graph instance in a given class; (2)
statistics summary for each table such as mean, standard deviation, confidence
interval for the mean, minimum and maximum; (3) tables of crossing numbers
for each graph instance across all classes; (4) summary of crossing number statis-
tics across all classes; (5) treatment-specific 2-layer graph orderings, archived for
each equivalence class. Currently, orderings for Treatment 19 only are posted,
since this treatment has generated node orderings with a crossing number mean
that is consistently best across all equivalence classes.

The graph orderings, posted for Treatment 19, have been evaluated for a
crossing number independently of the treatment that generated this order. The
program we use is cn eval, also available from the DoE 0003 archive. The pro-
gram can be invoked with a simple command line

cn_eval graph.dot graph_trxxxx.ord

 DoE_0003
          \
          |_ circuitClasses
                        \
                        |_ref_planar_002_WBB
                        ...........
                        |_ref_multi1_128_WBB
                                   \
                                   |_ 0001.blif
                                   |_ 0001.dot
                                   |_ 0001.ord
                                   |_ 0002.blif
                                   .........
                       .........
           |_ referenceCircuits
                       \
                       |_ ref_planar_002
           .......
                       |_ ref_multi1_128
                       .......
           |_ treatmentComparisons
           |_ treatment_0000
           |_ treatment_0001
           |_ treatment_0002
           .....
           |_ treatment_0019

 treatment_0019
             \
             |_ ref_planar_002_allClasses
             .......
             |_ ref_multi1_128_allClasses
                            \
                            |_ allClasses_cn.sum1
                            |_ allClasses_cn.table
                            |_ WBB.orders
                                       \
                                       |_0001_tr0019.ord
                                       |_0002_tr0019.ord
                                       |_0003_tr0019.ord
                                       .......
                                       .......
                             |_ WBB.sum1
                             |_ WBB.table
                             |_ WD.orders
                             |_ WD.sum1
                             |_ WD.table
                             |_ WRD.orders
                             |_ WRD.sum1
                             |_ WRD.table

Fig. 9. DoE 0003 under http://www.cbl.ncsu.edu/experiments/DoE Archives/
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where graph.dot is an instance of the graph description in dot format, and
graph trxxxx.ord is the ordering associated with treatment xxxx (both formats
are described briefly in this Appendix; dot format is also described on the Web
[10]). The initial orderings for all instances of equivalence classes posted on the
Web are associated with a random order, i.e. Treatment 0. The output of cn eval
is a single line of the form

graph_trxxxx crossings
where crossings is the number of crossings obtained when the graph is embedded
using the given order.

The unique feature of our experimental design is thus the separation of the
experiment into three parts: (1) the generation of experimental data (in this
case programs that generate equivalence classes based on actual circuits), (2)
the execution of heuristics, and (3) the evaluation of the cost function for the
results produced by a heuristic. This separation of execution and evaluation
makes it possible for other researchers to run their own heuristics on our data,
submit new data to our heuristics, and evaluate any ordering independently with
cn eval.

Heuristics reported in this paper are implemented in the program unfold2,
also available from the Web under the DoE 0003 archive. It is invoked with the
command line

unfold2 -tr=N graph.dot order.ord

where N is the treatment number (as described in the paper). The extensions .dot
and .ord are the expected extensions for graph description and layer ordering
files, respectively. The program creates an output file called graph trxxxx.ord,
where xxxx is a 4-digit version of the treatment number (padded with 0’s).
This file specifies the ordering of the nodes on each layer as determined by the
specified treatment.
Dot format. The expected input-file format for the graph.dot file is

digraph graph_name { statement; ... statement; }

where each statement defines an edge layer0 node -> layer1 node.
Arbitrary white space is allowed between and within statements.
Ord format. An .ord file contains a sequence of layer descriptions separated
by white space. Each layer description is of the form

layer_number { node_1 node_2 ... node_k }

where the layer number is an integer (0 or 1 in the case of bipartite graphs,
but the notation can be generalized to more than 2 layers) and the node i’s are
names of nodes on the given layer. The current implementation requires that all
nodes of the layer be present in the list and occur exactly once. The list specifies
the left-to-right ordering of nodes on the given layer.

Anything between a # and the end of the line is interpreted as a comment.
Arbitrary white space and/or comments can occur before the {, between nodes,
or on either side of a layer description.
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1 Introduction

One of the important potential applications of computational geometry is in the
field of computer graphics. One challenging computational problem in computer
graphics is that of rendering scenes with nearly photographic realism. A major
distinction in lighting and shading models in computer graphics is between local
illumination models and global illumination models. Local illumination models
are available with most commercial graphics software. In such a model the color
of a point on an object is modeled as a function of the local surface properties of
the object and its relation to a typically small number of point light sources. The
other objects of scene have no effect. In contrast, in global illumination models,
the color of a point is determined by considering illumination both from direct
light sources as well as indirect lighting from other surfaces in the environment.
In some sense, there is no longer a distinction between objects and light sources,
since every surface is a potential emitter of (indirect) light. Two physical-based
methods dominate the field of global illumination. They are ray tracing [8] and
radiosity [3].

In both of these methods, and important problem that arises is that of de-
termining visibility relationships for a collection of polygonal objects in 3-space.
In this paper we propose a data structure to aid in solving this problem. We call
this data structure a visibility map. Intuitively, a visibility map can be thought of
as a sort of computer-generated hologram. Think of this abstract hologram as a
piece of transparent plastic. When a viewer looks through the hologram, he sees
what appears to be a three-dimensional scene. In particular, this is achieved by
associating each ray shot from the eye of the viewer through the hologram with
the illumination information associated with this ray. We can remove the viewer
and just think of the visibility map as a function that maps rays emanating from
the hologram to illumination information.

We show that a visibility map can be represented as a binary space partition
tree in projective 5-dimensional space, through the use of a transformation that
maps lines in 3-space to points in projective 5-space, called Plücker coordinates.
An important practical question is how to build such trees and how large they
� The support of the National Science Foundation under grant CCR–9712379 is grate-
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are. We present an implementation of an algorithm for constructing these trees,
and we analyze their size empirically as a function of the number of polygons
in the 3-dimensional scene. We also consider methods for pruning the tree and
study the effectiveness of these techniques.

1.1 Visibility Maps

Let P be a set of points and D be a set of directional vectors. Let I denote an
(application-dependent) domain called the visibility information. For example,
in rendering applications, the visibility information might be the color of an
object, in radiosity applications it might be the radiance of a point. A visibility
map M is a function

M : DM �→ I ∪ {Λ},
where DM , the domain of M is a subset of P×D. Given a point p in space and
a direction d, M(p, d) returns the visibility information arriving at the point p
along the direction −d. Intuitively, Λ is a special value, called the null visibility
information, which is returned for rays that hit no objects.

In our application, a visibility map will not necessarily record visibility in-
formation coming from every possible object in the scene. A visibility map may
have some region of three-dimensional space, called a scope, implicitly associated
with it. The map records visibility information within the scope. For example,
referring to Fig. 1, let M be the visibility map whose domain is the set of rays

r1

r2

r3 r4 r5

s11

s2

s3

Visibility Map M

s12

Fig. 1. Visibility map.

emanating upwards from the shaded disc and whose scope is the region enclosed
in the hemisphere. The intersection of each ray with the hemisphere is indicated
by a point on the ray. For rays r1 and r2, M(r1) and M(r2) will return visibility
information of objects s12 and s2, respectively. On the other hand, M(r4) and
M(r5) both return Λ. Although ray r3 intersects the object s3, M (r3) returns
Λ because the intersection with object s3 is outside of M ’s scope.
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1.2 Line Geometry and Plücker Coordinates

Lines in three-dimensional space play an important role in computer graphics.
When rendering a patch, we need to know the radiance of every point on the
patch. Radiance arrives from every possible direction. To describe radiance in a
faithful manner we can define a function that maps each point and each direc-
tional vector at the point to a radiance value arriving from this direction. If the
patch is planar, it is clear that the domain of this function is isomorphic to the
set of lines passing through this patch. A concise and elegant representation of
lines in three-dimensional space is important for dealing with such infinite sets
of lines. Plücker introduced a method of referencing lines as sets of coordinates,
called Plücker coordinates [17], which maps a line in projective three-dimensional
space to a point in projective five-dimensional space. This creates a new geom-
etry where lines in three-dimensional space are the points of the new geometry.

To define Plücker coordinates, we first define the meet and join operations of
two linear subspaces. The meet of two subspaces is defined to be their maximum
common intersection and the join of two subspaces is defined to be the minimum
space enclosing both subspaces. For example, in general position, a line meets a
plane at a point and a line joins a point into a plane.

Let us consider projective three-dimensional space with homogeneous coor-
dinates. We will present a derivation for line coordinates based on [20] and [10].
Let � be a line and let x and y be two distinct points on � and let ξ and ψ be two
distinct planes that contain �. Thus � is the join of x and y and the meet of ξ
and ψ. Assume the coordinates for points x, y and planes ξ, ψ are [x0, x1, x2, x3],
[y0, y1, y2, y3], [ξ0, ξ1, ξ2, ξ3] and [ψ0, ψ1, ψ2, ψ3], respectively. Since points x and
y both lie on planes ξ and ψ, we have following equations:⎧⎪⎪⎨

⎪⎪⎩
ξ0x0 + ξ1x1 + ξ2x2 + ξ3x3 = 0
ξ0y0 + ξ1y1 + ξ2y2 + ξ3y3 = 0
ψ0x0 + ψ1x1 + ψ2x2 + ψ3x3 = 0
ψ0y0 + ψ1y1 + ψ2y2 + ψ3y3 = 0

. (1)

Let πij denote xiyj−xjyi. Eliminating the ξ0, ξ1, ξ2, ξ3, one at a time, from the
first two equations above, we have equations⎧⎪⎪⎨

⎪⎪⎩
0ξ0 + π10ξ1 + π20ξ2 + π30ξ3 = 0
π01ξ0 + 0ξ1 + π21ξ2 + π31ξ3 = 0
π02ξ0 + π12ξ1 + 0ξ2 + π32ξ3 = 0
π03ξ0 + π13ξ1 + π23ξ2 + 0ξ3 = 0

. (2)

There are 16 πij’s. From the definition of πij, we know that πij = −πji and
πii = 0. Therefore, only six different values of πij determine the remainder. Let
these six numbers be π01, π02, π03, π23, π31, and π12. These are called the Plücker
coordinates of the line �. The six Plücker coordinates derived from different pairs
of points of a lines only differ by a non-zero constant factor. Thus the Plücker
coordinates of a line are homogeneous coordinates of projective five-dimensional
space, which is also called Plücker space. We will use the notation

π(�) = [π01, π02, π03, π23, π31, π12]
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to denote the Plücker coordinates of line �. Since the system of homogeneous
(linear) equations (2) has a nontrivial solution, the determinant∣∣∣∣∣∣∣∣

0 π10 π20 π30

π01 0 π21 π31

π02 π12 0 π32

π03 π13 π23 0

∣∣∣∣∣∣∣∣
vanishes. This gives the following constraint on the πij’s,

π01π23 + π02π31 + π03π12 = 0. (3)

The set of points satisfying this equation are said to lie on the Grassmann
manifold.

Define a binary operator, cross product [9] (×), on two Plücker points π(�1)
and π(�2) as

π(�1)× π(�2) = π1
01π

2
23 + π1

02π
2
31 + π1

03π
2
12 + π1

23π
2
01 + π1

31π
2
02 + π1

12π
2
03. (4)

The concept of directed line, line with one direction, is used to resolve the ambi-
guity of two opposite directions a line represents. The homogeneity condition for
Plücker coordinates is modified to allow multiplication by any strictly positive
constant. This operator returns 0 if �1 and �2 are incident, and otherwise its sign
can be used to determine the relative orientation of the (directed) lines.

1.3 Binary Space Partitions

The binary space partition (BSP) tree [6] is an example of a data structure based
on a recursive hierarchical space partitioning. A BSP tree is a binary tree, which
encodes a hierarchical subdivision of d-dimensional space. The cell associated
with each node v of a BSP tree is a convex polytope Rv. Each internal node v
in a BSP tree is associated with a (d − 1)-dimensional cutting hyperplane Hv.
Let H+

v and H−
v denote the two halfspaces introduced by hyperplane Hv. Then

cutting hyperplane Hv cuts polytope Rv into two polytopes Rv∩H+
v and Rv∩H−

v

which are associated with the left and right subtrees of node v, respectively.
The splitting procedure is performed recursively at each node until either

all objects are separated or some application-dependent termination conditions
are satisfied. Such termination conditions may be designed to avoid an excessive
fragmentation of object or to bound the maximum tree depth. A node v in a
BSP tree stores the objects that intersect the interior of the polytope Rv. If the
cutting hyperplane Hv intersects an object, the object is split by Hv and each
portion will be stored in the corresponding subtree.

There is no special rule for selecting the cutting hyperplanes for a BSP
tree. However, the choice of cutting hyperplanes affects the size and maximum
depth of the BSP tree and the number of object fragments that arise. Several
works [1,2,4,14,15] have been devoted to the problem of selecting the cutting
hyperplanes so as to minimize the complexity of the resulting BSP tree. For
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example, if there is a facet of an object lying on a hyperplane which does not in-
tersect the interior of any other objects of this node, then this is a good candidate
for the cutting hyperplane.

2 Data Structures for Visibility Maps

Before discussing the representation of visibility maps, we begin by discussing
how to represent complex functions of line-space by simpler piecewise functions.
Henceforth, we assume that lines in three-dimensional space are represented as
directed lines using signed Plücker coordinates.

Let π(�) = [�01, �02, �03, �23, �31, �12] denote the Plücker coordinates of a di-
rected line associated with some ray in the domain of the visibility map. Let
π(e) = [e01, e02, e03, e23, e31, e12] denote the Plücker coordinates of the line sup-
porting an edge of some convex patch in the scene. For a discontinuity to occur
when � intersects e, it must be that these two directed lines are incident, implying
that

(π(�) × π(e)) = �01e23 + �02e31 + �03e12 + �23e01 + �31e02 + �12e03 = 0.

This is a linear equation in π(�). We can use the sign of the orientation to de-
termine whether � passes to the left or right of e. Given a convex polygonal
patch, P , let �e1 , �e2 , . . . , �em denote the directed lines supporting the counter-
clockwise oriented edges of the patch. Then � intersects, or stabs, P if all of these
orientations are of the same sign, that is, if

π(�) × π(�ei ) ≥ 0 for 1 ≤ i ≤ m
or

π(�) × π(�ei) ≤ 0 for 1 ≤ i ≤ m.

Thus the set of lines in three-dimensional space that stab a convex polygonal
patch from one side or the other is a closed polyhedron in the projective five-
dimensional space or Plücker space. See Fig. 2.

e1

e2

en

�(l)��(lei)>0

�(l)��(lei)<0

Fig. 2. The orientation between a patch and its stabbing line.
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2.1 Plücker Space Partition Trees

Suppose that we want to represent the visibility map associated with some con-
vex polygonal patch P . Let us assume that we are interested in visibility in-
formation arriving from only one side of P , indicated by an outward pointing
normal vector. Take the set of directional vectors for the map to be the set of
vectors whose angle with respect to P ’s normal vector is at most π/2. Each point
on P and each directional vector corresponds to a directed line passing through
the point and having this direction. As the point and/or direction vary contin-
uously, the visibility information varies continuously as well, until the visibility
ray strikes a different object of the scene. Thus discontinuities arise only when
the line supporting the visibility ray intersects an object edge. Hence the visi-
bility map is a piecewise continuous function where discontinuities occur along
hyperplanes in Plücker space. We can think of this function as a subdivision of
five-dimensional Plücker space, where each cell of the subdivision is associated
with one visibility information function. We will concentrate on showing how
to represent this subdivision through the use of a hierarchical space partition,
which we call a Plücker space partition tree or PSP tree for short.

Recall the definition of a binary space partition from the Section 1. The
space to be partitioned is Plücker space. Each node is implicitly associated with a
convex polyhedral region of space. The root of the PSP tree implicitly represents
all of Plücker space. (However we will modify this below.) Each internal node
of the PSP tree is associated with a directed splitting line in three-dimensional
space, or equivalently, a four-dimensional splitting hyperplane in the Plücker
space. Each internal node has two children, one for lines positively oriented with
respect to the splitting line and the other negatively oriented.

We will be storing visibility maps for axis-aligned rectangles in three-dimen-
sional space. Each PSP tree will be implicitly associated with the set of directed
lines passing through an axis-aligned rectangular “window” in three-dimensional
space. Let �1, �2, �3, and �4 denote the directed lines supporting the edges of this
rectangle, oriented counterclockwise around the rectangle so that the directed
lines passing through the rectangle are positively oriented with respect to these
lines. These four lines correspond to four halfspaces in Plücker space. Since we
will only be interested in directed lines that lie in this region of Plücker space,
rather than storing these four lines in the PSP tree (e.g. as the top four nodes),
we store them separately as a header for the PSP tree.

The algorithm for constructing the rest of the Plücker space partition tree
is as follows. Starting with the root, we insert each of the lines that bounds
each of the three-dimensional patches of the scene as splitting lines into the PSP
tree. For example, if we assume that all of the polygonal patches from the scene
are convex, then we could insert the directed lines supporting the edges of each
polygonal patch into the PSP tree one by one. The insertion of each splitting
line corresponds to the insertion of a four-dimensional hyperplane into the tree.
This is done done by an appropriate generalization of the standard insertion
scheme for standard BSP trees (see, for example, Patterson and Yao [14]) but in
dimension five. Each leaf of the final tree corresponds to a set of directed lines
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that are equally oriented with respect to all the edges of the patches and thus
stab the same set of polygonal patches. Hence, all the lines in this cell share the
same visibility information function.

General Structure Each node in a PSP tree, called a PSPNode, denotes a
region in Plücker space. This region may be further subdivided by a Plücker
hyperplane into two subregions. The subregion resides on the positive side of the
cutting hyperplane is represented by its positive child and the one on the negative
side is represented by its negative child. A node without a cutting hyperplane is
a leaf node. Every internal node in this data structure has two children. Since for
rendering we are only interested in the Plücker regions represented by leaf nodes
of the tree, we adapted the idea of a threaded tree [11] by chaining all leaf nodes
into a doubly linked list. This list provides a direct way to enumerate these leaf
nodes.

PSPTree Internal PSPNode
Leaf PSPNode

Fig. 3. Structure of Plücker space partition tree.

Insertion A Plücker space partition tree is constructed by inserting the poly-
gons of the scene one-by-one. Each polygon is inserted into a Plücker space
partition tree by inserting all of the supporting lines for its edges. The basic
update of the Plücker space partition tree is the insertion of a line (as a Plücker
hyperplane) into the tree. Recall that each node of the Plücker space partition
tree represents a convex polyhedral region of Plücker space. A line is inserted
recursively into a node’s two children provided that the line’s corresponding
Plücker hyperplane cuts the region represented by the node. The recursion stops
when the node is a leaf. This line (the Plücker hyperplane) becomes the leaf
node’s cutting plane and two new leaf nodes are created as its children. This
algorithm is given in Fig. 4.
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Insert(history,iplane)

if (is_leaf)

make iplane as its cutting_plane

create two leaf nodes as its children

else

PosPolytope = Polytope(history, halfspace(cutting_plane,+1))

NegPolytope = Polytope(history, halfspace(cutting_plane,-1))

if (intersect(PosPolytope, iplane))

new_history = union(history, halfspace(cutting_plane,+1))

Insert(new_history, iplane)

endif

if (intersect(NegPolytope, iplane))

new_history = union(history, halfspace(cutting_plane,-1))

Insert(new_history, iplane)

endif

endif

end Insert

Fig. 4. Insertion.

3 Trimming the Plücker Space Partition Tree

The size of a Plücker space partition tree grows rapidly as a function of the
number of triangles. See Section 4.3. In fact, it is too large to deal practically
with any non-trivial scene. We investigate methods for eliminating redundant
nodes from the tree. We consider two simple ways in which redundant nodes
may arise: (1) Two siblings encode the same visibility information. (2) Leaf
nodes do not encode any line. The former suggests merging sibling leaf nodes
having the same visibility information. The latter suggests deleting leaf nodes
which do not interest Grassmann manifold. They are described next.

3.1 Merging by Constant Visibility Information

When two sibling leaf nodes carry the same constant visibility information, they
can be merged by deleting them and making their parent a new leaf node. Un-
der the assumption we have made earlier, constant visibility information means
either transparency (no polygon is stabbed by the lines of the node) or the same
single polygon is stabbed from the same direction. If sibling leaf nodes stab the
same set of polygons and the size of the set is more than two, then they cannot
be merged because the visible polygon in the set is view-dependent and may
differ.

The merging process is performed by a recursive postorder traversal of the
Plücker space partition tree. The recursion stops at a leaf and returns the number
of stabbing polygons. Each internal node compares the values returned from its
two children. If both children are leaves and either they stab no polygon, or they
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both stab the same single polygon then the internal node merges information of
its children and deletes them. See Fig. 5.

ConstVisInfoMerge(node)

if (is_leaf(node))

return number of stabbed polygon

else

num_pos_stab = ConstVisInfoMerge(positive_child)

num_neg_stab = ConstVisInfoMerge(negative_child)

if ((num_pos_stab==0)&&(num_neg_stab==0))

merge children

else if ((num_pos_stab==1)&&(num_neg_stab==1))

if the two stabbing polygons are the same then

merge children

endif

endif

endif

End

Fig. 5. Constant visibility information merging algorithm.

3.2 Merging by Empty Grassmann Intersection

Recall that a Plücker polyhedron does not represent any line in three-dimensional
space if it does not intersect the Grassmann manifold. Any leaf node whose
associated region does not intersect the Grassmann manifold may be deleted as
redundant.

To test whether a given node in the Plücker space partition tree intersects the
Grassmann manifold we consider the polyhedron it represents. In [18] we showed
that such a polyhedron does not intersect the Grassmann manifold if and only
if its one-dimensional boundary (1-skeleton) does not intersect the manifold.
Therefore, the emptiness test involves the following steps:

1. Enumerate the vertices of the Plücker region in projective five-dimensional
space as well as their adjacency relation,

2. Interpolate every pair of adjacent vertices to construct the 1-skeleton, and
3. Test whether each edge of the 1-skeleton intersects the Grassmann manifold,

and return empty-intersection if no intersection is found.

The basic structure of the merging algorithm is similar to the one for the constant
visibility information merge, see Fig. 6. We discuss enumeration below.
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EmptyGManifoldMerge(node)

if (is_leaf(node))

return EmptinessTest(node)

else

pos_emptiness = EmptyGManifoldMerge(positive_child)

neg_emptiness = EmptyGManifoldMerge(negative_child)

if ((pos_emptiness==EMPTY) && (neg_emptiness==EMPTY))

merge children

return EMPTY

else if ((pos_emptiness==EMPTY) || (neg_emptiness==EMPTY))

merge children

return NON_EMPTY

else

return NON_EMPTY

endif

endif

End

Fig. 6. Trimming empty Grassmann intersection algorithm.

3.3 Auxiliary Routines

Two nontrivial tasks have been ignored in the above description. One is used
when inserting a hyperplane into a Plücker space partition tree and another
is used when testing whether a node in Plücker space partition tree does not
intersect the Grassmann manifold. They are stated more formally below. Let
C be a given Plücker polyhedron defined as the intersection of a set of Plücker
halfspaces. Note that the polyhedron C is a cone in Euclidean six-dimensional
space.

1. For a Plücker hyperplane h, determine whether h intersects C. (See Sec-
tion 2.1.)

2. What are the extremal rays of cone C? (See Section 3.2)

The first is a linear-programming problem and the second is a polytope enumer-
ation problem.

A convex polyhedron can be defined in two ways. It can be described either
as an intersection of a set of halfspaces, or as a convex combination of its ver-
tices and/or extremal rays. Note that extremal rays arise if the polyhedron is
not closed, i.e., unbounded. The former is called the H-representation and the
latter is called the V-representation [7] of the polyhedron. An application pro-
gram called cdd/cdd+ by Fukuda [7] utilizes linear programming techniques to
implement an algorithm called the double description method [13], which con-
verts one representation to another for a given polyhedron. We have adapted
and modified the routines in the cdd/cdd+ program for solving the following
tasks:
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1. Find the existence of a feasible region (except the origin) of a given set of
homogeneous six-dimensional inequalities, and

2. Find the extremal rays of a cone defined by a set of homogeneous six-
dimensional inequalities.

Note that we perform computation for projective five-dimensional space in Eu-
clidean six-dimensional space.

4 Experiments

To explore various properties of the Plücker space partition tree we ran a number
of experiments which generates Plücker space partition trees from randomly
generated inputs and than measure these properties. Each experiments involves
generating 100 different random inputs, each consisting of a set of nonintersecting
triangles in three-dimensional space. The generating program is described in
Section 4.1. In Section 4.2, we discuss the result of these experiments.

4.1 Random Triangle Generator

A small program which generates triangles in a bounding box randomly is used as
data generator for the experiment. This program is given the number of triangles
n, and outputs n nonintersecting triangles of various sizes distributed through
out a given bounding box.

To generate nonintersecting triangles we first decompose space hierarchically
using a k-d tree [19]. The k-d tree splitting rule guides this distributing. A
recursive algorithm directs the process. Let n be the number of triangles to be
generated in a bounding box b. If n > 1 then an axis is chosen at random.
A plane h perpendicular to this axis is then randomly generated to split the
bounding box b into boxes b′ and b′′. The number n is partitioned according
to the ratio between b′ and b′′ into n′ and n′′ (n = n′ + n′′), respectively. The
process is recursively applied separately to box b′ with number of triangle n′,
and to box b′′ with number of triangles n′′. If n = 1 then a triangle is generated
by randomly picking three points on the walls of box b.

4.2 Results

Plücker Space Partition Trees without Pruning To explore the properties
of the Plücker space partition tree, we build Plücker space partition trees for
scenes consisting of a number of triangles ranging from 1 to 14. Each input size
is tested over 100 randomly generated scenes. We presents the plots for the size
of tree (Fig. 7), the height of tree (Fig. 8) and the time (measure in seconds)
for building the tree (Fig. 9). We use the average number of leaf nodes for
showing the size of Plücker space partition tree. Leaf nodes are further classified
as being either transparent (stabbing no triangles) or not transparent as denoted
by “Trans.” and “Non-Trans.” in the legend of Fig. 7.
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Plücker Space Partition Trees with Pruning The effect of trimming
Plücker space partition tree is presented in Fig. 10 in regular scale and Fig. 11
in logarithm scale for comparing the average number of nodes in a tree when
without trimming, with merging by constant visibility information only, with
merging by empty Grassmann intersection only, or with both merging heuris-
tics. They are denoted as “No TRIM”, “C TRIM”, “G TRIM” and “CG TRIM”
in the legend box, respectively.

4.3 Analysis

The Plücker space partition tree is a variation of binary space partition tree in
higher (five) dimensions. We know of no nontrivial complexity analysis of binary
space partition trees in these dimensions. The Plücker space partition tree de-
fines a subdivision of space which is a coarsening of the arrangement of the set
of hyperplanes of the five-dimensional space generated by all the lines that were
inserted into the tree. It follows from standard results in combinatorial geome-
try that, the worst case complexity of Plücker space partition tree is O(n5) [5]
where n is the number of lines. McKenna and O’Rourke [12] established that the
number of distinct isotopy classes for n given lines is O(n4α(n)). The number of
leaves in the Plücker space partition tree can generally exceed this amount, since
some leaves of the tree might not intersect the Grassmann manifold, and hence
may not correspond to any isotopy class. However, after pruning away leaf cells
that do not intersect the Grassmann manifold, this bound should apply in our
case. Pellegrini and Shor [16] showed that for a given set of convex polyhedra,
the complexity of lines that stabs these polyhedra, a subset of isotopy classes
induced by these lines, is O(n32c

√
log n), where n is the number of facets of the

given set of polyhedra and c is a constant. However, this bound does not apply
immediately, because the Plücker space partition tree computes leaf cells that
might not intersect any of the objects.

It follows that the size of a Plücker space partition tree is at most O(n5),
where n is the number of input triangles. Let s(n) be the size of a Plücker space
partition tree of input size n. We conjecture that the size of the Plücker space
partition tree is of the following form

s(n) ≈ anc or equivalently log s ≈ c log n + log a,

for some constants a and c. Based on this conjecture, the values of constants
a and c can be estimated from our experimental results by fitting a line to a
log-log scale plot of tree-size versus n.

We consider the un-trimmed Plücker space partition tree first. Figure 12 (a)
shows the curve obtained by connecting the 14 points whose x-coordinate is
the logarithm of the number of triangles and y-coordinate is the logarithm of
the average tree size. We deleted the leftmost two points (since low values are
less likely to provide good estimation of asymptotic values) and applied a least
squares line fit. See Fig. 12 (b). We found that the line of fit is (lns) = 5.17(lnn)−
1.16, i.e.,

s(n) ≈ 0.315n5.17. (5)
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The exponent is quite close to 5, which suggests that the O(n5) upper bound may
be tight. The fact that the exponent exceeds 5 is likely due to the fact that the
input sizes are not large enough to accurately gauge asymptotic growth rate. Of
course, the input sizes are quite small, and so our extrapolations should be taken
with a grain of salt. Next is the trimmed (by both heuristic methods) Plücker
space partition tree. Figure 13 (a) presents the curve by connecting points of
the average trimmed size of Plücker space partition tree versus the number of
triangles in log-log scale. Again, after deleting the leftmost two points in this
figure, least square fit returns the line, see Fig. 13 (b), (lns) = 4.31(lnn)−0.129,
i.e.,

s(n) = 0.879n4.31. (6)

Again, extrapolations to asymptotic bounds is risky with such small input sizes,
but it does bear a similarity to the O(n4α(n)) bound of McKenna and O’Rourke.

In summary, (5) and (6) suggest the complexities for the un-trimmed and
trimmed Plücker space partition tree are roughly O(n5.17) and O(n4.31), respec-
tively. These are similar the upper bounds on the complexity of an arrangement
in five-dimensional space and the complexity of isotopy classes, respectively.
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Fig. 8. The height of Plücker space partition tree.
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Fig. 12. Average size of un-trimmed tree in log-log scale.
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Fig. 13. Average size of trimmed tree in log-log scale.
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Abstract. We investigate the use of a constructive solid geometry (CSG)
representation in testing if a query point falls inside a polygon; in partic-
ular, we use a CSG tree whose leaves correspond to halfplanes defined by
edges and whose internal nodes are intersections or unions of the regions
defined by their subtrees. By preprocessing polygons into this represen-
tation, we obtain a linear-space data structure for point-in-polygon tests
that has a tight inner loop that can prune unnecessary edge tests during
evaluation. We experiment with opportunities to optimize the pruning by
permuting children of nodes. The resulting test is less memory-intensive
than grid methods and faster than existing one-shot methods. It also
extends to ray-shooting in 3-space.

1 Introduction

Point-in-polygon tests are common in computer graphics and are often used
in raytracing where many points must be tested against a given polygon. The
goal is to minimize the average cost per test in a practical situation. Unlike in
standard computational geometry situations, we are concerned with the absolute
performance of algorithms on polygons that will occur for such an application,
and not so much on their asymptotic performance. Practical situations tend not
to contain worst-case polygons, and the number of edges dealt with have an
upper limit.

Practical point-in-polygon test algorithms can be classified into two major
categories: those that utilize a vertex-list representation of the polygon as-is
(“one-shot” methods), and those that perform preprocessing on the vertex-list
representation, possibly transforming it into a different representation, before
using the processed structure to perform multiple tests. The latter methods
generally have a lower amortized cost when many tests will be performed on a
particular polygon.

We discuss a new method utilizing preprocessing via a constructive solid ge-
ometry (CSG) tree representation of polygons. This method prunes unnecessary
edge comparisons during the test, as described in Section 2. By permuting sib-
ling nodes within the tree, as described in Section 3, we can attempt to optimize
the pruning.

M. Goodrich and C.C. McGeoch (Eds.): ALENEX’99, LNCS 1619, pp. 114–128, 1999.
c© Springer-Verlag Berlin Heidelberg 1999
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1.1 Existing Point-in-Polygon Tests

Haines [9] gives a thorough comparative treatment of existing point-in-polygon
algorithms.

Haines tested different types of polygons: regular polygons, and random,
possibly self-intersecting, polygons. His results indicate that the fastest one-shot
method is the crossings test of Shimrat [11] as corrected by Hacker [8]. For
algorithms that require a little preprocessing and extra storage, Haines found
that Green’s half-plane algorithm [7] and Spackman’s algorithm [13] were fastest
for random polygons with few sides, while the crossings test was faster for many
sides. The hybrid half-plane test was fastest for regular polygons with few sides,
and for many sides the inclusion test [10] was fastest. An exception occured when
the ratio of bounding box area to polygon area is high, in which case the exterior
edges algorithm was fastest. Haines’ results also indicate that grid methods [1]
were fastest when preprocessing and extra storage were available in abundance.

Haines assumed that all test points would first be clipped against the poly-
gons’ bounding boxes; in his test implementation, he approximated bounding
boxes by generating the polygon vertices within the unit square. His tests were
conducted on one particular architecture. Details of these algorithms, test tim-
ings, and code are available in [9].

1.2 CSG Representation of Polygons

In a polygon, each bounding edge defines the boundary of two half-planes; ori-
enting the edges counterclockwise about the polygon, we have that the half-plane
to the left of the edge is considered to be inside the polygon, and the one to the
right outside. The intersection and union of a set of such half-planes, performed
in the correct order, defines the polygon and these half-planes are said to support
the polygon. Two half-planes are illustrated in Figure 1. When testing a point
against an edge, a Boolean value can be used to represent the truth of the state-
ment: “The point lies inside.” The full CSG representation is then interpreted
as a Boolean formula for the whole polygon, as in Figure 2.

u

(a)

v

(b)

v^u

(c)

Fig. 1. Halfplanes for two edges and their Boolean combination u ∧ v.
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Fig. 2. A tree for Boolean formula u ∧ v ∧ (w ∧ (x ∨ y) ∨ z) that expresses the
interior of the polygon (b)

Dobkin et al. [6] give an algorithm to construct a CSG representation of a
non-self-intersecting polygon. The resulting representation is in the form of a
directed binary tree whose nodes contain either Boolean operators or half-plane
representations. This tree may then be traversed to derive a monotone formula
for the polygon—one in which every supporting half-plane appears exactly once,
and no complementation is required. Thus, there are n − 1 logical operators
appearing in the formula, and testing a point against such a structure will require
O(n) operations in the worst case: the hope is that the constants that occur in
real cases will be small enough to make this method competitive in practical
situations.

2 Point-in-Polygon Tests Using CSG Representations

Conceptually, we wish to test a given point against each edge of the polygon. The
location of the point can then be determined by evaluating the Boolean formula
represented by the CSG tree. We take advantage of the alternating structure
of the logical operators, which can be seen in the CSG tree representation of
Figure 2, to eliminate unnecessary tests before computing their results.

Specifically, as soon as a subtree that is the child of an AND node is known to
be FALSE, we may stop testing the children of that node, and assign the Boolean
value FALSE to that AND node. Likewise, as soon as a subtree that is the child
of an OR node is known to be TRUE, we may stop testing the children of that
node, and assign the Boolean value TRUE to that OR node. The base case is at
the leaves where we assign TRUE if the testing point is to the left of the edge,
and FALSE if it is to the right. When a Boolean value is selected for the root
of the tree, a value of TRUE indicates that the point is inside the polygon and
FALSE indicates outside.

2.1 Obtaining a Tight Inner Loop

If we fix the ordering of the children of each node in the CSG tree, we can
decide in advance which polygon edge to test next after each edge is tested. This
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allows us to eliminate a costly selection process from the inner loop of the testing
algorithm. The selection of the next edge is determined only from the Boolean
result of testing the current edge. These choices can be encoded in a new data
structure, the edge-sequence graph (ESG) (see Figure 3).

u v w x y z

F - - - y - w

T v z x - - -

ORv

AND

z AND

u

F F
T

F

T T

Fig. 3. Test paths through the tree of Figure 2 are represented by an edge-
sequence graph, shown here as a table. The entire tree does not need to be tested;
instead, “short-circuit” paths may be taken when certainty of the location of a
point is achieved.

An ESG is a data structure representing a single polygon; it contains two
members: an array of edges defining the polygon, and the lookup array containing
indices into the edge array. The lookup array is two dimensional: there are two
integers in it for each member of the edge array. One integer indicates the index
of the next edge to test if the current test yields the Boolean value FALSE, and
the other is for TRUE. Arrays are assumed to be indexed from 0 to size− 1.

Given an ESG, testing a particular point against the corresponding polygon
is straightforward. We begin by testing the point against the first edge in the
edge array of the ESG; the next edge to test is determined by the appropriate
index found in the lookup array. Such testing continues until the indicated next
index is −1, in which case the current Boolean test result becomes the result for
the full point-in-polygon test.

In the following algorithm, Points are represented by an x-y pair of Cartesian
coordinates while Edges are represented by the oriented lines upon which they
lie.

PointInPolygon( ESG esg, Point point) returns Boolean

0 Edge edge; Integer result; Integer index:= 0
1 do
2 edge:= esg.edges[index]
3 result:= Edge-PointLeftOf( edge, point)
4 index:= esg.lookup[index][result]
5 until index= −1
6 return result
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If edges are represented as lines in homogeneous coordinates, as they were
in our implementation, then in 2-space the call to Edge-PointLeftOf() in line 6
would set result equal to

(edge .w + point .x × edge.x + point .y × edge .y ≥ 0).

If strict containment within the polygon is required, the operator in this formula
should be changed from “≥” to “>”. The PointInPolygon() procedure lends it-
self to optimization depending upon the implementation language and system
architecture.

2.2 Experimental Results

The algorithm was tested in accordance with the methodology of Haines [9],
with a few exceptions. Polygon vertices were randomly generated then scaled
to fit the resulting polygon’s bounding box to the unit square. Since the CSG
representation can only cope with non-self-intersecting polygons, a simple edge-
swapping algorithm was used to unfold the generated polygons prior to testing.
All points to be tested against the polygons were generated pseudo-randomly,
uniformly distributed across the polygon’s bounding box.

Method Variety 3 4 5 6 7 8 9 10 20 50 100 1000

angle sum - 15.9 20.4 24.9 29.6 34.0 38.6 43.1 47.7 94.5 232.7 461.8 4656.8
barycentric - 2.0 3.5 4.9 6.2 7.6 8.9 10.3 11.6 24.5 62.8 125.5 1252.1
crossings - 1.9 1.8 1.9 1.9 2.1 2.2 2.4 2.5 3.9 7.9 14.5 127.5
crossings multiply 1.3 1.5 1.6 1.8 1.9 2.1 2.3 2.4 4.0 8.3 15.2 132.5
crossings winding 2.1 2.1 2.2 2.2 2.5 2.7 2.8 2.9 4.8 9.9 18.4 170.2
CSG - 0.9 1.2 1.3 1.6 1.7 1.8 2.1 2.1 3.6 7.0 11.3 71.7
CSG sorted 0.8 1.0 1.2 1.5 1.7 1.8 1.9 2.1 3.1 5.7 9.7 41.4
grid 100 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.1 1.3
grid 20 1.1 1.1 1.1 1.1 1.1 1.1 1.1 1.1 1.2 1.3 1.5 3.1
half-plane - 0.7 1.2 1.6 2.1 2.5 2.9 3.3 3.8 7.9 20.5 41.8 630.8
half-plane sorted 0.7 1.1 1.4 1.8 2.2 2.5 3.0 3.3 7.0 17.3 35.0 600.6
Spackman - 0.9 1.3 1.7 2.1 2.5 2.9 3.3 3.7 7.4 18.5 37.0 676.8
Spackman sorted 0.8 1.2 1.6 2.0 2.4 2.8 3.2 3.6 7.2 18.1 35.9 540.8
trapezoid 100 1.0 1.1 1.1 1.1 1.1 1.2 1.3 1.3 1.7 2.5 3.4 14.7
trapezoid 20 1.1 1.2 1.3 1.4 1.4 1.5 1.6 1.7 2.3 4.1 6.3 39.9
Weiler - 2.3 2.4 2.7 2.8 3.1 3.5 3.8 4.0 7.0 16.0 31.1 307.2
Weiler winding 2.3 2.4 2.7 2.8 3.1 3.4 3.7 4.0 7.1 16.1 30.9 307.4

Table 1. Average times for point-in-polygon tests (in microseconds), number of
edges per polygon vs. method for random polygons.

Each algorithm was tested to see how long it took to perform point-in-polygon
tests on an identical set of 50 pseudo-randomly generated points against each of
50 pseudo-randomly generated polygons. Some tests were repeated and averaged
to alleviate timing inaccuracies. Tests were performed on a Silicon Graphics Indy
workstation with a 133 MHz IP22 CPU; all processes save system daemons were
disabled during test execution to further minimize variability of measurements.
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Method Variety 3 4 5 6 7 8 9 10 20 50 100 1000

angle sum - 15.5 20.2 25.1 29.7 34.5 39.5 44.0 48.5 95.3 235.0 471.0 4669.6
barycentric - 2.2 3.7 5.0 6.4 7.6 8.8 10.1 11.3 23.5 59.6 120.3 1227.1
crossings - 1.7 1.6 1.7 1.7 1.8 1.9 2.0 2.1 3.1 6.6 12.7 122.6
crossings convex 1.7 1.6 1.6 1.6 1.6 1.7 1.8 1.8 2.5 5.0 9.2 86.3
crossings multiply 1.3 1.4 1.6 1.7 1.8 1.9 2.0 2.1 3.4 7.0 12.8 123.5
crossings winding 1.9 1.8 1.9 2.1 2.1 2.2 2.4 2.6 4.0 8.6 16.4 161.7
CSG - 1.0 1.3 1.6 1.9 2.2 2.5 2.8 3.1 6.1 15.1 30.2 380.0
CSG sorted 0.9 1.3 1.6 1.9 2.2 2.5 2.8 3.0 5.8 14.4 27.5 345.4
exterior - 0.7 0.9 1.1 1.4 1.6 1.7 1.9 2.2 4.1 9.8 19.7 309.1
exterior randomized 0.7 1.0 1.2 1.3 1.6 1.7 1.9 2.1 4.0 9.4 18.1 282.2
grid 100 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0
grid 20 1.1 1.1 1.1 1.1 1.1 1.1 1.1 1.1 1.1 1.1 1.1 1.5
half-plane - 0.8 1.3 1.7 2.2 2.6 3.1 3.5 4.0 8.4 21.7 43.9 721.0
half-plane convex, hybrid 0.7 1.1 1.4 1.8 2.1 2.5 2.8 3.2 6.5 16.2 33.1 519.0
half-plane convex, sorted 0.7 0.9 1.1 1.3 1.5 1.6 1.8 2.0 3.7 8.6 17.0 311.1
half-plane convex, sorted, hybrid 0.7 0.9 1.1 1.2 1.4 1.6 1.7 1.9 3.3 8.1 15.0 294.6
half-plane sorted 0.7 1.1 1.4 1.6 1.9 2.2 2.5 2.8 5.4 13.5 26.9 550.0
inclusion - 3.1 3.2 3.3 3.3 3.3 3.4 3.4 3.5 3.7 4.2 4.2 5.3
Spackman - 0.9 1.4 1.8 2.2 2.5 2.9 3.2 3.6 7.0 17.2 34.3 574.2
Spackman sorted 0.9 1.3 1.7 2.0 2.4 2.7 3.0 3.3 6.5 16.4 32.4 508.8
trapezoid 100 1.1 1.2 1.2 1.3 1.3 1.3 1.3 1.3 1.4 1.6 1.8 5.0
trapezoid 20 1.2 1.4 1.4 1.5 1.5 1.6 1.6 1.6 1.9 2.7 3.6 19.9
Weiler - 2.1 2.2 2.4 2.6 2.9 3.1 3.4 3.7 6.5 15.2 29.9 308.6
Weiler winding 2.1 2.1 2.4 2.6 2.8 3.2 3.4 3.6 6.5 15.4 30.4 305.4

Table 2. Average times for point-in-polygon tests (in microseconds), number of
edges per polygon vs. method for convex polygons only.

The results for the various methods are shown in Table 1. Only the half-plane
method is faster (14%) for triangles than the CSG method using the simply-
sorted heuristic described in Section 3.3, and only the 100 × 100 grid method
is equally fast for quadrilaterals. Only the memory-intensive grid and trapezoid
methods outperform the CSG method as polygons grow large; the nearest other
rival (the crossings method) is 208% more time consuming for a 1000 vertex
polygon.

Tests were also performed for sets containing only randomly-generated convex
polygons; the results are given in Table 2. The CSG method is not competitive
for this restricted class of polygons when test points are uniformly distributed
and confined to each polygon’s bounding box.

2.3 Memory Requirements

There exists a tradeoff between time to perform point-in-polygon tests and space
to store the data structures to support the algorithms. The memory requirements
described in this section refer to final storage of the data structures used for the
actual point-in-polygon tests; preprocessing requirements were not examined,
and our implementation of the CSG method is not optimized for preprocessing
performance or memory footprint.

The CSG method described in this paper requires an array of edges (each
of which consists of three reals), an integer recording the number of edges, a
number-of-edges × 2 array of indices into the edge array, and a single bit to
indicate orientation of the polygon. This totals 3Rn+(1+2n)I +B bytes for an
n edge polygon; in our implementation for a Silicon Graphics Indy architecture,
double-precision reals, short integers, and a full byte for the single bit are used.
The total memory usage is therefore 28n + 3 bytes.
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Haines’ implementation of the p× q grid method uses a constant three inte-
gers, eight double-precision reals, and three pointers, plus p + q +2 doubles and
pq grid cells. Each grid cell requires two integers and a pointer, plus one grid
record for each edge passing through that cell. A grid record requires 10 double-
precision reals. There is a minimum of n grid records in total if each edge is
contained in exactly one grid cell; there is a maximum of npq grid records if
each edge is contained in every cell. The average practical case tends to be
much closer to the minimum. Haines’ implementation works out to 3I + 10R +
3P + (p + q)R + pq(2I + P ) + 10Rn bytes minimum and 3I + 8R + 3P + (p +
q + 2)R + pq(2I + P ) + 10Rnpq bytes maximum. This reduces to a range of
80n + 3618 to 32000n + 3618 bytes for the 20× 20 grid method, or 80n + 11698
to 80000n + 11698 bytes for the 100× 100 grid method.

Haines’ implementation of the p-bin trapezoid method uses a constant one
integer, six doubles, and one pointer, plus p trapezoids. Each trapezoid uses two
doubles, one integer, and one pointer, plus one edge record for each edge falling
within the bin. An edge record uses two integers and two doubles. There is a
minimum of n edge records if each edge falls exactly into one bin, and a maximum
of np if each edge falls within every bin (when the testing region is limited to
the polygon bounding box, there is a minimum of 2 edge records per bin, and
so the minimum is bounded below by max{n, 2p}). The average distribution of
edges would not be as skewed towards the minimum as for the grid method. This
implementation works out to 6R + I + P + p(2R + I + P ) + n(2I + 2R) bytes
minimum and 6R + I + P + p(2R + I +P )+ np(2I + 2R) bytes maximum. This
reduces to a range of 20n + 494 to 400n + 494 bytes for the 20-bin trapezoid
method, or 20n + 2254 to 2000n+ 2254 bytes for the 100-bin trapezoid method.

The grid method tends to be more memory-intensive than the CSG method
(2.5 to 2500 times as expensive), but significantly faster (15 to 40 times faster).
The trapezoid method is also more memory-intensive (0.7 to 70 times as expen-
sive) in general, but only somewhat faster (1.5 to 3 times faster). Application-
dependent point-in-polygon algorithm selection is necessary for maximal perfor-
mance.

3 Building the CSG Tree and Edge-Sequence Graph

In this section we briefly describe how we build the CSG tree and the Edge-
Sequence Graph. The most interesting aspect is the opportunities to optimize
the pruning by reordering children of nodes in the tree. Since we are effectively
pruning the CSG tree for some test points, we wish to permute the children of
nodes within the tree to minimize the number of edges that need to be tested
against, on average. In general, finding the permutation that yields optimal aver-
age performance requires us to analyze all such possible permutations. We resort
to heuristic methods to approximate the optimal permutation while performing
less work. Such heuristics will be discussed in Section 3.3.
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3.1 Building the CSG Tree

Dobkin et al. [6] give a constructive proof that a CSG representation exists for
every non-self-intersecting polygon, consisting of a Boolean formula in which
each edge appears once and without complementation. We give a conceptual
overview of the algorithm and refer the interested reader to the original for the
details.

Each edge of a polygon can be described as being a segment of a line dividing
the plane in half. By orienting the edges counterclockwise, we define the half-
plane to the left of an edge to be the one of interest, and say that it supports the
polygon. The interior of the polygon can then be described by a combination
of Boolean AND and OR operators acting on the half-planes supporting the
polygon. Whenever two edges meet at an acute angle, the interior of the polygon
is described by an AND of the corresponding half-planes; an obtuse angle requires
an OR of these half-planes. As a result, we can build up the sequence of operations
that describe the interior, but the correct order in which these operations must
be applied (the parenthesization of the formula) is still to be determined.

Parenthesization begins by dividing the polygon into two bi-infinite chains
by splitting it at its left- and rightmost vertices and extending the edges in-
cident upon these vertices to infinity. The convex hull of a bi-infinite chain is
determined and the extremal vertex in the direction opposite the vector sum of
the two semi-infinite edges of the chain is found. The chain is then split at this
vertex, and the incident edges extended to infinity, forming two smaller chains;
the process proceeds recursively, ending on a chain when it contains only one
edge. Whenever a split occurs, the half-planes corresponding to edges in a chain
are grouped within parentheses in the Boolean formula for the polygon; this re-
sults in a properly-nested formula consisting of unambiguously ordered binary
operations. The difficulty is in performing this construction efficiently; Dobkin
et al.’s algorithm is a practical O(n logn) for an n-edge polygon.

3.2 Building the ESG

An ESG for a simple polygon contains an array of edges (edges), an array of
indices into the edge array (lookup), an integer indicating the number of edges
in the polygon (edgec), and a Boolean flag indicating whether the polygon is
oriented counterclockwise (ccw). The latter is not strictly required, but is of
practical value when comparing the algorithm against other algorithms that
ignore orientation of edges in defining the true interior of a polygon. The lookup
array contains two elements for each edge occurring in the polygon.

An ESG is constructed from an embedded CSG tree, in which the children of
each node have been assigned an order (perhaps arbitrarily). After enumeration,
ESG-Construct() proceeds to walk through the leaves of the CSG tree. At each
leaf, it determines which edge would next need to be tested given that the current
edge tested either TRUE or FALSE against a particular point. The indices of these
edges are then stored in the next two positions in the lookup array; at the same
time, the current edge is also copied to the edge array. Finally, the Boolean
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flag indicating whether the polygon is oriented counterclockwise is set—the root
node of the CSG tree is an AND node if and only if the polygon is oriented
counterclockwise. Detailed code is given in the full paper.

3.3 Embedding the CSG Tree

Figure 2 shows a particular order for our n-ary tree CSG representation of a
polygon. This ordering is not unique. Since the order of edges in the ESG data
structure can greatly affect average performance of point-in-polygon tests, it is
important that the CSG tree (the structure the ESG is derived from) be properly
embedded in the plane by permuting sibling nodes.

In the full paper. we give a polynomial-time algorithm for computing, for a
fixed tree, the expected time per point location under the assumption that all
queries in a given bounding box are equally likely. To find the best tree, we look
at all permutations of siblings. Here we compare the default permutation with
a simple heuristic of sorting sibling subtrees by increasing number of edges in
them, breaking ties by testing longer edges first. More sophisticated heuristics
are possible.

Table 1 illustrates that this heuristic (noted as the sorted variety) does
improve average performance over the default permutation 0–20%, becoming
greater for larger polygons. It is important to note that this is average perfor-
mance, however; this heuristic does slow down performance for some instances
of polygons.
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Fig. 4. Analytic performance of the simple heuristic, pentagon instance vs. ex-
pected number of edge tests; the cost of the permutations selected by the simple
heuristic are connected with a dotted line.
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Figure 4 illustrates the analytic performance of this simple heuristic for five
random pentagons A–E.1 The range of possible costs for performing point-in-
polygon tests against each of five random pentagons was calculated for all the
possible permutations of each; points to be tested were assumed to be distributed
uniformly across the bounding box of each. Note that the simply-sorted heuristic
generally selects a permutation with better than median or mean cost.
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Fig. 5. Analytic performance comparison, polygon size vs. cost metric. The four
lines represent (from top to bottom) average maximum cost permutation, aver-
age default permutation, average simply-sorted heuristic permutation, and av-
erage minimum cost permutation. Data computed on 50 sample polygons used
in Table 1 for each of three through ten edges per polygon.

This computation was repeated for the random polygons, with 10 or fewer
edges, used in the point-in-polygon tests listed in Table 1. Figure 5 shows, from
top to bottom the average maximum cost, average cost of the default permuta-
tion, average cost of the simply-sorted permutation, and average minimum cost,
across the 50 sample polygons. The predicted cost of the simply-sorted permu-
tation is consistently lower than that of the default; however, there is significant
room for improvement, as the gap between the heuristic permutation and the
true minimum is trending towards growth.

1 These pentagons were, in order: (a) (110,-1000), (655,-323), (484,-263), (-324,156),
(-655,1000), (b) (-1000,467), (248,-303), (728,-467), (329,-315), (1000,-36), (c) (-
976,1000), (-963,695), (-550,456), (363,-503), (976,-1000), (d) (197,-1000), (669,313),
(149,321), (426,593), (-669,1000), and (e) (-1000,-837), (1000,373), (-85,682), (-
4,307), (-789,837). These vertices were generated pseudo-randomly and scaled so
that their bounding rectangles were centered at the origin; the true bounding box
was used for calculation of the cost metric.
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4 Extensions

Ray/polygon intersection is the basis of raytracing algorithms in computer graph-
ics rendering. The algorithms described in this paper generalize to detect ray/
polygon intersections in 3-space in a straightforward way, once one is familiar
with Plücker coordinates [14]. They also use the minimum arithmetic precision
possible for the problem, which allows them to be implemented exactly. For small
polygons, the number of arithmetic operations is less than that for Badouel’s al-
gorithm [2] for example, but this is an unfair comparison. Badouel uses a clever
reduction to 2D point location, but then employs one of the poorer 2D point
location schemes. Using his reduction with a better 2D scheme gives fewer arith-
metic operations than detection directly in 3-space. This reduction, however,
significantly increases the arithmetic complexity.

To generalize our algorithms, we use Plücker coordinates to represent edges
and lines in 3-space. Using homogeneous coordinates, an oriented edge will start
at point p and end at point q. Such an edge can be represented as a Plücker
point through a 6-tuple of 2× 2 determinants:

pq =
(| pw px

qw qx |, pw py
qw qy , | pw pz

qw qz |, px py
qx qy , | px pz

qx qz |, py pz
qy qz

)
.

Similarly, an oriented line passing from the point r to the point s can be
represented as a Plücker hyperplane through a different 6-tuple of determinants:

rs =
( ry rz

sy sz ,−| rx rz
sx sz |, rx ry

sx sy , | rw rx
sw sx |,− rw ry

sw sy , | rw rz
sw sz |

)
.

The dot product of these two vectors happens to be identical to the deter-
minant:

δ =

pw px py pz

qw qx qy qz

rw rx ry rz

sw sx sy sz

; (1)

this is reasonable, since the expansion of δ into 2× 2 minors gives

δ =
6

i=1

pqi rsi. (2)

This determinant will be zero if all four points are coplanar; the right-hand
rule explains the sign of a non-zero δ. Point the thumb of your right-hand in the
direction of the edge pq and curl your fingers around this line. If the line rs passes
pq in this direction, δ will be positive; if it passes in the opposite direction, δ
will be negative. Since we only care about the sign of δ, we can scale it or the two
vectors arbitrarily; this means that we can normalize each 6-tuple by dividing it
by one of its elements, effectively reducing it to a 5-tuple.
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We can use this for performing raytracing by altering the PointInPolygon()
procedure slightly. Edge-sequence graphs will now contain the Plücker point
coordinates, and the oriented line (i.e., the ray) to be tested is passed to the new
procedure instead of a single point. We simply replace the Edge-PointLeftOf()
procedure with a test of the sign of the determinant d between the edge being
tested and our ray:

result:= ( DotProduct( edge, line ) ≤ 0 );

notice that the operator sign has been flipped.
There is one additional concern: we need to make sure the polygon is oriented

correctly. Depending on whether we are looking at its backface or its front-face,
the interior and exterior of the polygon will be switched. To determine the side
of the polygon on which a point lies, we can use three vertices p, q and r of the
polygon to expand Equation 1 for a variable point s to obtain the equation of
the plane π that contains the polygon. We store this with the polygon. If π(s) is
greater than zero, the point s is on the side of the polygon where the edges are
oriented counterclockwise, i.e., the front-face; if it is less than zero, s is on the
other side. For a ray with origin u passing through point v, if |π(u)| ≤ |π(v)|,
the ray does not intersect the plane of the polygon. Otherwise, if π(u) > π(v),
the ray is pointing towards the front-face of the polygon; if π(u) < π(v), the ray
is pointing towards the backface.

The disadvantages of this alteration to the CSG approach are in time and
storage. In 3-space, each edge must store its Plücker coordinates in either 5 ra-
tionals or 6 integers. PointInPolygon() performs, for each edge tested, 4 rational
multiplications if the Plücker coordinates have been normalized (using different
coordinates to normalize Plücker points and Plücker hyperplanes) or 6 integer
multiplications.

The main advantage is the low arithmetic precision required. Suppose that
the input points have w-coordinates of unity, that other coordinates are b-bit
integers, and that for endpoints of an edge or for the ray points r and s the
maximum difference in any coordinate is an integer of d ≤ b bits. Then the
coordinates of the Plücker points and hyperplanes are integers of d or b+d+1 bits,
and b+2d+2 bits are sufficient to contain the result of any Plücker dot product.
Thus, we could, in 53-bit native arithmetic, exactly evaluate Plücker tests on
coordinates with b = 24 bits when the difference between endpoints can be
expressed in d = 12 bits.

Badouel [2] gives a two-step process to reduce ray/polygon intersection into
a point-in-polygon test of a projection on one of the coordinate planes. Let P be
the polygon in 3-space and let π denote the plane containing P . In the first step,
after checking that the ray rs does intersect π, this intersection point ρ = rs∩ π
is calculated. In the second step, the intersection is projected onto one of the
coordinate planes—which plane is determined by the two longest dimensions of
the axis-aligned bounding box for P in 3-space [12]. The ray intersects P if the
projection of ρ is inside the projection of P .

Consider the arithmetic complexity in more detail. The two-step process
parameterizes the ray rs and solves for the parameter t that determines when
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ρ = r + t(s − r) lies on the plane π. This takes 1 division of the dot products
of r and s with the plane; since these dot products are also used by the Plücker
algorithm, we will not count them, but will count the division. Now, t is a rational
number with numerator and denominator each having b+2d bits. To obtain the
rational coordinates of ρ in the projection plane takes 2 more multiplications.
Then a 2D point location such as the unaltered CSG method can be used in the
projection, with 2 multiplications per edge tested. With integers, the division is
avoided, 4 multiplications are needed to find the projection of ρ in homogeneous
form with 2b + 2d bits, then each edge test takes 3 multiplications and uses
2b + 3d bits, plus two or three bits for rounding. Thus, the two-step process
performs fewer multiplications/divisions if more than 2 edges are tested, but
native 53-bit arithmetic is limited to b = 14 bit coordinates with the difference
between endpoints expressed in d = 7 bits.

The projection onto a coordinate plane can reduce the performance of the
faster 2D point location methods, since the projection will tend to produce more
long, skinny triangles. Although the grid method performs well on long, skinny
triangles under normal circumstances, the projection will also alter the distribu-
tion of test points in a similar manner. As a result, the heaviest concentration
of test points will occur in those grid cells in the vicinity of the polygon—where
the grid method performs least well.

The final arbiter of performance will be empirical measurement of imple-
mentations. As with the 2D form of the CSG algorithm, the space-, time-, and
precision-tradeoffs here need to be considered in an application-specific context.

5 Conclusions

We have presented an algorithm for performing point-in-polygon tests using a
constructive solid geometry (CSG) representation of polygons. This algorithm
uses a new data structure, the edge sequence graph (ESG), that is constructed
from a CSG representation of a given polygon during a preprocessing phase. The
speed of the CSG point-in-polygon algorithm derives from a tight inner loop and
the pruning of unnecessary edge tests, made possible by ESGs. Algorithms for
the construction of an ESG and the calculation of the expected cost of using a
given ESG to test a random point were also presented. Because the ordering of
edges affects the cost of using an ESG, heuristics were presented for selecting
a good ordering—deterministic selection of the fastest permutation is NP-hard.
Three-dimensional raytracing and other extensions were briefly discussed.

The CSG point-in-polygon algorithm provides a tradeoff of slower execution
for reduced storage space requirements over faster, existing methods. We have
demonstrated empirically that this new point-in-polygon algorithm using a sim-
ple heuristic is faster on most non-convex polygons than all the one-shot methods
presented by Haines. Only the half-plane method is faster for triangles (by 13%)
and only the 100 × 100 grid method is equally fast for quadrilaterals. Only the
grid and trapezoid methods outperform this algorithm as polygons grow large.
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We have shown that the average storage space required for this algorithm is
significantly less than for the grid and trapezoid methods.

Most of the experimental and analytical work in this paper on determining
cost of the algorithms has concentrated on point-in-polygon tests in which the
points to be tested are uniformly distributed. In particular application domains,
such as geographical information systems, test points could be heavily concen-
trated in particular regions, e.g., queries about average annual rainfall at a city
on a map. Specialized heuristics are required for non-uniform distributions, and
the performance of all the methods tested here are likely to change in this situ-
ation.

The simply-sorted heuristic for embedding the CSG tree does a better than
average job of speeding up the performance of the point-in-polygon algorithm;
however, there is significant room for improvement, especially for polygons with
many sides, as evidenced by Figure 5.

We have begun an investigation of other possible heuristics by analyzing the
cost of all the permutations of randomly-generated 4- and 5-sided polygons, to
see why the fast ones are fast and the slow ones are slow. Selection of the initial
edge to test against is often a major determinating factor in cost. We generally
want to test against an edge whose corresponding line creates a region large in
probability that is completely outside (or completely inside) the polygon. Such
an edge is often not available, and it remains unclear if there exists one or two
simple determining factors of cost in such an instance. Randomization of child
nodes is another possible heuristic for increasing average performance. Given
that the simply-sorted heuristic gives better than median or mean performance,
on average, for polygons with a few sides, randomization will not improve per-
formance here on average. For polygons with more sides this might not be the
case.

It has come to our attention that the binary decision diagram (BDD) data
structure from the field of formal verification is closely related to CSG trees and
that ordered BDDs (OBDD) [4] are closely related to ESGs. A survey of OBDDs
can be found in [5]. Reordering of variables in OBDDs is analogous to reordering
edge tests in ESGs; it is recognized as a difficult problem and finding an optimal
solution for variable ordering in an OBDD has been proven to be NP-hard [3].
With OBDDs, the chief concern is to reduce their size; with ESGs, it is to reduce
their probability-weighted average path length. It is unclear whether these two
concerns are compatible.
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Abstract. Applied research in graph algorithms and combinatorial
structures needs comprehensive and versatile software libraries. However,
the design and the implementation of flexible libraries are challenging ac-
tivities. Among the other problems involved in such a difficult field, a
very special role is played by graph classification issues.

We propose new techniques devised to help the designer and the pro-
grammer in the development activities. Such techniques are especially
suited for dealing with graph classification problems and rely on an ex-
tension of the usual object-oriented paradigm. In order to support the
usage of our approach, we devised an extension of the C++ programming
language and implemented the corresponding pre-compiler.

1 Introduction

Libraries dealing with combinatorial structures like graphs are quite often
medium-large systems because of the great variety of known algorithms and
because of the possibility of graphs to be classified in a plethora of ways. Also,
most of the existing algorithms require a large amount of software to be imple-
mented. To give an example, the GDToolkit [20] system consists of about 40, 000
lines of code. A limited list of object-oriented systems somehow related to graphs
includes: ALF [5], ffgraph [6], JDSL [15], Leda [10], and LINK [4].

Modern large software systems are usually built using object-oriented tech-
nologies and methodologies. The main motivations of this choice are: develop-
ment and maintenance time reduction, reusability of components, and extensi-
bility of the system. A key issue here is to increase the abstraction level of the
code by modeling the reality of interest with high-level representation structures.

The above mentioned goals are especially difficult to meet in the application
domain that we are considering. Our opinion is that one of the main reasons for
this difficulty is in the lack, in currently used object oriented methods and lan-
guages, of representation primitives suitable for representing complex combina-
torial structures. The experience of designing a large library of graph algorithms
� Research supported in part by the ESPRIT LTR Project no. 20244 - ALCOM-IT.
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offers a clear perception of this type of modeling problems, that are especially
related to the classification of graphs. We give an overview and an analysis of
such problems in Section 2.

The main contributions of this paper can be summarized as follows:

– We propose an extension of the object-oriented paradigm, specifically tai-
lored to tackle problems arising in the classification of graphs (Section 3).
Such an extension (called ECO) consists of new representation primitives.

– We show how to use ECO to build large graph libraries. This is done by
suggesting several design schemas. A project experience conducted with such
design schemas has put in evidence an improved flexibility of the system and
a decrease of the development time. The saving of time was mainly due to
the high abstraction level of the produced code (Section 4).

– We describe an extension of the C++ programming language that embodies
the ECO primitives. Further, we present a pre-compiler that we have imple-
mented for ECO, which gives an easy way to use the concepts of the new
paradigm (Section 5).

2 Classification Problems for Graphs

Classification is a key part in software libraries that manage combinatorial struc-
tures like graphs. In fact, each graph algorithm is suited to work on a specified
class of graphs for which given properties hold. However, notwithstanding its
importance, the actual role of graph classification is usually reduced by the flex-
ibility and the extensibility problems that a large hierarchy of graph classes
introduces (see, e.g. [5]).

In the following we briefly analyze the most, in our opinion, relevant aspects
of the interplay between graph classification problems and the object-oriented
paradigm.

2.1 Inheritance and Subclasses

Various authors point out that saying that B is a subclass1 of A can have several
meanings (for example see [12,17]).

We refer to extension subclassing if new information is added to B and each
instance of A can become an instance of B if suitably equipped with new infor-
mation (e.g. in this sense Labeled Graph is a subclass of Graph). In the following
we call extension the “added part” of B and support the “inherited part”. This
is very different from the case where no new information is added to B and there
are instances of A that are not instances of B, i.e. B is a strict subclass of A in
the mathematical sense (e.g. Connected Graph is a subclass of Graph). In this
case we talk about restriction subclassing.
1 We do not distinguish between classes and types (see [1]) because it is not relevant

to our discussion. However, what we say can be easily extended to handle such
distinction.
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The inheritance mechanisms of most object-oriented languages are well suited
in modeling extension subclassing, but fail in modeling restriction subclassing.
Namely, the restriction subclassing infringes the soundness of polymorphism be-
cause not all values that are legal for objects that belong to A are also legal for
objects that belong to B. I.e. B violates the Liskov substitution principle [9].
Hence, the programmer must either exploit the exception mechanism when the
invariant of B is violated, or, even worse, must rely on the user to behave cor-
rectly (such policies are used in libraries like Leda [10], JDSL [15], LINK [4],
and GDToolkit [20]). Such sort of situations induce the programmer to modify
A in order to consider particular situations that are actually related to B, thus
violating another well known principle, the open-closed principle: “every module
must be closed to modification and open to extensions” (first stated in [11]).

Consequently, restriction subclassing cannot be modelled in any elegant way
using standard inheritance mechanisms, unless we make use of the functional-
style design2, which is known to be rather inefficient.

2.2 Crossed Classifications

Complex combinatorial structures like graphs can be classified in a large num-
ber of ways. If more than one independent classification exist, crossed classes
must be created to give to the system complete classification capabilities. For
example, Fig. 1 shows how combining connectivity, planarity, and orientation
may give raise to several crossed classes, even if none of such classes adds new
features to the inherited ones. Of course, the number of crossed classes increases
exponentially with the classification coordinates.

This problem is especially relevant because usual object-oriented paradigms
do not allow objects to belong to more than one class. The only exception is
the usage of multiple inheritance that, however, is not helpful in decreasing the
number of subclasses.

Several authors address this problem. For example, [12] uses a “delegation
technique”, while [7] uses the “decorator pattern”. However, the proposed solu-
tions always show an overwhelming burden for the programmer and/or a quite
tricky game of conventions and limitations that cannot be expressed in a pro-
gramming language.

2.3 Multiple Decorations

There are two types of subclasses defined with the extension subclassing.

1. The added information is (if needed) univocally determined by the support.
For example, if the superclass is a graph, then the subclass might be a graph
equipped with the set of the connected components. Given a graph, such
information is univocally determined.

2 A functional-style design avoids any changes to existing objects; methods that change
the graph actually produce a new copy of the object. The class of the new copy can
also be different from the starting class.
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PlanarGraph

Graph

DirectedConnected

ConnectedGraph

ConnectedPlanar

DirectedConnectedPlanar

DirectedPlanar

DirectedGraph

Fig. 1. A hierarchy affected by the crossed classification problem.

2. The added information is not univocally determined by the support. For
example, an st-numbering of a graph is (at least partially) arbitrary.

In Case 1, it is reasonable to exploit the inheritance for adding the informa-
tion about the set of the connected components.

Case 2 is simple if we do not need to add more information (e.g. other st-
numberings or orientations). If this is true, then the usage of the inheritance
remains a reasonable choice. However, if we require the support to be extended
with other information of the same type, then it is not possible to use the inher-
itance. In other words, referring to the example, the inheritance forces to specify
just one st-numbering, while some applications may require to st-number the
vertices of the graph in several ways at the same time.

A possible solution is to instantiate one new object for each new information
(e.g. for each st-numbering) which contains the new information. It is also needed
to state links between elements of the first object (e.g. the vertices) and the new
objects (e.g. the numerical labels) by means of suitable structures (e.g. hash-
tables). Even though many libraries provide mechanisms to state such links, it
may become difficult (or even practically impossible) to maintain the consistency
among the objects when the graph changes.

2.4 Promotion Efficiency

During the execution of an algorithm a graph may change its properties. This
has the effect of virtually moving the graph to another class, where new methods
become meaningful. Further, even if the properties of a graph do not change, it
is sometimes useful, for efficency reasons, to dynamically equip the graph with
new capabilities when they are needed.

In general, when an object is promoted (demoted) from a class into its child
(parent), it requires a complete copy of the support. For example, if the graph
is recognized to be planar, and we decide to promote it into the suitable class
to take advantage of the new properties, a complete copy of the graph (with its
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“heavy” implementation structures) must be done. If the internal implementa-
tion is the same (e.g. linked), a large amount of time is wasted to make the copy.
This happens because the membership relation is usually not dynamic in the
available programming languages. The class of an object is statically defined at
the moment of its creation.

This problem can be addressed by means of the “bridge pattern” [7]. This
technique keeps separated the interface and the implementation structures using
two distinct objects linked by a pointer. In this way, it is very efficient, although
not very elegant, “to steal” the implementation from a graph to create another
graph that has an extended interface. This technique is used in GDToolkit [20].

3 New Representation Primitives for Graphs
Classification

The ECO (Extender and Classer Oriented) paradigm is an extension of the
usual object-oriented design paradigm. This means that ECO imports the set of
representation primitives usually defined in object-oriented design methodologies
and enlarges such a set with new concepts. The new concepts are expecially
targeted to address the problems illustrated in Section 2.

3.1 Extenders and E-Methods

The extender is the main new concept introduced by ECO. Extenders are classes
that have the following additional features. An extender is associated to a support-
class. An instance of an extender, called extender-object, is created over a support-
object belonging to the support-class. It cannot be created before the support-
object and it shall be destroyed before the support-object. Thus, we can talk
about the current extender-objects of a given support-object. Given a support-
class C and an extender E for C, it is possible for an instance of C to be
support for more than one instance of E. To give an example, a class Graph can
be support-class for the extenders Orientation and Embedding, so, more than one
orientation and/or embedding may be instantiated over a given graph.

When an event occurs, then the support-object can notify it to its current
extender-objects. The notification is done by using specific methods, called E-
methods. An E-method signature is defined in a support-class and the behavior
is specified in its extenders. An E-method equips an extender-object with two
capabilities. An extender-object

– can change its state when the state of the support-object changes,
– can add constraints to the possible changes of the state of the support-object

(using exception mechanisms)3.

3 Adding this kind of constraints we still violate the Liskov substitution principle, but
we obtain great flexibility (see 4)



Object-Oriented Design of Graph Oriented Data Structures 145

OnO1 .....

GX

E1 En.....

E-method declaration

E-method definition

E-method definition

E-method invocation

DeleteEdge

E
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Fig. 2. In this mixed (classes-objects) diagram, dashed lines represent instance
relationships (Ei are embeddings and Oj are orientations), thick arrows represent
method (or E-method) invocations, plain lines represent extension relationships.
When a method is invoked on a Graph G (for example DeleteEdge), the E-method
mechanism can be used to notify the event to the current extender-objects.

E-methods are invoked only in the methods of the support-class. The invo-
cation of an E-method triggers the execution of its behavior for each current
extender-object (see Fig. 2). The behavior of the E-methods is allowed to mod-
ify only the state of the extender-object, which it is invoked for. The executions
sequence is not specified. Intuitively, they can be considered parallel executions,
while the support-object waits for the termination of all of them.

Fig. 3 shows the evolution of a system in which a graph G (a support-object)
and some embedding and orientation E1, . . . , En, O1, . . . , Om for G (extender-
objects) interact. The vertical direction represents the time. Each vertical line
represents the evolution of an object. A vertical line becomes thick when a
method is executed on the corresponding object. The E-method Post Add-
Vertex(v) is invoked from a method AddVertex( ) of G. This triggers the execu-
tion on each embedding and each orientation of the behavior of Post AddVertex( )
associated to such objects. Observe that distinct extender-objects may have a
distinct behavior depending on the extenders they belong to. So, in the example,
orientations can have a behavior that is different from the behavior of embed-
dings.

The E-methods are most likely to be used in methods that change the state
of the support-object. In fact, such changes can lead to inconsistencies in the
current extender-objects. E-methods can update the extender-object or inhibith
the change in the support, depending on design choices.

For each method that performs modifications on the state of the support-
object the designer can provide an E-method that is called as soon as the method
is called. The definitions of these E-methods are supposed to inhibit the mod-
ification (i.e. throwing an exception) if the extender constraints are violated.
Two more E-methods can be provided in order to allow each extender-object to
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G

AddVertex(v)

E1, . . . , En, O1, . . . , Om

Post AddVertex(v)

t

Fig. 3. Interaction between a support-object G and its extender-objects
E1, . . . , En, O1, . . . , Om.

update its state on legal modifications of the graph. These are called before and
after the modification of the support-object.

Extenders are especially suited to support the extension subclassing where
the multiple decoration problem arises (see Section 2.3). They are useful to
dynamically change behavioral and/or structural aspects of an object during
its life-time. Further, an extender can be developed even much time after the
development of its support-class. This allows to add capabilities to the system
without changing any other part of it. The new extender will coexist with other
extenders already present in the system, and will work in conjunction with them.

3.2 Classers

The classer is the second new concept. A classer is a constrained extender for
which just one instance is allowed for a given support-object4 . In spite of the
simplicity of the definition, classers are as important as extenders and give much
more expressiveness to the paradigm.

Consider the case when new information, and operations related to it, have
to be added to an object and such information can be univocally determined
by its state by means of a functional dependency (for example the set of con-
nected components, see Section 2.3). Also, consider the need of attaching the
new information dynamically. In this case a dynamic classification system would
be needed allowing an object to change its class during its life-time. Even if ex-
tenders seem to be a good choice to support dynamic classification issues, their
capability of having more than one instance, for each support-object, yields sev-
eral disadvantages.

The main problem is that, under the above conditions, all the extender-
objects of a given support-object have the same state, because the information
4 It is important not to misidentify the constraint for the classer with the singleton

pattern [7]. More than one instance is admitted for classers overall, but only one for
each support-object.
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that they contain functionally depends on the state of the support-object. Single
extender-objects cannot change independently because of their peculiar seman-
tic. So, having more than one instance is not useful, inefficient, and conceptually
misleading.

Then, we can state that the new information and operations are conceptually
bound to the support-object. Nevertheless, the programmer has to refer explicitly
to the extender-objects using variables or pointers, as he/she refers to any other
object. Also, when classification hierarchies are non-trivial the programmer has
to deal with much more objects than he/she needs.

Classers are extenders that can have at most one instance for each support-
object. Hence, known the support-object and the classer, we can access the
underlying extender-object without maintaining an explicit reference to the
extender-object. Also, using classers restrain the user from instantiating the
extender many times, thus avoiding inefficiency.

Classers are especially suited to support the restriction subclassing and the
extension subclassing in the case of information univocally determined by the
state of the support-object (see Section 2.3). We would like to point out that
using classers in such situations avoids the crossed classification problem and
the promotion efficiency problem.

4 Using the ECO Paradigm

In this section we present some techniques especially suited to build large sys-
tems using the ECO paradigm. We provide some examples that show how ECO
addresses the problems mentioned in Section 2 while respecting the open-closed
principle and keeping extendibility and flexibility.

4.1 Using Classers to Add Structure

A library for combinatorial mathematics cannot handle all the needs that the
user could ask. So, it has to provide powerful and flexible ways to extend its
capabilities without modifying the library itself.

Many features that a non naive user can ask require addictional structures to
be maintained with a graph and updated when the graph changes (for example,
connected components set, block cut-vertex tree, etc.). Such kind of structures
are not basic features (there are many applications that do not require them) and
could be an unnecessary burden if they are not really needed. For this reason,
we prefer not to insert them into the main graph class.

Classers are particularly useful to address such problem. In fact, using classers
yields the following advantages:

– the new information can be attached when needed, so, the user is not com-
pelled to choose a cumbersome implementation at the instantiation time;

– the E-methods mechanism provides a clean way to dynamically update the
structure and permits to place the updating code in the classer definition;
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– the introduction of new classers does not require changes to old code and
the new and the old classers can be used simultaneously without any sort of
limitation, thus, obtaining good extendibility and flexibility.

Following the presented approach, classers turn out to be the natural con-
tainers for dynamic algorithms (for a similar, but ad hoc, approach see [2]).

4.2 Hierarchies of Classers and Extenders

{mually exclusive instantiation}

Connected NotConnected

Graph

C

ConnCompSet

C

Fig. 4. ConnCompSet is a classer that dynamically manage the set of connected
components. Connected and NotConnected classers represent the status of the
graph. They act like an “hook” for attaching new classers or extenders that
deals only with graphs for which the relative property holds.

In Section 3.1, we already provided an example of using extenders to model
the concepts of orientation and embedding (permitting more instances at once
of both), and in Section 4.1 we described how to use classers. Now, we describe
how each extender and classer can be a support-class, as well, accepting its own
extenders and classers, and thus, allowing even more expressiveness.

An extender can be used to associate new structures to an embedding in
order, for example, to represent the orthogonal shape of the edges5, and an
orientations can be equipped with costs and capacities to became a flow network
in conjunction with its support graph.

Using this technique the extender-objects can make up a tree. When a
support-object changes its state, the consistancy in the lower levels of the exten-
der-objects tree have to be maintained. E-methods can be easily used to address
this problem.

The depth of such tree is usually not greater then three or four levels, and con-
stant in any case (it is statically determined at compile time). On the other hand,
there is no constraint to the degree of its nodes (i.e. the number of extender-
objects). However, note that the number of extender-objects for a given support-
object are very often constant for a given algorithm and, more precisely, it does
5 In the Graph Drawing area, the sequence of left/right bends of an orthogonal draw-

ing. The shape of a graph plays an important role in algorithms like GIOTTO [14].
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not depend on the input size6. Due to the above considerations, the paradigm
allows the update to be performed in constant time for a given algorithm.

The classers can also be used to represent restriction subclassing. In fact,
we can associate a classer to a property and the presence of a classer instance
means that the given property holds for the graph, hence, the graph belong to
a specific mathematical class. In Fig. 4 we shows a design schema that permits
to dynamically attach the connected component set structure, and then (only
if such feature is present) to classify the graph as Connected or NotConnected.
The instantiation of such classers can be ascribed to the ConnCompSet classer
itself. In this way, we can provide a full-fledged module to handle connectiv-
ity with automatic dynamic classification7, that also permits further restriction
subclassing (attaching classers to Connected or NotConnected), or extenders that
can futher exploit the concept of connected component (attaching extenders to
ConnCompSet).

5 Supporting the ECO Paradigm with a Pre-Compiler

The introduction of a new paradigm is of little help if not supported by suitable
programming tools. Among several possible alternatives, we have chosen to sup-
port the ECO paradigm with a pre-compiler8. Also, we introduced an extension
of the C++ language which we call ECO C++. The pre-compiler generates code
where new constructs are replaced by standard C++ code that emulates their
semantic. Fig. 5 shows the entire compilation process.

This yields a number of advantages. The C++ language is a well know lan-
guage with many libraries and tools already available and widely used. A pre-
compiler permits to use the new paradigm with many of them. Further, it does
not require the programmer to learn a completely new language, and because of
the existence of good, portable and freely available compilers, the system works
on a wide range of platforms.

6 Using a set of extender-objects whose size grows with the input size is almost always
a misuse. In fact, using extenders implies dynamical update through E-methods,
which, in this case, takes linear time. Note that if we really need to update such a
set of objects dynamically, extenders largely simplify the work and do not increase
the computational complexity.

7 At least two design choices are possible to deal with operation that disconnect the
graph: an exeption can be thrown or the graph can be dynamically reclassified as
NotConnected.

8 For example, a pure methodological approach would force the user to write a lot of
code related to the new concepts introduced by ECO, possibly more than the code
dedicated to the problem itself.

Further, pure C++ is not powerful enough to permit to support ECO by means
of a library. The need of the metalevel can be understood observing the peculiar
declaration/definition system of the concept of E-methods.
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ECO C++
precompiler

ECO C++ source
preprocessed

ECO C++
source

ECO C++ compilation process

preprocessor
Standard C++ Standard C++

compiler
object code

C++ source

preprocessing

It does not need

Fig. 5. The ECO C++ compilation process. A pre-compilation phase has been
inserted after the preprocessing phase and before the usual compilation phase.

5.1 The ECO C++ language

ECO C++ supports the concept of extenders and E-methods by means of new
syntactic primitives. The programmer declares a support-class and an extender
by using a suitable syntax as in the example shown in Fig. 6 and 7 . The key-
word extensible introduces a declaration of a support-class in which E-methods
can be declared. E-methods are denoted by the keyword extend. The behavior
for such E-methods may be defined for each extender (the default behavior is
“do nothing”). The E-methods invocation is performed by using the keyword
call e method( ) as shown in the same figure. When the control flow reaches
such keyword the execution is dispatched to the behaviors specified in each cur-
rent extender-object.

The keyword extend denotes an extender for a specified class, when placed
in the head of a class declaration. Each constructor for the extender shall have,
as first parameter, a reference or a pointer to the support-class. The actual
parameter will be the support-object of the extender-object that is being creating
(see Fig. 7). The precompiler automatically generates code that updates the list
of the extender-objects for the given support-object. The behavior for the E-
methods may be defined by the programmer as he/she does for usual methods.

The usage of extenders is quite easy. As it can be noticed in Fig. 8, extenders
are instantiated as usual classes, but for the special meaning of the first param-
eter in the constructor. Further, the extender-objects must be destroyed before
the support-object. Note that this automatically happens if the storage class
of the instance is auto (i.e. the allocation is performed on the stack) because
the destruction order for the objects declared in a block is the reverse of the
declaration order, according to the standard C++ semantic [19,13].

ECO C++ supports the classer concept by means of the keyword dynamic.
Fig. 9 shows a declaration for a classer. All constructors have to be private
because the presence of the classer states that a given property holds. Here, we
suggest to introduce a class method (declared static) that performs the test
and eventually instantiates the classer, if admissible. We call such class method
a pseudo-constructor. The programmer does not need to maintain references to
classer instances. A special syntax makes easy to access methods of a classer and
to test if a classer is instantiated for a given support-object:



Object-Oriented Design of Graph Oriented Data Structures 151

class Graph: extensible
{
public:

// a (non E-) method
Vertex Add New Vertex();

{
call e method( Check Add New Vertex() );
call e method( Pre Add New Vertex() );
. . .
call e method( Post Add New Vertex(v) );
return v;
}

// some E-methods
extend void Check Add New Vertex()
extend void Pre Add New Vertex()
extend void Post Add New Vertex(Vertex v)
. . .

};

Fig. 6. An example of declaration of a support-class Graph written in ECO C++.

support object.{classer}.method(. . .) call the method

support object.{classer} return true if the classer is in-
stantiated.

Fig. 10 shows the usage of the classer declared in Fig. 9. It shows how to invoke
a pseudo-constructor, how to test if a classer is instantiated, and how to preform
a classer method calling.

Similar concepts are implemented in other systems, but they differ from
ECO in important aspects. The concepts of signal and slot, in Qt [16], are a
support for dynamic updating comparable to the E-methods system, but they
were born in a quite different field (GUI object component) where no needs
for complex classification arise. So, signals and slots alone are not useful in
solving the exposed classification problems. On the other hand, the Java member
classes [8] play a role similar to the extenders in ECO but they lack of dynamic
updating capabilities9. In some sense, ECO represents a fusion of these two
attracting approaches that permits completely new developments.

9 Instances of a Java inner class are always associated to another object (the “support-
object”, using ECO terminology), but Java does not provide a mechanism to dynam-
ically maintain the consistency between the two objects. Further, Java inner classes
shall be declared with the container class. So, it is impossible to create a new module
with a new inner class.
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class Labeling: extend Graph
{
public:

// ‘g’ compulsory parameter
Labeling(Graph& g) {};
˜Labeling() {}

// E-methods definitions
void Post Add New Vertex(Vertex v)

{ /∗initialize with an empty label∗/ }
. . .

// other methods
Set(Vertex, char∗){}
Get(Vertex);
. . .

};

Fig. 7. An example of declaration of an extender of Graph (see Fig. 6) written
in ECO C++.

5.2 The run-time support of ECO C++

The run-time support for the ECO C++ language has to maintain low level
structures that represent the relationships between each support-object and its
current extender-objects. The following operations have to be performed using
such structures:

– creation of an extender-object,
– deletion of an extender-object,
– invocation of an E-method.

It is easy to implement a support system that is based on linked lists and
performs a creation and a deletion taking O(1) time.

On the contrary, the invocation of an E-method takes O(k) time, where k
is the number of the current extender-objects, if the E-method execution takes
O(1) for each extender-object, which is the most common situation. However,
k is most of the time only dependent on the algorithm, as it arises from the
analysis that we made in Section 4.2.

6 Conclusions

Developing libraries of algorithms is a complex task requiring expertise both in
algorithmics and in software engineering.

In this paper we have presented techniques that are mainly related to solv-
ing graph classification problems in libraries of graph algorithms. The intro-
duced representation primitives allow the designer to model dynamically chang-
ing properties of graphs with little effort. They permit to overcome most of the
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main()
{
Graph G; // A graph
. . .

// Two labelings
Labeling L1(G); // automatic allocation
Labeling∗ L2= new Labeling(G); // dynamic allocation
. . . // use ‘L1’ and ‘L2’ accessing their methods as usual
delete L2; // A dynamically allocated object has to be deleted, as usual.
. . .
} // here L1 is deleted before G

Fig. 8. An example of usage of the extender and the support-class declared in
Fig. 8.

limitations that come out with standard object-orientation, and to reach many of
its aimed goals, like extensibility (the open-closed principle) and flexibility (reuse
of preexistent modules in different contexts). Further, the primitives allow to el-
egantly (in our opinion) express known concepts like the observer pattern [7] and
the data accessor [18].

The pre-compiler for the ECO C++ language permits to easily apply the
new concepts avoiding many of the drawbacks that typically arise when using
new paradigms. The pre-compiler is available on the Web at the address below:

http://www.dia.uniroma3.it/~pizzonia/eco

The presented ideas have born in the Graph Drawing area and specifically
during the development and usage of the GDToolkit [20] system and have already
been applied within the same project.
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Abstract. We report on experiments on the performance of various ge-
ometry kernels for the two-dimensional convex hull problem. We consider
how programming techniques and the choice of geometric representation
affect performance. In particular we investigate the cost of exact com-
putation. We use C++ as the implementation language. Our experiments
are largely based on Cgal.

1 Introduction

In introductory courses and textbooks on computational geometry planar convex
hull is often the first problem studied because the problem and the algorithmic
approaches to solve it are easy to grasp. Many different important algorithm de-
sign principles have been successfully applied to planar convex hull computation,
and so planar convex hull is often used to illustrate such techniques.

The convex hull of a set of points is the smallest (with respect to set inclusion)
convex set containing the points. The convex hull of a finite set of points S in
the plane is a convex polygon with vertices in S. The task in the planar convex
hull problem is to find the hull polygon. A simple representation of this polygon
is the (counter)clockwise sequence of its vertices. A point in S is called extreme
(with respect to S), if its removal changes the convex hull, or equivalently, if it
is a vertex of the hull polygon of S. We can state the planar convex hull problem
as follows: Given a set (or sequence) of input points, report the counterclockwise
sequence of extreme points.

The planar convex hull problem is a basic subroutine in algorithms for other
problems, e.g. the width of a point set. It is a well studied problem. The lower
bound for computing the convex hull of a set of n points is Ω(n log h), where h is
the number of extreme points [32]. There are algorithms that achieve this bound
[17,32]. The history of planar convex hull computation dates back at least to the
early 70s when Graham’s scan algorithm [25] and Jarvis’s gift-wrapping algo-
rithm [30] were published. In the late 70s and early 80s further algorithms and
variations on previous methods [45] were published [1,2,3,5,6,7,8,15,20,21,24,27],
[28,29,33]. In the early 80s the lower bound was proven and Kirkpatrick and
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Seidel presented a theoretically optimal algorithm [32]. There were also experi-
mental studies on the efficiency of the planar convex hull algorithms in practice
[5,27,36]. Since the mid 80s, there was no news on planar convex hull front, with
the notable exception of Chan’s optimal algorithm [17].

When you have to implement a convex hull algorithm, you will probably
want to implement an efficient algorithm. Although the theoretical worst-case
asymptotic running times don’t tell you all about the actual performance of an
algorithm for the small or medium size instances you want to solve, they are a
good help. But there is a bit more than choosing an efficient algorithm when
we actually have to implement an algorithm: For example, we have to address
questions like “How do we store the points?”, “How do we represent points?”,
“How should we implement our predicates?”, and we would like to know how
the options we have affect performance. This is the issue addressed in this case
study. The generic Cgal library [16] provides a unique framework for studying
such questions. In the next section, we describe our test environment. Section 3
states the results of our experiments.

2 The Test Bed

The convex hull problem as stated above permits a generic communication with
the data structures containing the input point set and the output sequence of
extreme points using the iterator concept used in the Standard Template Library
(STL), see e.g. [35]. We are interested in the performance of predicate evaluation
and the influence of point representation and design issues. In our experiments,
we therefore used code that is parameterized by the point type on which the
algorithms operate and by the predicates used to do the computations. These
types, point type and predicate types, were collected in a single parameter called
traits type. For our experiments, we used implementations of several convex hull
algorithms, some of them available as part of the current Cgal release [16]. The
declaration of all our convex hull functions looks like

template <class InputIterator, class OutputIterator, class Traits>

OutputIterator
convex_hull_points( InputIterator first, InputIterator beyond,

OutputIterator result,

const Traits& ch_traits);

where InputIterator and OutputIterator are the iterator types used for
the communication between data containers and algorithms and the Traits
parameter is supposed to provide point type Traits::Point 2 and predicate
types, for instance predicates like Traits::Leftturn(p,q,r), where p, q, and
r are of type Traits::Point 2. The traits parameter can be seen as a geometry
kernel, that provides at least the functionality required by the algorithm.

For the experiments we used an environment that let us combine various
geometry kernels with various algorithms. A snapshot of the control panel of
the test environment is shown in Fig. 1. We had 11 parameterized convex hull
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algorithms and 31 geometry kernels, plus 4 non-parameterized convex hull algo-
rithms, i.e. in total we had 345 convex hull algorithms at hand for our experi-
ments.

The test code was compiled with egcs (release 1.1.1, i.e. egcs-2.91.60) and
run on a SUN Ultra 10 with a 333 Mhz processor and 128 MB RAM under Solaris
operating system. In our tests we used Cgal with one more level of inlining than
the default of Cgal. Additional levels of inlining can be easily switched on in
Cgal. We compiled with optimization level -O3. Without the optimization we
observed a significant slow down by a factor of two to six.

We used four different generators for point sets:

(1) uniformly distributed points in a square,
(2) uniformly distributed points in a disk,
(3) non-uniformly distributed points in a disk (more points near the border),
(4) almost cocircular points.

If not stated otherwise, we generated points with integral coordinates of at most
20 bits. In order to get measurable running times on small point sets, we made
several iterations of convex hull computation.

Next, we briefly describe the generic implementations of the different algo-
rithms and the different geometry kernels we used. We start with the algorithms.

Akl-Toussaint (AT) the Cgal-1.2 implementation [16] of the throw-away-algorithm
by Akl and Toussaint [3]. It starts by computing the 4-gon1 spanned by the ex-
treme points in x- and y-directions. Points inside this 4-gon are thrown away, the
others are assigned to subproblems corresponding to the edges of the 4-gon. To
solve a subproblem, points assigned to the subproblem are sorted and subhulls are
then computed using Graham’s scan. The implementation uses a predicate called
Right of line to check sideness with respect to a line, two predicates to compare
points lexicographically (one with preference to x-coordinate, one with preference
to y-coordinate) for computing the initial points and sorting points in the sub-
problems, and a leftturn predicate to check orientation of three points. Internally
STL-containers of type vector<Traits::Point 2> are used, i.e., points are copied,
not pointers to points.2 The sorting is done using the sort routine from the STL
coming with the compiler.

waste Akl-Toussaint (wAT) like Akl-Toussaint, but now 4 arrays are used to main-
tain pointers to points. Each array allocates space for n pointers, where n is the
number of input points. That’s why we call this variant waste.

waste Akl-Toussaint 8 (wAT8) like waste Akl-Toussaint, but now initially an 8-gon
is computed in order to discard points. The additional points are the extreme points
in the diagonal directions of the Cartesian coordinate system. For this task, two
additional predicates are used.

Graham-Andrew (GAw) Andrew’s variant [7] of the Graham scan [25]. All points are first
sorted lexicographically. By a Graham scan over the sorted sequence of points, the
subhull below the line segment from smallest to largest point is computed, and
then by a scan in reverse order the subhull above that segment. During the scan,
the heuristic described in [37] is used.

1 might be degenerate, i.e. a triangle, a line segment, or even a point (if all input points
are equal)

2 Of course, using an appropriate traits class, you can always let the algorithm maintain
pointers instead of points.
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Fig. 1. The control panel of our test environment. In the left column you can
select geometry kernels to instantiate the generic algorithms in the middle col-
umn. In the right column further algorithms (using Cartesian coordinates of type
double) can be added.



160 S. Schirra

Graham-Anderson (GAs) Anderson’s variant [6] of the Graham scan. The lexicograph-
ically smallest point w is computed. Then all points are sorted in rotation order
around w, where ties are resolved by (inverse) distance to w. A predicate is used
to do comparison with respect to the rotation order around w. In all tested traits,
this predicate was implemented using the orientation test. Finally, a Graham scan
over the sorted sequence is done.

Handley (Ha) as suggested by Handley [28], this algorithm mixes discarding and sorting
points. First extreme points in x-direction are computed. The goal of the next step
is to compute the lower hull. Incrementally points are inserted in an (unbalanced)
binary search tree starting with the extreme points computed initially, where in
each step while walking down the tree points are discarded if they lie above the
line segment through their current neighbors in the subsequence inspected so far.
After processing all points a Graham scan over the sorted subset of points is done.
The upper hull is computed analogously. The implementation internally maintains
pointers to points.

Handley-Anderson (HAs) applies the idea of mixing discarding and sorting points to
Anderson’s variant of the Graham algorithm. Comparison of points is with respect
to the rotation order around the lexicographically smallest point.

Bykat (By) Cgal implementation of Bykat’s algorithm [15], which is a two-dimensional
quickhull algorithm just like Eddy’s algorithm [21,41]. The algorithm initially com-
putes the two extreme points in x-direction and partitions the point set into the
set of points above this line and the set of points below it. This gives rise to two
subhull problems. In general, a subproblem to be solved in a quickhull step has
an associated line segment, whose endpoints p and q are extreme points, and a
associated set of points, which are candidates for extreme points between the seg-
ment endpoint. A subproblem is processed as follows: If the associated point set is
not empty, the point r with maximum distance to the line segment is computed.
Points inside the triangle spanned by the line segment pq and r are thrown away.
The set of remaining points is partitioned according to the segment between p and
r. This way, two new subproblems are formed. In contrast to the implementation
of Eddy’s algorithm, this version is non-recursive. Internally, STL-vectors are used
for stack and point containers. Furthermore, STL-algorithms like partition are
used to re-arrange points in the containers.

Eddy (Ey) Cgal implementation of Eddy’s algorithm [21]. Analogous to Bykat, but
subproblems are solved recursively. Internally, STL-lists are used.

Jarvis (Ja) Cgal implementation of Jarvis’s march [30]. Starting with an initial ex-
treme point, subsequent hull points are computed one by one by computing the
minimum point with respect to rotation order around the so far last computed hull
point. Uses the same predicate for rotation order as Graham-Anderson.

IC ala LEDA (IC) Slightly modified and parameterized version of the Leda [39,38] con-
vex hull algorithm using incremental construction. Besides a test for equality of
points it uses an orientation predicate only.

For a more comprehensive description of these algorithms we refer the reader
to the standard textbooks on computational geometry and the original papers.
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We used the following traits arguments in our experiments:

C<float> uses the Cartesian Cgal kernel with single precision floating point arith-
metic. It uses point type CGAL PointC2<float> and the Cgal predicates corre-
sponding to this point type. The parameterized Cartesian Cgal kernel uses refer-
ence counting.

C<double> uses the Cartesian Cgal kernel with double precision floating point arith-
metic.

leda uses the two-dimensional floating-point geometry kernel of Leda. This kernel
uses double-precision floating-point arithmetic with Cartesian representation and
uses reference counting.

C<CGAL S int<20> > uses the Cartesian Cgal kernel with a special number type called
CGAL S int< N> for N= 20 and specialized predicates. The specialized predicates for
number type CGAL S int< N> use a static floating-point filter (see e.g. [23]) based
on the assumption that the coordinates are integral with at most N bits. Double pre-
cision floating-point arithmetic is internally used in number type CGAL S int< N>.
If the filter fails, computation is re-done with exact arithmetic using leda integer.

C<CGAL S int<32> > as above, with N= 32 (corresponding to size of int).
C<CGAL S int<53> > as above, with N= 53 (corresponding to double precision).
C<doubledouble> uses the Cartesian Cgal kernel with extended precision floating-

point arithmetic. The number type doubledouble [10] implements a floating point
arithmetic with about 30 decimal places.

C<CGAL Interval nt advanced> uses the Cartesian Cgal kernel with a “number type”
based on interval arithmetic, cf. Cgal-documentation [16]. Whenever intervals are
not disjoint in comparison operations, the represented numbers are considered to
be equal. Interval endpoints are of type double.

C<Filtered exact<double,leda real> uses the Cartesian Cgal kernel with number
type CGAL Filtered exact<double,leda real>. With this number type special
predicates are used. Coordinates are stored as doubles. In the predicates, interval
arithmetic (with interval endpoints of type double) is used as a filter to speed up
computation. If the computation with interval arithmetic does not suffice to make
a decision, coordinates are converted to leda real and the predicate is evaluated
with this number type.

C<Filtered exact<int,CGAL Gmpz> uses the Cartesian Cgal kernel with number type
CGAL Filtered exact<int,CGAL Gmpz>. Coordinates are stored as ints. In the
predicates, interval arithmetic (with interval endpoints of type double) is used
as a filter to speed up computation. If the computation with interval arithmetic
does not suffice to make a decision, coordinates are converted to arbitrary precision
integer type CGAL Gmpz and the predicate is evaluated with this number type. The
number type CGAL Gmpz is a wrapper for the Gnu multiple precision arithmetic gmp
[26]. The wrapper layer uses reference counting.

rat leda uses the two-dimensional rational geometry kernel of Leda. This kernel main-
tains homogeneous coordinates as arbitrary precision integers (leda integer). It
uses a semi-dynamic floating-point filter to speed up computation.

C<leda real> uses the Cartesian Cgal kernel with number type leda real [12,13,14],
which provides exact decisions under the arithmetic operations +,−, ∗, /, and k

√
.

leda reals use adaptive evaluation and internally maintain expression dags for
re-evaluation. A very convenient way to use exact computation.

C<Expanded double> uses the Cartesian Cgal kernel with a number type which is
called CGAL Expanded double. In this number type coordinates are maintained as
sums of double precision floats. It is based on ideas and partially also on public
domain code by Shewchuk [43,44], which extends earlier work by Priest [42] and
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Dekker [19]. If neither underflow nor overflow occurs, CGAL Expanded doubles com-
pute exact results under addition, subtraction, and multiplication operations The
initial values need not be integral.

Ed. predicates uses the Cartesian Cgal kernel with specialized predicates using
adaptive evaluation. The specialized predicates use Shewchuk’s code [43] for ori-
entation predicates and other predicates in the same style. If the filter steps fail,
CGAL Expanded double is finally used.

C<leda integer> uses the Cartesian Cgal kernel with the arbitrary precision integer
type leda integer3 from Leda.

C<CGAL Gmpz> uses the Cartesian Cgal kernel with the arbitrary precision integer
type CGAL Gmpz which is just a wrapper for the Gnu multiple precision arithmetic
gmp [26]. The wrapper layer uses reference counting.

C<leda bigfloat> 53 uses the Cartesian Cgal kernel with the floating-point number
type leda bigfloat. Among other modes this floating-point number type allows
one to fix the mantissa length (in bits). Here, the mantissa length was set to 53,
corresponding to computation with double.

C<Q< double> > uses the Cartesian Cgal kernel with number type CGAL Quotient<

double>. The type CGAL Quotient is a parameterized and slightly simplified version
of the number type leda rational. A number is maintained as a numerator and
a denominator.

C<Q<leda integer> > uses Cgal’s Cartesian kernel with number type CGAL Quotient<
leda integer>. This number type corresponds to leda rational.

H<double> uses the homogeneous kernel of Cgal with the built-in double precision
floating-point number type.

H<leda real> uses the homogeneous Cgal kernel with number type leda real.
H<leda integer> uses the homogeneous Cgal kernel with number type leda integer.
S<float> uses Cartesian representation without reference counting. Coordinates are

of type float, predicates are analogous to the Cartesian Cgal kernel.
S<double> uses Cartesian representation without reference counting. Coordinates are

of type double.
S<doubledouble> uses Cartesian coordinates of type doubledouble. Objects are not

reference counted.
S<leda real> uses Cartesian representation without reference counting. The coordi-

nates are of type leda real.
V<float> uses a Java-like geometry kernel: Classes have abstract base classes speci-

fying their interfaces, most of the member functions are declared virtual and not
declared inline. Cartesian representation is used with coordinates of type float.

V<double> as above, but with coordinates of type double.
V<leda real> As above, with coordinates of type leda real.
Cw<float> uses the Cartesian Cgal kernel with an additional wrapper layer that

gives Cartesian and homogeneous kernels a common interface. The Cartesian co-
ordinates are stored as single precision floats. It uses point type CGAL Point 2<

CGAL Cartesian< float> >, which wraps CGAL PointC2<float>. Hence it uses ref-
erence counting.

Cw<double> ++ uses the Cartesian Cgal kernel with Cgal’s additional wrapper layer.
It uses double precision floating point arithmetic and the corresponding predi-
cates, but does a few additional test to increase robustness. For example, in the
comparison predicate for counterclockwise rotation order, points to be compared
are checked for equality with the rotation center before an orientation predicate is
called.

3 Note that leda integer uses assembler code for the test machine (just like
CGAL Gmpz), while they don’t do so on other machines.
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3 Selected Performance Issues

In this section we give examples on the typical performance with different ge-
ometry kernels. In order to verify that the parameterization of our code does
not cause inherent overhead and to show the competitiveness of the generic
implementations we run our experiments on the following convex hull code as
well:

Clarkson’s Clarkson’s nice planar convex hull code that fits on the back of a business
card [18]. Modified to output points instead of indices. Uses qsort() internally.
Reads points from an array and outputs point to an array.

leda CONVEX HULL (IC) Leda’s standard convex hull algorithm for its floating-point
geometry kernel. Uses incremental construction. Operates on leda lists.

leda CONVEX HULL S Leda’s convex hull sweep algorithm for its floating-point geome-
try kernel. Sorts the points and adds them in sorted order as described in [29], see
also [22]. Operates on leda lists.

leda CONVEX HULL OLD convex hull algorithm for Leda’s floating-point geometry ker-
nel. It has a throw-away preprocessing step similar to the Akl-Toussaint algorithm.
After the preprocessing step, points are added incrementally as in Leda’s new
standard convex hull algorithm. Operates on leda lists.

Figures 2 - 5 show the performance of these algorithms and the parameter-
ized algorithms with geometry kernel C<double> for a sets of 1000 points in a
square, in a disk, a biased disk, and almost on a circle, respectively. We find
that bar charts illustrate the typical behavior much better than lots of columns
of running times, since we are interested in the ratio of the running times for
the tested combinations rather than precise numerical values. After all, there are
always small errors in measurement. With each bar you see an abbreviation for
the algorithm used as well as the name of the geometry kernel. The horizontal
extension of a bar is proportional to the running time, which is shown on the
left. The slowest algorithm has a bar of maximal size. Further comparisons of
running times with respect to the algorithms are given in figures 18 and 19.

3.1 Cost of (Exact) Arithmetic

We start with a representative sample of traits classes with different arithmetic
plugged into algorithm Handley. Fig. 6 shows a bar chart of the running times
for a set of 1000 points in a disk. We did not add a kernel using leda bigfloat
with precision fixed to 53 to the sample in Fig. 6, because it was so slow, a factor
of 10 slower than leda integer.

Arbitrary precision integer arithmetic is well known to be expensive. Not
surprisingly we made the same observation. Karasick et al. [31] already report on
slow down factors of several orders of magnitude. Of course, the factor depends
on the arithmetic demand of the algorithm (which is low in all algorithms of
the test set) and the efficiency of the arbitrary precision integer arithmetic. In
Fig. 7 we compared two arbitrary precision integer types: leda integer and
the Cgal number type CGAL Gmpz, which is a reference counted number type
wrapping the Gnu multiple precision integer package gmp [26]. The wrapping
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0.45 wAT8 C<double>

0.48 wAT C<double>

0.58 By C<double>

0.64 Ha C<double>

0.72 AT C<double>

0.75 Ey C<double>

0.75    leda CONVEX_HULL (IC)

0.78    leda CONVEX_HULL_OLD

0.88 IC C<double>

0.89 HAs C<double>

1.07 GAw C<double>

1.47 Ja C<double>

1.78 GAs C<double>

1.80    Clarkson’s

2.31    leda CONVEX_HULL_S

Fig. 2. Running times of the different algorithms with double precision floating
point arithmetic. Points were uniformly distributed in a square and had integral
coordinates of at most 20 bits. Running times are for 500 iterations.

0.43 wAT C<double>

0.46 wAT8 C<double>

0.56 AT C<double>

0.64 By C<double>

0.68 Ha C<double>

0.80    leda CONVEX_HULL (IC)

0.87 Ey C<double>

0.92 IC C<double>

0.92    leda CONVEX_HULL_OLD

1.05 GAw C<double>

1.10 HAs C<double>

1.73 GAs C<double>

1.76    Clarkson’s

2.30    leda CONVEX_HULL_S

2.94 Ja C<double>

Fig. 3. Running times of the different algorithms with double precision floating
point arithmetic. Points were uniformly distributed in a disk and had integral
coordinates of at most 20 bits. Running times are for 500 iterations.
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0.52 wAT C<double>

0.56 wAT8 C<double>

0.68 Ha C<double>

0.77 AT C<double>

0.79 By C<double>

0.81    leda CONVEX_HULL (IC)

0.95 IC C<double>

1.05 Ey C<double>

1.10    leda CONVEX_HULL_OLD

1.11 GAw C<double>

1.17 HAs C<double>

1.72    Clarkson’s

1.80 GAs C<double>

2.32    leda CONVEX_HULL_S

Fig. 4. Running times of the different algorithms with double precision floating
point arithmetic. Points had integral coordinates of at most 20 bits and are in a
biased disk (with increased probability near the border). Running times are for
500 iterations.

0.82 wAT C<double>

0.99 wAT8 C<double>

1.17 AT C<double>

1.18 GAw C<double>

1.24    Clarkson’s

1.47 Ha C<double>

1.74 GAs C<double>

2.07 By C<double>

2.29 HAs C<double>

2.50    leda CONVEX_HULL_S

2.88 Ey C<double>

3.42 IC C<double>

3.56    leda CONVEX_HULL (IC)

3.98    leda CONVEX_HULL_OLD

Fig. 5. Running times of the different algorithms with double precision floating
point arithmetic. Points had integral coordinates of at most 20 bits and are
(almost) on a circle. Running times are for 500 iterations.
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0.12 Ha C<float>

0.12 Ha C<double>

0.19 Ha C< S_int<20> >

0.21 Ha leda

0.30 Ha C<Ed predicates>

0.45 Ha C<Filtered_exact<int,Gmpz> >

0.52 Ha rat_leda

0.87 Ha C<doubledouble>

2.57 Ha C<Expanded_double>

2.63 Ha C<leda_real>

3.10 Ha C<leda_integer>

Fig. 6. Running times (for 100 iterations) for Handley (Ha) on non-uniformly
distributed points (with integral coordinates of at most 20 bits) in a disk.

gives the gmp, which is written in C, the natural syntax for usage within C++.
Fig. 7 shows typical ratio of running times for the two integer types with the
Cartesian Cgal kernel. Note that all the numbers arising during computation
were very small. Thus, one cannot conclude anything on the performance of these
types on larger integers. As can be seen in Fig. 6, the kernels C<doubledouble>
and C<Expanded double> faster than the arbitrary precision integer types.

2.47 AT C<leda_integer>

8.10 AT C<Gmpz>

3.61 By C<leda_integer>

13.36 By C<Gmpz>

Fig. 7. Performance of Akl-Toussaint (AT) and Bykat (By) with different inte-
ger types.

The goal of adaptive evaluation is to avoid computation with higher precision
if it is not needed for reliable decisions. The simplest form are static floating-
point filters. Based on a bound on the size of the (integral) operands error
bounds for the values computed in the predicates are computed a priori. A sign
test simply compares the absolute computed value to the error bound. Only if
the error bound is larger, the actual value of an expression and the computed
approximation might have different signs. If the error bound can not verify the
sign, the expression is re-evaluated using exact arithmetic. Such a filter is used
in C<CGAL S int<N>, where N is a bound on the number of bits of the integral
operands in an expression. The quality of such a filter depends on how good the
a priori known size bound N matches the actual sizes of the operands. Figures 8
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and 9 illustrate the dependence on the number of bits in the input coordinates.
Static filters fail more often and cause exact re-calculation, if the size bound is
not tight.

0.25 GAw C< S_int<20> >

0.29 GAw C< S_int<32> >

2.33 GAw C< S_int<53> >

Fig. 8. C<CGAL S int<20> > vs. C<CGAL S int<32> > and C<CGAL S int<53> >
on input data with coordinates of at most 20 bits.
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GAw C< S_int<53> >

Fig. 9. Dependence on the number of bits. Note that C<CGAL S int<20> > does
not guarantee exact decisions for coordinates with more than 20 bits.

With a semi-dynamic filter, bounds on the sizes of the operands are computed
at run time. Some factors in the error bound, that depend on the expression
only, are still computed a priori. Such a filter is used in rat leda, the rational
geometry kernel of Leda. Semi-dynamic filters give better error bounds.

A fully-dynamic filter is used in the leda reals. The error bound is com-
pletely determined at run time. leda real provide a very general and easily
applicable way of exact computation. There is no need to derive error bounds
while implementing the predicates. The convenience has its price, but the adap-
tive evaluation keeps the cost in a reasonable range in our case.

Interval arithmetic [4,40,11] can also be used as a fully dynamic filter: First,
all computations in a predicate are done with interval arithmetic. Only if the
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0.32 Ha C<double>

0.36 AT C<double>

0.49 Ha C< S_int<20> >

0.52 AT C< S_int<20> >

0.67 AT C<Ed predicates>

0.78 Ha C<Ed predicates>

1.10 AT C<Filtered_exact<int,Gmpz> >

1.22 Ha C<Filtered_exact<int,Gmpz> >

1.33 AT C<Filtered_exact<double,leda_real> >

1.33 AT rat_leda

1.35 Ha C<Filtered_exact<double,leda_real> >

1.36 Ha rat_leda

5.68 AT C<Expanded_double>

6.50 AT C<leda_real>

6.86 Ha C<Expanded_double>

7.06 Ha C<leda_real>

Fig. 10. Running times for different kernels supporting exact computation and
for C<double> for 1000 points in a disk with algorithms Handley (Ha) and Akl-
Toussaint (AT).

computed intervals do not allow for reliable comparison (for instance, if the inter-
val enclosing a numerical value, whose sign has to be determined, contains zero),
the computation is re-done in a second step using exact computation. In Cgal,
this technique is used in the predicates for number type CGAL Filtered exact<
NumberType1, NumberType2 >. The number type NumberType1 is used to store
the coordinates. In a predicate, the numerical data are first converted into inter-
vals with endpoints of type double. Then the predicate is evaluated with interval
arithmetic. If during this evaluation, a comparison operation cannot make a re-
liable decision because the intervals to be compared do overlap, an exception4

is thrown which is then caught by a code block that re-does the computation.
In this latter step the data are converted to number type NumberType2 and the
predicate is now evaluated with the arithmetic of this type.

Shewchuk [43] provides exact predicates for points with Cartesian double
coordinates (not necessarily integral). Before a filter he uses further tests to
speed up reliable decision making with floating-point arithmetic. As one can see
in Fig. 10, the tests are quite effective.

The above geometry kernels supporting exact computation have quite differ-
ent capabilities. For CGAL S int< > one needs a tight a priori known bound
on the size of the integral input data. No such bound is needed for using
CGAL Filtered exact<int,CGAL Gmpz>. The kernel with CGAL Filtered exact
<double,leda real> and the kernel based on Shewchuk’s code can handle non-

4 using the exception handling mechanism of C++
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integral data as well. The rat leda kernel supports rational arithmetic and can
even be used in cascaded computations. Besides rational arithmetic, leda reals
support root operations, too. Using leda real in Cgal’s kernels gives an easy
to use and general way of exact geometric computation, but it is also more
expensive than the more specialized approaches.

3.2 Arithmetic Demand and Number Types

It can be seen in Fig. 11, that Bykat is faster than Graham-Andrew for the built-
in floating-point types while Bykat is slower for the expensive number types.
The reason is the higher arithmetic demand [9,34] of the Bykat algorithm. In
the worst-case, the demand is the same for both algorithms, both have degree 2.
While all predicates in Bykat have degree 2, the comparisons in the sorting step
of Graham-Andrew have degree 1 only. This pays off for expensive number types.
For such reasons, the ranking of the algorithms with slower arithmetic can be
quite different from the ranking with fast arithmetic.

0.31 By C<float>

0.31 By C<double>

0.48 GAw C<float>

0.51 GAw C<double>

1.98 GAw C<doubledouble>

2.51 By C<doubledouble>

Fig. 11. Performance of Bykat and Graham-Andrew on different number types.
Which one is faster depends on the cost of the arithmetic.

3.3 Coordinate Representation

In Cgal, a user can choose between Cartesian and homogeneous coordinates.
Homogeneous representation has an additional coordinate that can be seen
as a common denominator for Cartesian coordinates. A point p with homo-
geneous coordinates (phx, phy, phw) with phw �= 0 has Cartesian coordinates
(phx/phw, phy/phw). In homogeneous geometry kernels division can be avoided.
In figures 12 and 13 we compare kernels with homogeneous and Cartesian coor-
dinates of the same number type. Furthermore, we compare them to a Cartesian
kernel, whose coordinates are quotients of this number type. Not surprisingly,
the experiments show that the homogeneous kernels are slower than the Carte-
sian kernels with the same number type. If we use a parameterized quotient type
with the same number type in the Cartesian kernel, it turns out that it is slower
than the corresponding homogeneous kernel, as expected.
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0.43 Ey C<double>

2.16 Ey C<Q<double> >

0.52 Ey H<double>

0.56 IC C<double>

2.77 IC C<Q<double> >

0.67 IC H<double>

Fig. 12. Performance of homogeneous and Cartesian kernels with number type
double.

0.89 Ey C<leda_integer>

4.37 Ey C<Q<leda_integer> >

2.25 Ey H<leda_integer>

1.64 IC C<leda_integer>

7.76 IC C<Q<leda_integer> >

3.45 IC H<leda_integer>

Fig. 13. Performance of homogeneous and Cartesian kernels with number type
leda integer.

3.4 Influence of Reference Counting

To investigate the cost of reference counting we used a second kernel template
with Cartesian representation. Use of reference counting slows down coordinate
access, since objects refer to the shared representation via a pointer. Copying
redirects a pointer and updates reference counters. Depending on the size of the
objects, the number of copying operations performed, and the number of coordi-
nate access operations, this strategy may or may not pay off. The C< > kernels
use reference counted points, the S< > kernels always copy their coordinates.
In figures 14 and 15 we used algorithms Bykat and IC ala LEDA. Furthermore,
we used an algorithm that copies the points, sorts them lexicographically, and
report as many points as there are hull points. We call it copy and sort (c&s).
The figures show, that the reference counting doesn’t help for small number
types. If a number type needs more space, e.g. a leda real has twice the size
of a double, the reference counting leads to slightly better performance. It has
to be added, that the behavior under reference counting and the answer to the
question when is it worth to use it also depend on caching and memory effects.

3.5 Library Design and Style Issues

The generic-programming style with templates supports inlining which in turn
allows the compiler to a better job in optimizing the code. We compared the
Cgal kernels (with one more level of inlining) with a different more Java-like
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0.42 c&s S<float>

0.43 By S<float>

0.51 By S<double>

0.59 By C<float>

0.59 By C<double>

0.61 c&s S<double>

0.68 IC S<float>

0.80 IC S<double>

0.81 c&s C<float>

0.83 IC C<float>

0.85 c&s C<double>

0.88 IC C<double>

Fig. 14. Reference counted (C<>) versus non-reference counted (S<>) points for
small size number types (1000 random points in a square, 500 iterations).

design, where we made all access member functions virtual and did not inline
them. This slows down the algorithms significantly, even more than adaptive
exact computation does, see Fig. 16.

The additional wrapper layer for unifying the interface of Cartesian and
homogeneous kernel in Cgal does not cause any slow down. It is optimized away
by the compiler. Both C<float> and Cw<float> showed the same performance
in our experiments. Because of the additional tests for increasing robustness
Cw<double> ++ was slightly slower than C<double>.

Finally, we compared running times for the Leda floating point kernel leda
and C<double> in Fig. 17. Most of the predicates in both kernels are very similar.
However, some of the predicates in leda are not inlined, but calls of library
functions. The crucial predicates in Eddy are inlined, and hence the difference in
running times is less significant for this algorithm.

4 Conclusions and Future Work

Most of the experiments we did confirmed our expectation. The most notable
observation might be that adaptive exact computation in a design that supports
optimization by the compiler very well is less expensive than a Java-style design
that hinders optimization.

In the future we will add experiments with cascaded computation, e.g. com-
puting the convex hull of the intersection points of a set of line segments. For
such computations Cartesian kernels with integral number types will not suffice
anymore. We will also further complete the algorithmic component by adding a
divide & conquer algorithm to the set of test algorithms, the optimal marriage-
before-conquest algorithm [32], which is, however, unlikely to be competitive for
small size problems, see [36], and Chan’s algorithm [17]. A first experiments with
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0.49 c&s S<doubledouble>

0.51 c&s C<doubledouble>

0.97 By C<doubledouble>

1.11 By S<doubledouble>

1.14 IC C<doubledouble>

1.19 IC S<doubledouble>

1.24 c&s C<leda_real>

1.50 c&s S<leda_real>

3.01 By C<leda_real>

3.38 By S<leda_real>

3.47 IC C<leda_real>

3.51 IC S<leda_real>

Fig. 15. Reference counted (C<>) versus non-reference counted (S<>) points for
larger number types (1000 random points in a square, 100 iterations).

0.28 Ha S<double>

0.29 AT S<double>

0.33 Ha C<double>

0.35 By S<double>

0.37 By C<double>

0.37 GAw S<double>

0.38 AT C<double>

0.52 GAw C<double>

0.67 AT C<Ed predicates>

0.72 GAw C<Ed predicates>

0.87 Ha C<Ed predicates>

0.89 By C<Ed predicates>

1.46 Ha V<double>

1.56 GAw V<double>

1.62 AT V<double>

1.87 By V<double>

Fig. 16. Cartesian Cgal kernel with inlining and non-virtual member functions
(C<>) versus a kernel with non-inlined virtual member functions (V<>). Moreover,
the Cartesian kernel with Ed. predicates was run on the same point set.
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0.43 Ey C<double>

0.49 Ey leda

0.50 GAw C<double>

0.91 GAw leda

Fig. 17. Running times (for 250 iterations) for Eddy (Ey) and Graham-Andrew
(GAw) on uniformly distributed points in a disk.

an implementation of Chan’s algorithm, it was not competitive for the problem
size we looked at. We also might add variations on quickhull, where new extreme
points are computed such that subproblem sizes are balanced. This would give
further worst-case optimal algorithms.
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Design and Implementation of the Fiduccia-Mattheyses
Heuristic

for VLSI Netlist Partitioning�

Andrew E. Caldwell, Andrew B. Kahng and Igor L. Markov

UCLA Computer Science Dept., Los Angeles, CA 90095-1596

Abstract. We discuss the implementation and evaluation of move-based hypergraph
partitioning heuristics in the context of VLSI design applications. Our first contri-
bution is a detailed software architecture, consisting of seven reusable components,
that allows flexible, efficient and accurate assessment of the practical implications
of new move-based algorithms and partitioning formulations. Our second contribu-
tion is an assessment of the modern context for hypergraph partitioning research for
VLSI design applications. In particular, we discuss the current level of sophistica-
tion in implementation know-how and experimental evaluation, and we note how
requirements for real-world partitioners – if used as motivation for research – should
affect the evaluation of prospective contributions. We then use two “implicit deci-
sions” in the implementation of the Fiduccia-Mattheyses [20] heuristic to illustrate
the difficulty of achieving meaningful experimental evaluation of new algorithmic
ideas.

1 Introduction: Hypergraph Partitioning
in VLSI Design

Given a hyperedge- and vertex-weighted hypergraph H � �V�E�, a k-way partitioning of
V assigns the vertices to k disjoint nonempty partitions. The k-way partitioning problem
seeks to minimize a given cost function c�Pk� whose arguments are partitionings. A stan-
dard cost function is net cut,1 which is the sum of weights of hyperedges that are cut by
the partitioning (a hyperedge is cut exactly when not all of its vertices are in one partition).

Constraints are typically imposed on the partitioning solution, and make the prob-
lem difficult. For example, certain vertices can be fixed in particular partitions (fixed con-
straints). Or, the total vertex weight in each partition may be limited (balance constraints),
which results in an NP-hard formulation [21]. Thus, the cost function c�Pk� is minimized
over the set of feasible solutions S f , which is a subset of the set of all possible k-way par-
titionings. Effective move-based heuristics for k-way hypergraph partitioning have been
pioneered in such works as [36], [20], [9], with refinements given by [38], [42], [26], [40],
[18], [4], [12], [25], [34], [19] and many others. A comprehensive survey of partitioning
formulations and algorithms, centered on VLSI applications and covering move-based,
� This research was supported by a grant from Cadence Design Systems, Inc. Author contact e-mail:
fcaldwell,abk,imarkovg@cs.ucla.edu.

1 Or simply cut, as in minimum cut partitioning. Note that in the VLSI context, a circuit hypergraph is called a netlist; a
hyperedge corresponds to a signal net, or net; and a vertex corresponds to a module.

M.T.Goodrich, C.C.McGeoch (Eds.): ALENEX’99, LNCS 1619, pp.177-193, 1999.
�	 Springer-Verlag Berlin Heidelberg 1999



spectral, flow-based, mathematical programming-based, etc. approaches, is given in [5]. A
recent update on balanced partitioning in VLSI physical design is provided by [31].

1.1 The VLSI Design Context

VLSI design has long provided driving applications and ideas for hypergraph partitioning
heuristics. For example, the methods of Kernighan-Lin [36] and Fiduccia-Mattheyses [20]
form the basis of today’s move-based approaches. The method of Goldberg-Burstein [24]
presaged the multilevel approaches recently popularized in the parallel simulation [22],
[27], [32] and VLSI [3],[34],[4] communities. As noted in [5], applications in VLSI design
include test; simulation and emulation; design of systems with multiple field-programmable
devices; technology migration and repackaging; and top-down floorplanning and place-
ment.

Depending on the specific VLSI design application, a partitioning instance may have
directed or undirected hyperedges, weighted or unweighted vertices, etc. However, in all
contexts the instance represents – at the transistor-level, gate-level, cell-level, block-level,
chip-level, or behavioral description module level – a human-designed system. Such in-
stances are highly non-random. Many efforts (e.g., [30], [14], [23], [8]) have used statis-
tical attributes of real-world circuit hypergraphs (based on Rent’s parameter [39], shape,
depth, fanout distribution, etc.) to generate random hypergraphs believed relevant to eval-
uation of heuristics. These efforts have not yet met with wide acceptance in the VLSI
community, mostly because generated instances do not guarantee “realism”. Hence, the
current practice remains to evaluate new algorithmic ideas against suites of benchmark
instances.

In the VLSI partitioning community, performance of algorithms is typically evalu-
ated on the ACM/SIGDA benchmarks now maintained by the Collaborative Benchmarking
Laboratory at North Carolina State University http�www�cbl�ncsu�edu�benchmarks.2
Alpert [2] noted that many of these circuits no longer reflect the complexity of modern
partitioning instances, particularly in VLSI physical design; this motivated the release of
eighteen larger benchmarks produced from internal designs at IBM [1].3

Salient features of benchmark (real-world) circuit hypergraphs include

– size: number of vertices can be up to one million or more (instances of all sizes are
equally important).

– sparsity: average vertex degrees are typically between 3 and 5 for cell-, gate- and
device-level instances; higher average vertex degrees occur in block-level design.

– number of hyperedges (nets) typically between 0.8x and 1.5x of the number of vertices
(each module typically has only one or two outputs, each of which represents the
source of a new signal net).

– average net sizes are typically between 3 to 5.
– a small number of very large nets (e.g., clock, reset, test) connect hundreds or thou-

sands of vertices.
2 These benchmarks are typically released by industry or academic designers at various workshops and conferences (e.g.,

LayoutSynth90, LayoutSynth92, Partitioning93, PDWorkshop93, ...).
3 While those benchmarks are now used in most partitioning papers, we would like to stress that they present considerably

harder partitioning problems than earlier available benchmarks available from http���www�cbl�ncsu�edu�benchmarks,
primarily due to more esoteric distributions of node degrees and weights. See, e.g., Tables 6, 4 and 5.
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Statistics for circuit benchmarks used in our work are given in Tables 4, 5 and 6.
Partitioning heuristics must be highly efficient in order to be useful in VLSI design.4

As a result – and also because of their flexibility in addressing variant objective functions –
fast and high-quality iterative move-based partitioners based on the approach of Fiduccia-
Mattheyses [20] have dominated recent practice.

1.2 The Fiduccia-Mattheyses Approach

The Fiduccia-Mattheyses (FM) heuristic for bipartitioning circuit hypergraphs [20] is an
iterative improvement algorithm. Its neighborhood structure is induced by single-vertex,
partition-to-partition moves.5 FM starts with a possibly random solution and changes the
solution by a sequence of moves which are organized as passes. At the beginning of a
pass, all vertices are free to move (unlocked), and each possible move is labeled with the
immediate change in total cost it would cause; this is called the gain of the move (positive
gains reduce solution cost, while negative gains increase it). Iteratively, a move with high-
est gain is selected and executed, and the moving vertex is locked, i.e., is not allowed to
move again during that pass. Since moving a vertex can change gains of adjacent vertices,
after a move is executed all affected gains are updated. Selection and execution of a best-
gain move, followed by gain update, are repeated until every vertex is locked. Then, the
best solution seen during the pass is adopted as the starting solution of the next pass. The
algorithm terminates when a pass fails to improve solution quality.

The FM algorithm can be easily seen to have three main operations: (1) the computa-
tion of initial gain values at the beginning of a pass; (2) the retrieval of the best-gain (fea-
sible) move; and (3) the update of all affected gain values after a move is made. The con-
tribution of Fiduccia and Mattheyses lies in observing that circuit hypergraphs are sparse,
so that any move gain is bounded between two and negative two times the maximal ver-
tex degree in the hypergraph (times the maximal edge weight, if edge weights are used).
This allows hashing of moves by their gains: all affected gains can be updated in linear
time, yielding overall linear complexity per pass. In [20], all moves with the same gain are
stored in a linked list representing a “gain bucket”.

1.3 Contributions of This Paper

In this paper, we discuss the implementation and evaluation of move-based hypergraph
partitioning heuristics, notably the FM heuristic, in the context of VLSI design applica-
tions. Our first contribution is a detailed software architecture, consisting of seven reusable
components, that allows flexible, efficient and accurate assessment of the practical impli-
cations of new move-based algorithms and partitioning formulations. Our second contri-
bution is an assessment of the modern context for hypergraph partitioning research for
4 For example, a modern top-down standard-cell placement tool might perform timing- and routing congestion-driven recursive

min-cut bisection of a cell-level netlist to obtain a “coarse placement”, which is then refined into a “detailed placement”
by stochastic hill-climbing search. The entire placement process in currently released tools (from companies like Avant!,
Cadence, CLK CAD, Gambit, etc.) takes approximately 1 CPU minute per 6000 cells on a 300MHz Sun Ultra-2 uniprocessor
workstation with adequate RAM. The implied partitioning runtimes are on the order of 1 CPU second for netlists of size
25,000 cells, and 30 CPU seconds for netlists of size 750,000 cells [16]. Of course, we do not advocate performance tuning to
match industrial-strength runtimes. However, absent other justifications, “experimental validation” of heuristics in the wrong
runtime regimes (say, hundreds of CPU seconds for a 5000-cell benchmark) has no practical relevance.

5 By contrast, the stronger Kernighan-Lin (KL) heuristic [36] uses a pair-swap neighborhood structure.
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VLSI design applications. In particular, we discuss the current level of sophistication in
implementation know-how and experimental evaluation, and we note how requirements for
real-world partitioners – if used as motivation for research – should affect the evaluation
of prospective contributions. We then use two “implicit decisions” in the implementation
of the FM heuristic to illustrate the difficulty of achieving meaningful experimental evalu-
ation of new algorithmic ideas. Finally, we provide brief anecdotal evidence that our pro-
posed software architecture is conducive to algorithm innovation and leading-edge quality
of results.

2 Architecture of a Move-Based Partitioning Testbench

In this section, we describe a seven-component software architecture for implementation
of move-based partitioning heuristics, particularly those based on the FM approach. By
way of example, we reword the Fiduccia-Mattheyses algorithm in terms of these seven
software components. By carefully dividing responsibilities among components we at-
tempt to provide the implementation flexibility and runtime efficiency that is needed to
evaluate the practical impact of new algorithmic ideas and partitioning formulations.

2.1 Main Components

Common Partitioner Interface. Formally describes the input and output to partitioners
without mentioning internal structure and implementation details. All partitioner im-
plementations then conform to this input/output specification.

Initial Solution Generator. Generates partitionings that satisfy given constraints, typi-
cally using randomization in the construction.

Incremental Cost Evaluator. Evaluates the cost function for a given partitioning and dy-
namically maintains cost values when the partitioning is changed by applying moves.
Updates typically should be performed in constant time.

Legality Checker. Verifies whether a partitioning satisfies a given constraint. The Legal-
ity Checker is used to determine the legality of a move. Multiple constraints may be
handled with multiple legality checkers.

Gain Container. A general container for moves, optimized for efficient allocation, re-
trieval and queueing of available moves by their gains. Moves can be retrieved by,
e.g., the index of the vertex being moved, and/or the source or destination partition.
The Gain Container supports quick updates of the gain for a move, and fast retrieval
of a move with the highest gain. The Gain Container is also independent of the incre-
mental cost evaluator and legality checker; it is populated and otherwise managed by
the Move Manager.

Move Manager. Responsible for choosing and applying one move at a time. It may rely
on a Gain Container to choose the best move, or randomly generate moves. It can
undo moves on request. If used in pass-based partitioners, it incrementally computes
the change in gains due to a move, and updates the Gain Container.
The Move Manager maintains “status information”, such as the current cost and how
each partition is filled. It may be controlled by the caller via parameter updates before
every move selection (e.g. a temperature parameter in simulated annealing).
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Pass-Based Partitioner (proper). Solves “partitioning problems” by applying incremen-
tally improving passes to initial solutions. A pass consists of legal moves, chosen and
applied by the move manager. Within a pass, a partitioner can request that the Move
Manager undo some of the moves, i.e. perform inverse moves. The Pass-Based Parti-
tioner is an implementation of the Common Partitioning Interface.

This modularity allows for separate benchmarking and optimization of most compo-
nents. It also provides flexibility to use multiple alternative implementations relevant to
special cases.6 A fundamental facility enabling such modularity is a common efficient
hypergraph implementation.7

2.2 Component Descriptions

We now give somewhat more detailed component descriptions, omitting three components
for which implementation choices are less critical.

Incremental Cost Evaluator Initialized with a hypergraph, the Incremental Cost Eval-
uator is responsible for evaluating the cost function for a given partitioning, and incre-
mentally maintaining this value when the partitioning changes (i.e., a vertex is moved).
When the cost function is computed as sum of hyperedge costs, those costs should also be
maintained and available.

Efficient implementations typically maintain an internal state, e.g. relevant statistics,
for each hyperedge. This facilitates efficient constant-time cost updates when single moves
are performed. An Evaluator whose values are guaranteed to be from a small (esp. finite)
range should be able to exploit this range to enable faster implementations of the Gain
Container (e.g. buckets versus priority queues).
Interface:

– Initialize (internal structures) with a hypergraph and a partitioning solution.
– Report current cost (total or of one net) without changing internal state.
– Complete change of internal state (re-initialization) for all vertices and nets.
– Incremental change of internal state (for all nets whose cost is affected or for a given

net) due to one elementary move without updating the costs.8

6 For example, many optimizations for 2-way partitioning from the general k-way case can be encapsulated in the evaluator.
On the other hand, in our experience optimizing the Gain Container for 2-way is barely worth maintaining separate pieces of
code.

7 A generic hypergraph implementation must support I/O, statistics, various traversals and optimization algorithms. However,
no such implementation will be optimal for all conceivable uses.

In particular, the excellent LEDA library is bound to have certain inefficiencies related to hypergraph construction and
memory management. We decided to implement our own reusable components based on the Standard Template Library and
optimize them for our use models.

Features directly supported by the hypergraph component include memory management options, conversions, I/O, various
construction options such as ignoring hyperedges of size less than 2 or bigger than a certain threshold, lazily executed calls
for sorting nodes or edges in various orders etc. Many trade-off had to be made, e.g. the hypergraph objects used in critical
pieces of code have to be unchangeable after their initial construction so as to allow for very efficient internal data structures.

None of the many existing generic implementations we reviewed was sufficiently malleable to meet our requirements
without overwhelming their source code by numerous compiler �defines for adapting the code to a given use model. Having
complete control over the source code and internal interfaces also allows for maximal code reuse in implementing related
functionalities.

8 Changing the state of one net will, in general, make the overall state of the evaluator inconsistent. This can be useful, however,
for “what-if” cost lookups when a chain of incremental changes can return to the original state.
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Gain Container The Gain Container stores all moves currently available to the partitioner
(these may not all be legal at a given time) and prioritizes them by their gains (i.e., the
immediate effect each would have on the total cost). A container of move/gain pairs is
defined by the interface below, which allows quick updates to each and any move/gain
pair after a single move.

A Gain Container should be able to find the move with highest gain quickly, possibly
subject to various constraints such as a given source or destination partition, and may
provide support for various tie-breaking schemes in order to choose the best move among
the moves with highest gain. A Gain Container does not initiate gain updates by itself and
is not aware of Cost Evaluators, the Move Manager, or how the gains are interpreted. Gain
Containers do not need to determine the legality of moves. This makes them reusable for
a range of constrained partitioning problems. Faster implementations (e.g. with buckets)
may require that the maximal possible gain be known.
Interface:

– Add a move to the Container, given the gain.
– Get the gain for a move.
– Set the gain for a move (e.g. to update).
– Remove a move from the Container.
– Find a move of highest gain.
– Invalidate current highest gain move, in order to request the next highest gain move.9

Typically applied if the current highest gain move appears illegal.
– Invalidate current highest gain bucket to access the next highest gain bucket.

The primary constituents of a Gain Container are a repository and prioritizers.

Repository for gain/move pairs handles allocation and deallocation of move/gain pairs,
and supports fast gain lookups given a move.

Prioritizer finds a move with highest gain. In addition, may be able to choose choose
best-gain moves among moves with certain properties, such as a particular destina-
tion or source partition. Updates gains and maintains them queued, in particular, is
responsible for tie-breaking schemes.

We say that some moves stored in the repository are prioritized when they participate
in the prioritizer’s data structures. Not prioritizing the moves affecting a given vertex cor-
responds to “locking” the vertex, as it will never be chosen as the highest-gain move. The
standard FM heuristic locks a given cell as soon as it is moved in a pass; however, variant
approaches to locking have been proposed [15].

Move Manager A Move Manager handles the problem’s move structure by choosing
and applying the best move (typically, the best legalmove), and incrementally updates the
Gain Container that is used to choose the best move. The Move Manager reports relevant
“status information” after each move, e.g. current cost and partition balance, which allows
the caller to determine the best solution seen during the pass. In order to return to such
best solution, the move manager must perform undo operations on request.

9 Note that this does not remove the move from the Gain Container.
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– Choose one move (e.g., the best feasible) and apply it. Ensure all necessary updates
(gain container, incremental evaluator).

– Return new “status info”, e.g., total cost, partition balances, etc.
– Undo a given number of moves (each move applied must be logged to support this).

Pass-Based Partitioner (Proper) Recall that a Pass-Based Partitioner applies incremen-

Interface:

tally improving passes to initial solutions and returns best solutions seen during such
passes.10 A pass consists of moves, chosen and applied by move manager. After a pass,
a Partitioner can request that the Move Manager perform undo operations to return to the
best solution seen in that pass. A Partitioner decides when to stop a pass, and what interme-
diate solution within the pass to return to, on the basis of its control parameters and status
information returned by the Move Manager after each move. The Partitioner can have ac-
cess to multiple combinations of Incremental Cost Evaluators, Move Managers and Gain
Containers, and can use them flexibly at different passes to solve a given partitioning prob-
lem. Note that a Partitioner is not necessarily aware of the move structure used: this is a
responsibility of Move Managers.
Interface:

– Takes a “partitioning problem” and operational parameters on input.
– Returns all solutions produced, with the best solution marked.

2.3 A Generic Component-based FM Algorithm

A “partitioning problem” consists of

– hypergraph
– solution placeholders (“buffers”) with or without initial solutions
– information representing relevant constraints, e.g., fixed assignments of vertices to

partitions and maximum total vertex area in each partition
– additional information required to evaluate the cost function, e.g., geometry of parti-

tions for wirelength-driven partitioning in the top-down placement context.

The Partitioner goes over relevant places in solution buffers and eventually writes good
partitioning solutions into them. An existing solution may thus be improved, but if a place
is empty, an initial solution generator will be called. A relevant Move Manager must be
instantiated and initialized; this includes instantiation of the constituent Evaluator and Gain
Container. The Partitioner then performs successive passes as long as the solution can be
improved.

At each pass, the Partitioner repetitively requests the Move Manager to pick one [best]
move and apply it, and processes information about the new solutions thus obtained. Since
no vertex can be moved twice in a pass, no moves will be available beyond a certain point
(end of a pass). Some best-gain moves may increase the solution cost, and typically the
solution at the end of the pass is not as good as the best solutions seen during the pass. The
Partitioner then requests that the Move Manager undo a given number of moves to yield a
solution with best cost.
10 While every pass as a whole must not worsen current solution, individual moves within a pass may do so.
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While the reinitialization of the Move Manager at the beginning of each pass seems
almost straightforward, picking and applying one move is subtle. For example, note that
the Move Manager requests the best move from the gain container and can keep on re-
questing more moves until a move passes legality check(s). As the Move Manager applies
the chosen move and locks the vertex, gains of adjacent vertices may need to be updated.

In performing “generic” gain update, the Move Manager walks all nets incident to
the moving vertex and for each net computes gain updates (delta gains) for each of its
vertices due to this net (these are combinations of the given net’s cost under four distinct
partition assignments for the moving and affected vertices; see Section 3.4). These partial
gain updates are immediately applied through Gain Container calls, and moves of affected
vertices may have their priority within the Gain Container changed. Even if the delta gain
for a given move is zero, removing and inserting it into the gain container will typically
change tie-breaking among moves with the same gain.

In most implementations the gain update is the main bottleneck, followed by the Gain
Container construction. Numerous optimizations of generic algorithms exist for specific
cost functions, netcut being particularly amenable to such optimizations.

3 Evaluating Prospective Advances in Partitioning

3.1 Formulations and Metrics for VLSI Partitioning

VLSI design presents many different flavors of hypergraph partitioning. Objective func-
tions such as ratio-cut [45], scaled cost [11], absorption cut [44] sum of degrees, num-
ber of vertices on the cut line [28], etc. have been applied for purposes ranging from
routability-driven clustering to multilevel annealing placement. In top-down coarse place-
ment, partitioning involves fixed or “propagated” terminals [17, 43], tight partition balance
constraints (and non-uniform vertex weights), and an estimated-wirelength objective (e.g.,
sum of half-perimeters of net bounding boxes). By contrast, for logic emulation the par-
titioning might have all terminals unfixed, loose balance constraints (with uniform vertex
weights), and a pure min-cut objective. The partitioning can also be multi-way instead of
2-way [43, 42, 29], “multi-dimensional” (e.g., simultaneous balancing of power dissipation
and module area among the partitions), timing-driven, etc. With this in mind, partitioners
are best viewed as “engines” that plug into many different phases of VLSI design. Any
prospective advance in partitioning technology should be evaluated in a range of contexts.

In recent VLSI CAD partitioning literature, comparisons to previous work are made
using as wide a selection of benchmark instances as practically possible; using uniform
vs. non-uniform vertex weights; and using tight vs. loose partition balance constraints
(typically 49-51% and 45-55% constraints for bipartitioning).11 Until recently, heuristics
have typically been evaluated according to solution quality and runtime. Even though the
quality-runtime tradeoff is unpredictable given widely varying problem sizes, constraints
and hypergraph topologies, most papers report average and best solution quality obtained
over some fixed number of independent runs (e.g., 20 or 100 runs). This reporting style
can obscure the quality-runtime tradeoff, notably for small runtimes, and is a failing of the
11 VLSI CAD researchers also routinely document whether large nets were thresholded, the details of hypergraph-to-graph

conversions (e.g., when applying spectral methods), and other details necessary for others to reproduce the experiments. The
reader is referred to [5, 2] for discussions of reporting methodology.
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VLSI CAD community relative to the more mature metaheuristics/INFORMS communi-
ties.12 Statistical analyses (e.g., significance tests) are not particularly popular yet, but are
recognized as necessary to evaluate the significance of solution quality variation in diverse
circumstances [8].

3.2 Need For “Canonical” Testbench

The components described in Section 2 yield a testbench, or “framework”, that can be
recombined and reused in many ways to enable experiments with
– multiple objective functions, e.g., ratio cut [45],

absorption [44], the number of boundary vertices [28],
the “k�1 objective” [13] etc.

– multiple constraint types ([35])
– variant formulations, e.g., multi-way [42, 33, 15], replication-based [37] etc.
– new partitioning algorithms and variations

The component-based framework allows seamless replacement of old algorithms by
improved ones in containing applications. Even more important, a solid testbench is ab-
solutely essential to identify algorithmic improvements “at the leading edge” of heuristic
technology. I.e., it is critical to evaluate proposed algorithm improvements not only against
the best available implementations, but also using a competent implementation. This is the
main point we wish to make.

In our experience, new “improvements” often look good if applied to weak algorithms,
but may actually worsen strong algorithms. Only after an improvement has been thor-
oughly analyzed, implemented and confirmed empirically, can it be turned on by default
and be applied to all evaluations of all subsequent proposed improvements. On the other
hand, one often encounters pairs of conflicting improvements of which one, if applied
by itself, dominates the other while the combination of the two is the worst. Therefore,
interacting improvements must be implemented as options, and tested in all possible com-
binations.

In the following, we focus on the very pernicious danger of reporting “experimental
results” that are irreproducible and possibly meaningless due to a poorly implemented par-
titioning testbench. We demonstrate that a fundamental cause of a poor testbench is failure
to understand the “implicit implementation decisions” that dominate quality/runtime trade-
offs. A corollary is that researchers must clearly report such “implicit decisions” in order
for results to be reproducible.

3.3 Algorithm and Implementation Improvements

In this subsection we note the existence of several types of implementation decisions
for optimization metaheuristics, and illustrate such decisions for the Fiduccia-Mattheyses
heuristic [20] and its improvements.

Of particular interest are implicit decisions – underspecified features and ambiguities
in the original algorithm description that need to be resolved in any particular implemen-
tation. Examples for the Fiduccia-Mattheyses heuristic include:
12 See, e.g., Barr et al. [6]. Separate work of ours has addressed this gap in reporting methodology within the VLSI CAD

community [10].
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– tie-breaking in choosing highest gain bucket (see Subsection 3.4)
– tie-breaking on where to attach new element in gain bucket, i.e., LIFO versus FIFO

versus random [26]13

– whether to update, or skip the updating, when the delta gain of a move is zero (see
Subsection 3.4)

– breaking ties when selecting the best solution during the pass — choose the first or
last one encountered, or the one that is furthest from violating constraints.

Below, we show that the effects of such implicit decisions can far outweigh claimed im-
provements in solution quality due to algorithm innovation. Other types of implementation
decisions, details of which are beyond our present scope, include:

– Modifications of the algorithm: important changes to steps or the flow of the original
algorithm as well as new steps and features. Among the more prominent examples
are “lookahead” tie-breaking [38] among same-gain moves; the multiple unlocking
heuristic of [15] which allows vertices to move more than once during a pass; and the
CLIP heuristic of [18] which chooses moves according to “updated” gains (i.e., the
actual gain minus the gain at the beginning of the pass) instead of actual gains.

– Tuning that can change the result: minor algorithm or implementation changes, typi-
cally to avoid particularly bad special cases or pursue only “promising computations”.
Examples include thresholding large nets from the input to reduce run time; “loose
net” removal [12] where gain updates are performed only for [loose] nets that are
likely to be uncut; and allowing of illegal solutions during a pass (to improve hill-
climbing ability of the algorithm) [19].

– Tuning that can not change the result: minor algorithm or implementation changes
to simplify computations in critical or statistically significant special cases. Exam-
ples include skipping nets which cannot have non-zero delta gains (updates); code
optimizations that are specific to the netcut objective; and code optimizations that are
specific to 2-way partitioning.

3.4 An Empirical Illustration

We now illustrate how “implicit implementation decisions” can severely distort the ex-
perimental assessment of new algorithmic ideas. Uncertainties in the description of the
Fiduccia-Mattheyses algorithm have been previously analyzed, notably in [26], where the
authors show that inserting moves into gain buckets in LIFO order is much preferable to
doing so in FIFO order (also a constant-time insertion) or at random. Since the work of
[26], all FM implementations that we are aware of use LIFO insertion.14 In our experi-
ments, we consider the following two implicit implementation decisions:

– Zero delta gain update. Recall that when a vertex x is moved, the gains for all
vertices y on nets incident to x must potentially be updated. In all FM implementa-
tions, this is done by going through the incident nets one at a time, and computing the

13 In other words, gain buckets can be implented as stacks, queues or random priority queues where the chances of all elements
to be selected are equal at all times. [26] demonstrated that stack-based gain containers (i.e. LIFO) are superior.

14 A series of works in the mid-1990s retrospectively show that the LIFO order allows vertices in “natural clusters” to move
together across the cutline. The CLIP variant of [18] is a more direct way of moving clusters.
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changes in gain for vertices y on these nets. A straightforward implementation com-
putes the change in gain (“delta gain”) for y by adding and subtracting four cut values
for the net under consideration,15 and immediately updating y’s position in the gain
container.
Notice that sometimes the delta gain can be zero. An implicit implementation de-
cision is whether to reinsert a vertex y when it experiences a zero delta gain move
(“All
gain”), or whether to skip the gain update (“Nonzero”). The former will shift
the position of y within the same gain bucket; the latter will leave y’s position un-
changed. The effect of zero delta gain updating is not immediately obvious.16

– Tie-breaking between two highest-gain buckets in move selection. When the gain
container is implemented such that available moves are segregated, typically by source
or destination partition, there can be more than one nonempty highest-gain bucket.
Notice that when the balance constraint is anything other than “exact bisection”, it is
possible for all the moves at the heads of the highest-gain buckets to be legal. The FM
implementer must choose a method for dealing with this situation. In our experiments,
we contrast three approaches:17 (i) choose the move that is not from the same partition
as the last vertex moved (“away”); (ii) choose the move in partition 0 (“part0”); and
(iii) choose the move from the same partition as the last vertex moved (“toward”).

Our experimental testbench allows us to test an FM variant in the context of flat LIFO
(as described in [26]), flat CLIP (as described in [18]), and multilevel LIFO and multilevel
CLIP (as described in [4]). Our implementations are in C++ with heavy use of STL3.0;
we currently run in the Sun Solaris 2.6 and Sun CC4.2 environment. We use standard
VLSI benchmark instances available on the Web at [1] and several older benchmarks from
http���www�cbl�ncsu�edu�benchmarks. Node and hyperedge statistics for the bench-
marks are presented in Tables 4, 5 and 6. Our tests are for bipartitioning only. We evaluate
all partitioning variants using actual vertex areas and unit vertex areas, incorporating the
standard protocols for treating pad areas described in [2]. We also evaluate all partitioning
variants using both a 10% balance constraint (i.e., each partition must have between 45%
and 55% of the total vertex area) as well as a 2% balance constraint (results are qualita-
tively similar; we therefore report only results for 2% balance constraints). All experiments
were run on Sun Ultra workstations, with runtimes normalized to Sun Ultra-1 (140MHz)
CPU seconds. Each result represents a set of 100 independent runs with random initial
starting solutions; Tables 1 and 2 report triples of form “average cut (average CPU sec)”.
From the data, we make the following observations.

– The average cutsize for a flat partitioner can increase by rather stunning percentages if
the worst combination of choices is used instead of the best combination. Such effects
far outweigh the typical solution quality improvements reported for new algorithm
ideas in the partitioning literature.

15 These four cut values correspond to: (a) x, y in their original partitions; (b) x in original partition, y moved; (c) x moved, y in
original partition; and (d) x and y both moved. (a) - (b) is the original gain for y due to the net under consideration; (c) - (d) is
the new gain for y due to the same net. The difference ((a)-(b)) - ((c)-(d)) is the delta gain. See [29] for a discussion.

16 The gain update method presented in [20] has the side effect of skipping all zero delta gain updates. However, this method is
both netcut- and two-way specific; it is not certain that a first-time experimenter with FM will find analogous solutions for
k-way partitioning with a general objective.

17 These approaches are described for the case of bipartitioning. Other approaches can be devised for k-way partitioning.
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ALGORITHM TESTCASES with unit areas and 2% balance
Updates Bias primary1 primary2 biomed ibm01 ibm02 ibm03

Flat LIFO FM
All 
gain Away 102(0.247) 486(1.6) 459(29.3) 1778(16.4) 1810(36.5) 4175(34.1)
All 
gain Part0 102(0.27) 465(2.06) 422(37.8) 1673(19.8) 1570(43.3) 4064(35)
All 
gain Toward 102(0.264) 374(1.94) 316(36.5) 1030(15.4) 931(30) 3323(39.6)
Nonzero Away 80.5(0.222) 285(1.31) 166(22.8) 543(10.2) 549(18) 2304(29.2)
Nonzero Part0 80(0.236) 289(1.47) 150(26.3) 551(11.8) 549(18.6) 2383(31.1)
Nonzero Toward 78.8(0.219) 291(1.41) 143(24.8) 508(10.9) 551(19.3) 2285(33.1)

Flat CLIP FM
All 
gain Away 69.8(0.351) 246(2.22) 149(53.9) 555(21.1) 707(46.2) 1747(45.5)
All 
gain Part0 68(0.319) 242(2.3) 138(52) 562(21.3) 636(45.5) 1686(51.7)
All 
gain Toward 68.4(0.35) 236(2.14) 121(44) 561(19.3) 619(44) 1664(43.2)
Nonzero Away 66.3(0.284) 231(2.02) 130(29.1) 488(17.5) 534(46.8) 1650(41.9)
Nonzero Part0 66.4(0.305) 226(2.2) 124(33.7) 467(17.1) 507(37.4) 1618(41.2)
Nonzero Toward 64.6(0.304) 223(2.13) 125(31.4) 474(15.8) 559(36.9) 1551(41.9)

ML LIFO FM
All 
gain Away 64.2(0.818) 183(4.95) 147(36.8) 280(29.7) 399(70.6) 1043(138)
All 
gain Part0 63.8(0.871) 182(5.21) 145(33.5) 282(31.6) 406(66.8) 999(113)
All 
gain Toward 63.2(0.836) 180(4.74) 145(33.6) 272(30.8) 421(66.1) 1035(118)
Nonzero Away 62.9(0.807) 182(4.69) 142(28.1) 274(29.7) 396(60.4) 1037(123)
Nonzero Part0 61.8(0.849) 176(5.15) 144(26.8) 270(28.8) 403(60.2) 1048(121)
Nonzero Toward 61.4(0.879) 181(4.91) 143(24.8) 271(29.1) 415(56) 1015(119)

ML CLIP FM
All 
gain Away 63.4(0.912) 180(5.27) 146(32.6) 276(30.2) 400(68.7) 1042(138)
All 
gain Part0 62.8(0.849) 180(5.18) 145(39.1) 278(29.1) 408(67.8) 1022(129)
All 
gain Toward 63.3(0.871) 178(5.36) 141(36.7) 270(29.4) 425(64.4) 1032(101)
Nonzero Away 61.2(0.887) 178(5.12) 142(26.8) 268(28.4) 392(57) 1037(116)
Nonzero Part0 62.8(0.878) 176(5.14) 142(29.3) 275(28.6) 409(55.6) 1026(111)
Nonzero Toward 63(0.924) 179(4.86) 142(28.5) 271(28.2) 409(52.9) 1034(115)

Table 1. Average cuts in partitioning with unit areas and 2% balance tolerance, over 100 independent runs.
Average CPU time per run in Sun Ultra-1 (140MHz) seconds is given in parentheses.
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– Moreover, we see that one wrong implementation decision can lead to misleading
conclusions with respect to other implementation decisions. For example, when zero
delta gain updates are made (a wrong decision), the “part0” biasing choice appears
significantly worse than the “toward” choice. However, when zero delta gain updates
are skipped, “part0” is as good as or even slightly better than “toward”.18

– Stronger optimization engines (order of strength: ML CLIP �ML LIFO � flat CLIP
� flat LIFO) can tend to decrease the “dynamic range” for the effects of implementa-
tion choices. This is actually a danger: e.g., developing a multilevel FM package may
hide the fact that the underlying flat engines are badly implemented. At the same time,
the effects of a bad implementation choice are still apparent even when that choice is
wrapped within a strong optimization technique (e.g., ML CLIP).

ALGORITHM TESTCASES with actual areas and 2% balance
Updates Bias primary1 primary2 biomed ibm01 ibm02 ibm03

Flat LIFO FM
All 
gain Away 105(0.283) 481(2.05) 446(27.8) 1885(11.1) 3256(34.8) 4389(25.4)
All 
gain Part0 103(0.311) 467(2.4) 428(34.9) 1909(12.3) 2440(33.5) 4166(27.1)
All 
gain Toward 96.8(0.285) 380(2.15) 408(30.7) 1023(11.6) 1274(22.7) 3939(22.3)
Nonzero Away 80.5(0.258) 291(1.78) 164(27.3) 639(8.86) 551(14.9) 2838(25.2)
Nonzero Part0 79(0.271) 294(1.74) 157(29.2) 660(7.87) 573(17) 2938(24)
Nonzero Toward 79.7(0.25) 280(1.79) 153(24.7) 607(7.62) 543(15.8) 2843(25.4)

Flat CLIP FM
All 
gain Away 66.2(0.361) 244(2.71) 148(57) 842(15.3) 1841(27.5) 3623(23.4)
All 
gain Part0 66.3(0.395) 242(2.81) 141(54.6) 772(14.9) 1499(32.4) 3543(29.3)
All 
gain Toward 65.9(0.393) 237(2.7) 138(58) 615(13) 945(21.5) 3066(25.6)
Nonzero Away 64.5(0.351) 231(2.66) 130(33.3) 542(12.1) 574(18.5) 2689(22.8)
Nonzero Part0 62(0.371) 242(2.49) 123(35) 556(12.4) 582(17.8) 2732(23.1)
Nonzero Toward 63.9(0.377) 233(2.31) 124(34.9) 528(11.8) 562(15.3) 2504(23.2)

ML LIFO FM
All 
gain Away 62.8(0.905) 163(5.27) 145(34.9) 289(27.9) 433(42.9) 958(59.4)
All 
gain Part0 62.5(0.954) 166(5.03) 144(38.7) 289(27.2) 429(44.6) 957(56.3)
All 
gain Toward 61.1(0.974) 161(5.28) 143(36.3) 289(27.7) 423(47) 971(58.7)
Nonzero Away 60.4(0.914) 158(4.52) 142(29.9) 287(22.7) 432(39.6) 969(52.2)
Nonzero Part0 59.9(0.882) 158(4.36) 142(29.3) 282(25.3) 421(44) 952(50.6)
Nonzero Toward 60.5(0.9) 159(4.5) 142(27.5) 276(25.4) 419(43.2) 959(52.5)

ML CLIP FM
All 
gain Away 63.5(0.88) 163(5) 144(35.9) 283(24.5) 428(41.5) 960(59.3)
All 
gain Part0 62.5(0.891) 161(4.24) 143(37.1) 289(25.3) 441(46.5) 969(63.6)
All 
gain Toward 61.9(0.927) 162(4.83) 141(37.8) 284(24.9) 425(44.2) 953(62.1)
Nonzero Away 60.2(0.939) 160(4.66) 144(31.8) 283(23) 414(48.7) 957(50.4)
Nonzero Part0 61(0.895) 161(4.89) 144(28.1) 285(24.7) 447(41.8) 934(53)
Nonzero Toward 60.9(0.864) 155(4.7) 144(29.6) 282(22.4) 433(42.6) 959(50.6)

Table 2. Average cuts in partitioning with actual areas and 2% balance tolerance, over 100 independent runs.
Average CPU time per run in Sun Ultra-1 (140MHz) seconds is given in parentheses.

18 We have observed other similar reversals, e.g., in our experience multiple unlocking is less valuable than reported in [15].
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4 Conclusions

The results reported in the previous section are for a “detuned” or “generalized” version of
our testbench, where we deliberately re-enabled the zero delta gain update and gain bucket
choice as options. In our current testbench, these are not options, i.e., our FM-based en-
gines always skip zero delta gain updates and always choose the “toward” gain bucket in
case of ties. Our current testbench is also able to invoke several speedups that exploit the
nature of the netcut objective and the two-way partitioning context. Comparison of the
results in 3 against the best netcut values ever recorded in the literature [2] shows that our
testbench is indeed at the leading edge of solution quality.) We emphasize that our test-
bench is general: we flexibly address new objectives, neighborhood structures, and con-
straint types. We therefore incur some runtime overhead due to templating, object-oriented
code structure, conditional tests, etc. At the same time, our testbench is sufficiently fast that
we can accurately assess quality-runtime tradeoff implications of new algorithm ideas.

Configuration primary1 primary2 biomed ibm01 ibm02 ibm03
2% unit area 57.1(0.418) 164.7(1.3 ) 132.8(2.24) 275.0(5.7 ) 372.1(10.6) 1031.4(11.6)

10% unit area 52.1(0.412) 143.6(1.3 ) 117.0(2.16) 247.9(5.82) 268.8(10.3) 820.9(11.8)
2% actual area 61.3(0.389) 193.1(1.41) 137.2(2.07) 284.5(6.63) 421.3(14.6) 1079.8(15.8)

10% actual area 54.1(0.421) 177.8(1.07) 125.0(2.23) 244.4(5.36) 275.7(14.7) 1062.1(16.4)
Table 3. Results of applying our optimized multilevel partitioner on 6 test-cases. Solutions are constrained to be within 2% or
10% of bisection. Data expressed as (average cut / average CPU time) over 100 runs, with the latter normalized to CPU seconds
on a 140MHz Sun Ultra-1.

In conclusion, we have noted that replicating reported results is a well-known problem
in the VLSI partitioning community [5]. Disregarding the issues of experimental protocols,
statistical significance tests, data reporting methodology, need to compare with previous
results, and so on [6, 8], we still find that implementations reported in the literature are
almost never described in sufficient detail for others to reproduce results. In this paper, we
have illustrated the level of detail necessary in reporting; our illustration also shows how
even expert programmers may fail to write a useful testbench for research “at the leading
edge”. Our main contributions have been the description of a software architecture for
partitioning research, a review of the modern context for such research in the VLSI CAD
domain, and a sampling of hidden implementation decisions that are crucial to obtaining a
useful testbench.
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Abstract

One of the major tasks of telecommunications network planners is deciding
where and how much spare capacity to build so that disrupted traffic may be
rerouted in the event of a network failure.

This paper presents an experimental study comparing two techniques for restora-
tion capacity planning. The first, linear programming using column generation,
produces optimal fractional solutions that can be integerized in practice for little
extra cost. This approach is time-consuming, however, and for some networks of
interest the linear programs are too large to be practically solvable. The second al-
gorithm is a fast heuristic called LOCAL, which can be practically applied to much
larger problem sizes than column generation. A fast linear-programming lower
bound is used to measure the efficiency of the solutions.

The purpose of the study was threefold: to determine how much benefit is ob-
tained by using column generation, when the problem size is small enough that
column generation is practical; to determine the quality of solutions produced by
LOCAL on both small and large problems; and to investigate the utility of the
lower-bound LP. We find that column generation produces networks whose restora-
tion capacity cost is 10% to 16% less than those produced by LOCAL. Sometimes
the total cost of the network is of primary interest, including both the cost of service
and restoration capacity, and in this case the difference between column generation
and LOCAL is 4% to 6%.

Column generation is the method of choice for making final decisions about
purchasing spare capacity. When millions are to be spent, running time is not a
consideration, unless the computation simply will not complete in the available
time. In such cases, the differential between column generation and LOCAL is
small enough and consistent enough that LOCAL can safely be used. LOCAL is the
method of choice for network design “spreadsheet” applications, where different
architectures can be quickly compared, modified, and then compared again, and
where a consistent approximation to the optimum is sufficient. The bound pro-
duced by the lower-bound LP is consistently extremely close to the true optimum,
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so the lower-bound LP can be effectively used to monitor the performance of both
methods.

1 Introduction
Network reliability is a major concern of telecommunications carriers. Their networks
are subject to a variety of faults, including power outages, equipment failures, natural
disasters and cable cuts. Customers demand uninterrupted service, so telecommuni-
cations networks must be designed for reliability in the face of failures. This means
that capacity must be set aside to allow interrupted traffic to be restored by rerouting
it around a fault. This spare capacity is called restoration capacity. The non-spare
capacity on which traffic is normally carried is called service capacity.

Restoration capacity accounts for a large part of the infrastructure cost of telecom-
munications networks, so allocating restoration capacity is a major task for network
planners. The problem of restoration capacity planning (also known as the spare ca-
pacity assignment problem) is to determine where and how much spare capacity to
install in a network, to be able to restore disrupted services in the event of any failure,
while minimizing facility cost.

This paper presents an experimental study of restoration capacity planning. Two
approaches are compared, linear programming using column generation, and a fast
heuristic called LOCAL [9]. A linear-programming lower bound is used to measure the
efficiency of the solutions.

The column generation method produces optimal fractional solutions, and in prac-
tice integerization often produces only a small increase in the cost of the solution.
The method has been used on some fairly large networks, including parts of AT&T’s
FASTAR-protected DS3 network. However, the method is time-consuming, and some
telecommunications networks are too big to allow restoration capacity planning via
column generation, so other methods must also be used.

On the other hand, LOCAL has been effectively used on very large networks [4]. It
lacks the performance guarantee of column generation, and performs badly on patho-
logical examples, but its performance can be monitored using the lower bound LP.

The purpose of this study is to study the performance of LOCAL and column gen-
eration on problems in the target domain of telecommunication networks. There were
three goals underlying the study. First, determine how much benefit is obtained through
the use of column generation instead of simpler methods, on networks for which it is
feasible, and investigate the range of network sizes on which it is feasible. Second,
determine how close to optimal LOCAL is, for networks on which the optimum can be
obtained through column generation, in order to give confidence in LOCAL’s perfor-
mance on larger networks where the optimal solution is unavailable. Third, determine
how tight the lower bound is, on practical examples, in order to estimate its effective-
ness in evaluating heuristic solutions for large networks. Our experimental analysis
uses data from real telecommunications applications, and random test data that was
generated so as to match the characteristics of the real applications.

This paper is organized as follows. The next section describes and motivates the
restoration capacity planning problem in more detail. Section 3 outlines the column
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generation method, while Sections 4 and 5 describe the LOCAL algorithm and the
lower bound linear program respectively. The data used in the study is presented in
Section 6, the results are in Section 7, and the results are analyzed in Section 8.

2 The Restoration Capacity Planning Problem
The input to the restoration capacity planning problem is a network N and a set of
routed demands. The network consists of a set of n nodes and m links. For each edge
there is a cost, typically representing the capital cost of equipment required on the link
to support a unit of capacity. Each demand is described by a source-destination pair,
the size or required capacity, and a service route in the network.

The output of a planning algorithm is a set of capacities and restoration routes for
each demand. Each failure that affects the demand’s service route must be associated
with a single restoration route that bypasses the failure.

The objective is to minimize the total cost of the solution, which is determined from
the edge capacities. Once protection routes have been determined for each demand, it
is straightforward to determine the restoration capacity required on each edge. For
each failure f , determine the collection of restoration paths that will be used. For each
edge e in the network, determine how much capacity, cap�e� f�, is needed to carry
the protection paths that are in use. The required restoration capacity of edge e is the
maximum over failures f of cap�e� f�. Thus protection capacity is shared between
different failures.

For some applications, only the edge capacities are required, and not the restoration
routes themselves. An example is AT&T’s FASTAR system, which doesn’t use pre-
planned restoration paths.

This problem is rather different from purely graph-theoretic network-reliability
problems such as connectivity augmentation (for example adding a min-cost set of
edges to a graph to increase its connectivity [5, 6]), and finding disjoint paths (see
for example Kleinberg’s thesis [8]). The restoration capacity planning problem differs
from these more extensively studied problems in having a fixed underlying network
and an explicit representation of the set of failures and the affected demands.

One of the most serious types of transport network failures is a fiber cut or fiber
damage. In the worst case, an entire fiber bundle is cut through, interrupting all traffic
passing along a fiber route. This is known as link failure. Because of their prevalence
and severity, link failures typically subsume other network failures for planning pur-
poses. This paper considers only link failures, though the restoration planning methods
described here are applicable to other failure modes.

In general, restoration paths are unrestricted: they may overlap part of the service
path, as long as they avoid the failed link. We consider also a restricted restoration
scheme, called path restoration, in which there is a single restoration path for each
demand, and the restoration path must be link-diverse from the service path. This
restriction arises when fault-detection occurs only in the terminating equipment at the
source and destination of the demand, since in that case a fault cannot be isolated to
any portion of the path, and the same restoration path must be used to restore all link
failures on the service path.
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Figure 1: The reduction of Partition to the Restoration Capacity Planning Problem

The NP-hardness of restoration planning, both general and path-based, follows by
reduction from the Partition problem. Given an instance of Partition consisting of n
numbers p� � � � pn, construct the network shown in Figure 1. There is a demand be-
tween each xi and yi with size pi routed over e�, and demands between a and b and
between c and d each with size �

�

P
pi routed over their respective curved edges. The

edge cost of all edges incident to exactly one endpoint of e� � � � e� is made high to dis-
courage their use; other edges have low cost. Considering the failure of edges e� � � � e�,
we see that the minimum cost solution has restoration capacity of �

�

P
pi on each of e�

and e� if and only if there is an exact partition of the numbers p� � � � pn.

3 Column Generation
The column generation method repeatedly solves a linear program relaxation to choose
between a set of candidate restoration paths for each demand and each failure. The dual
variables from each solution are used to generate better candidate restoration paths
for the next iteration. (See Chvátal’s book [1] for a general introduction to column
generation methods.) After a final set of paths has been assigned possibly fractional
weights, an integerization step must be applied. Column-generation formulations for
path-selection optimization problems have proven successful in practice and preferable
to LP formulations based on conservation of flow.

Here we present the linear programming formulation and show how the dual can
be used to generate improved candidate paths. The demands are first aggregated, with
all demands between a particular pair of nodes and having the same service route be-
ing aggregated into a single demand type. The constants used to describe the linear
program are shown in Table 1. The variables, which must all be non-negative, are:

yr � restoration capacity for link r

xpft � amount of demand of type t � Tf routed on path p � Pft when link f � L fails
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Notation Meaning
L The set of links
Tf The set of demands needing restoration if link f fails
dft Number of units of demand of type t � Tf
Pft The set of candidate restoration paths for t � Tf

Qrft Set of paths in Pft that use link r, fg if r is on the service path of t
Rpft The set of links on path p � Pft that are not on the service path of t

cr Cost per unit capacity for link r

Table 1: Constants to describe the column generation linear program.

The objective is to minimize X

r�L

cryr

subject to the constraints that all demand must be restored
X

p�Pft

xpft � dft �f � L� t � Tf

and that the restoration capacity is sufficient on each link for each failure
X

t�Tf

X

p�Qrft

xpft � yr �r � L� f � L�

The dual formulation is also straightforward to describe. The dual variables and
their corresponding primal constraints are as follows:

uft � unrestricted, all of demand t must be restored when link f fails
vrf � non-negative, link r needs capacity for traffic rerouted over it when link f fails.

The objective is to maximize
X

f�L

X

t�Tf

dftuft

subject to the constraints

�uft �
X

r�Rpft

vrf � � �p � Pft� t � Tf � f � L (1)

X

f�L

vrf � cr �r � L� (2)

(3)
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The key to the path-generation step is to interpret the variable vrf as the length of
link r, for a particular failed link f , and notice that constraint (1) is upper-bounding
uft by the length of the shortest candidate restoration path for demand t. Consider the
shortest path (still using vrf as the length of each edge r) between the endpoints of
demand t: if this path is not a candidate restoration path, then adding it tightens the
constraint on uft.

The path-generation step is therefore as follows. For each failure f , compute the
shortest path between the endpoints of each demand t in Tf , using vrf as the length
of each edge r. If the shortest path is shorter than the current value of uft (i.e., it is
shorter than the shortest candidate restoration path in Pft) it is added to Pft. If no new
path is added to to Pft for any t and f , an optimum solution has been found.

The number of variables in the linear program is m plus the number of candidate
restoration paths. No bound on the number of candidate restoration paths is known,
other than the basic exponential bound on the number of paths in a network. In practice,
however, a small constant number of candidate paths is generated for each demand and
link failure, on average, in which case the number of variables for each linear program
is m � O�sum of lengths of all demands�.

After a fractional solution is found it must be integerized, i.e. a single restoration
path must be derived for each demand and failure. While integerization is hard in
general, in practice many of the xift and yr variables are integral. For some problems,
most yr variables are integral, while for others (including the test problems in this
paper) half of them are fractional.

The path-generation software used for this paper is described in [2, 3]. It uses
a dynamic path control scheme to control the number of candidate restoration paths,
pruning unused candidate paths when the number exceeds a threshold. A natural in-
tegerization procedure is used: fractional edge variables with the largest fractions are
rounded up and the final LP is rerun with those values fixed. This procedure is repeated
until the solution is entirely integral.

4 Algorithm LOCAL

Algorithm LOCAL considers the demands sequentially in a single pass. It builds restora-
tion paths for each demand in turn, taking advantage of spare capacity that was created
for earlier demands. For each demand, it approximates the minimum cost augmenta-
tion of the existing restoration capacity that allows the demand to be restored for any
failure along its path.

The restoration paths that LOCAL creates for a demand consist of a set of local
bypasses. Consider the demand shown schematically in Figure 2, whose service route
is the straight path from A to F . The curved lines represent local bypasses, each of
which is a path that is node-disjoint from the service path except at the endpoints. (In
Figure 2 the intermediate nodes of bypasses have been omitted for clarity.) There are
three restoration paths. The first, from A to C over the first curve followed by the
straight path from C to F , can restore a failure of linkA�B or linkB �C. The other
two restoration paths can restore faults further down the service route. If two bypasses
cover a failure (e.g., edge BC in Figure 2) then either can be used. (In real applications,
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Figure 3: The directed graph H

one will be selected based on issues such as the type of fault-detection equipment.)
LOCAL uses the following process to construct bypasses. Consider a demand D,

routed along the pathP with nodes a� � � �ak (and edges e� � � � ek��). We first construct
a directed graph H on k nodes (labeled � � � �k), with edges corresponding to potential
bypasses. For i � j, an edge �i� j� (called a forward edge) is included in H if there
is a path in the network N from ai to aj that is node-disjoint from P , except at the
endpoints. The length of �i� j� is set to the least weight such path, according to an
assignment of edge weights in N described below. H is also given zero-length back
edges, from i to i � � for each i.

Let SP be the shortest path from node � to node k in H, using the edge lengths as
specified. The bypasses for P are exactly the paths in N corresponding to the forward
edges of SP .

An example graph H is shown in Figure 3. The shortest path from node 1 to
node 7 follows the node sequence f�� �� �� �� �g, and the bypasses are the paths in N
corresponding to the edges ��� ��, ��� �� and ��� �� in H.

To complete the presentation of LOCAL we need to describe how edges are weighted
inN , to reflect capacity that has already been provisioned, when computing the lengths
of forward edges in H. We keep two arrays, failload and cap. For each pair of
edges e and f in N , failload�e	�f 	 is the amount of traffic, from the demands con-
sidered so far, that is rerouted onto edge e when edge f fails. For an edge e, cap�e	 is
the capacity required on e so far, namely the maximum of failload�e	�f 	. After the
local bypasses are constructed for the demand being processed, the arrays failload
and cap are updated, to be used when processing the next demand.

To determine the length of the forward edge �i� j� in H, each edge e � N is
weighted as follows. Let S be the spare capacity available on e under the worst case
failure covered by the forward edge �i� j�: S 
 cap�e	�maxi�k�jfailload�e	�ek	.
If S is at least the size of the demand D, the weight of e is set to a positive constant
that is much less than the cost of an edge. Otherwise it is set to the cost of e times
�size�D� � S��size�D�, to reflect extra restoration capacity that must be built for the
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worst-case failure that is covered by the forward edge �i� j�.
Note that if edge e has enough spare capacity to carry the demand for all failures

on the service path between i and j, the small weight on e encourages its inclusion in
the bypass from i to j. Such an inclusion means that capacity previously assigned to
e for other failures can also be used at zero extra cost to handle failures on the service
path between i and j. The length is made a small positive value rather than zero so that
the algorithm will reuse capacity on shorter rather than longer paths.

The running time of LOCAL is determined by the number and length of input ser-
vice routes. Let �i denote the length of service route i. Then O�

P
i
��
i
� shortest-path

computations must be performed. These can each be accomplished in O�m� n logn�
time with an implementation of Dijkstra’s algorithm using Fibonnaci heaps [7]. In
practice, however, we use a version of Dijkstra’s algorithm for dynamic maintenance
of shortest paths, recomputing only as much as necessary as edge weights change. The
worst-case performance remains the same, but in practice the running time is substan-
tially decreased.

5 A Linear Program Lower Bound
This section describes a linear program that gives a lower bound on the cost of the
optimal restoration strategy. The linear program is much smaller than those used by
the path-generation algorithm of Section 3, and so can be used to analyze networks that
are too large to be planned using path-generation.

To describe the lower bound computation, we first describe a restoration strategy in
general terms. A restoration strategy specifies what paths are to be used when various
edges fail. For each edge f , the strategy contains a collection, Rf , of paths. No path
in Rf can contain f , and there must be a path in Rf for each demand. A basic routing
can be viewed as the collection of paths, R�, to be used in the case of the “null failure.”

Given a fixed basic routing, R�, we construct a linear program that computes a
lower bound on the cost of any restoration strategy that uses R�.

The linear program formulation is similar to that for multicommodity flow. There
is a commodity for each edge f in the network, which represents the amount of traffic
that must be rerouted when edge f fails. The source of the commodity is one endpoint
of f and the sink the other endpoint. The amount of commodity that must be routed is
set to the total traffic crossing f in the basic routing. Standard network flow constraints
are added to generate a flow between source and sink (except of course that commodity
f is not allowed to use edge f). We define a non-negative variable cap�e� to represent
the restoration capacity of edge e, and for each failure f add the constraint:

cap�e� � flowf �e� � shared�e� f��

where flowf �e� is the flow of commodity f over e and shared�e� f� is the amount of
traffic that flows over both e and f in the basic routing. The cost of a solution is the
sum over edges of cap�e� times the cost of e.

The objective of the linear program is to minimize the total cost. Effectively, it does
this by reusing capacity between failures. To see why it gives a lower bound on the cost
of any restoration strategy, consider a collection of sets Rf of paths as described above.
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We show how to construct a feasible solution to the linear program whose cost is no
greater than the cost of the sets Rf . Consider a single demand D with service path P
crossing edge f , and let Pf be the path for D in Rf . For the commodity for edge f in
the linear program, we route the contribution fromD as follows. From the endpoints of
f the commodity followsP in each direction until hitting a node on P f . Between those
two nodes the commodity flows along Pf . Only the latter part of the route contributes
to the cap�� variables, because along the rest of the route, D is contributing equally to
both flowf �� and shared��� f�.

The solution to the linear program is only a lower bound on required restoration
capacity, because the aggregation of demands for each failure allows feasible solutions
that do not correspond to any set of restoration routes, and because the solution may be
fractional.

The linear program has O�m� commodities, each of which has O�m� flow vari-
ables. At each node there is a flow-conservation constraint for each commodity. Hence
the LP has O�m�� variables and O�mn� constraints. Note that we could alternatively
use a path-generation formulation of the the lower bound. Such a formulation may be
faster in practice than the LP presented here. (It would be smaller than the column-
generation formulation of Section 3, since the number of commodities here is m,
whereas there it is the number of distinct demand routes, which is much larger.)

6 Data Sets
The test data sets have three components; networks, demand matrices, and cost func-
tions. Real-life telecommunications networks are typically sparse and near-planar, and
our test networks reflect these characteristics. The test demand matrices are either de-
rived from demand sets of a major U.S. telecommunications carrier, or are generated
randomly using a probability density function intended to mimic the characteristics of
the real data. Finally, the cost function per unit capacity on an edge is of the form
a � bx, where x is the edge length. For some experiments the constants a and b are
chosen to match current real equipment costs, and for others a � � and b � �.

6.1 Networks
The fiber networks are derived from telecommunications fiber optic routes in the United
States. There are four networks, all two-connected, sized as follows:

data set number of nodes number of links
A 58 92
B 78 121
C 102 165
D 452 577

The cost per unit capacity on an edge is 300 plus the edge length in miles. The
constant 300 was chosen to represent the relative cost of equipment placed only at the
end of a link, such as switch ports, compared to equipment which is placed at regular
intervals along a link, such as optical amplifiers. Edge lengths ranged from 2 to 992

202 S. Cwilich et al.



Figure 4: The network LA100

(measured in miles) for the three smaller networks, and 0.1 to 370 miles for network
D, giving edge costs in the range 302 to 1292 for the smaller networks and 300 to 670
for network D.

The Los Angeles (LA) networks are derived from a detailed street map of the
greater Los Angeles area. The input map contained 149727 nodes and 214493 edges.
The test networks were generated from the input by a series of planarity-preserving
edge contractions. Edges were selected to be contracted in increasing order by length.

data set number of nodes number of links
LA100 72 121
LA2000 487 982
LA4000 1050 1974

The LA networks have a small number of very high degree nodes; see for example
the network LA100, pictured in Figure 4. The average edge length is small, about 1.5
miles. A unit cost was assigned to each edge for the test runs.

6.2 Demand sets
For each of the fiber networks, an actual matrix of traffic forecasts between approxi-
mately 600 US cities and towns was first mapped to the fiber nodes, then concentrated
into large units of bandwidth, resulting in problems of moderate size, with unit demand
sizes. Two different forecasts were used for each of A, B and C, resulting in two de-
mand sets per network. These demand sets form the basis of the comparison between
LOCAL and column generation. Their details are as follows:
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Figure 5: Log of the number of demands originating at each of the 452 nodes of net-
work D , in increasing order.

demand set number of demands
A 1 178
A 2 258
B 1 260
B 2 465
C 1 355
C 2 679

Larger demand sets were generated to examine the scaling ability of LOCAL to
further compare LOCAL to the linear program lower bound, and to test the effectiveness
of the lower bound on larger instances. For the D network, a traffic forecast was first
mapped to the nodes of D, then aggregated at 3 different levels of granularity, giving
the demand sets D.T1, D.T3 and D.OC48.

For the LA runs, traffic was randomly generated as follows. Examination of the real
demand sets above showed that the number of demands originating at nodes followed
a nearly exponential curve; an example distribution for network D network is shown in
Figure 5.

To make random demand sets, the nodes were permuted randomly, and then the
ith node in the permuted order was assigned weight ei�c for a fixed constant c. Unit
demands were then generated between pairs of nodes chosen randomly according to
their weights.

To summarize, the larger demand sets were as follows:
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Source Protection cost Protection Total cost
Local Column Lower CG Local CG Local

Gen. bound to LB to LB to LB to LB
A 1 73.99 65.43 64.77 1.0 14.2 0.4 5.6
A 2 69.66 61.42 60.79 1.0 14.6 0.4 5.5
B 1 67.90 61.48 61.07 0.7 11.2 0.3 4.2
B 2 63.37 55.63 55.44 0.3 14.3 0.1 5.1
C 1 66.72 57.37 57.14 0.4 16.8 0.1 6.1
C 2 61.55 53.34 53.08 0.5 15.9 0.2 5.5

Table 2: Results of the fiber runs.

Demand set Demands non-0 demand pairs Demand set Demands non-0 demand pairs
D.T1 522321 19979 LA2000.small1 32565 16361
D.T3 44143 7032 LA2000.small2 32604 16218
D.OC48 2121 1256 LA2000.large1 527890 30885
LA100.small1 683 1565 LA2000.large2 527793 30800
LA100.small2 660 1567 LA4000.small1 70387 46711
LA100.large1 876 4736 LA4000.small2 70395 46607
LA100.large2 853 4767 LA4000.large1 1139367 112567

7 Computational Results
The comparison between network designs is done both in terms of restoration cost
(relevant when working with an existing network for which restoration cost must be
minimized [3]) and total cost (restoration plus service cost). The latter measure is
useful in situations when restoration efficiency is only of interest to the extent that it
affects the entire network cost, for example when doing studies to choose between
different options for a network architecture (as in reference [4]).

The results on the fiber networks are shown in Table 2. For each of LOCAL, col-
umn generation and the lower bound, the table shows the cost of the extra capacity
required for restoration, expressed as a percentage of the total cost of the service capac-
ity. The next four columns show percentage differences between LOCAL and column
generation, both for restoration cost only and for total cost. The lower bound linear
program and column generation are extremely close, while LOCAL has 10% to 16%
higher restoration cost than column generation. When considering total network cost,
the difference between LOCAL and column generation is between 4% and 6%.

The column generation runs were made using a single processor of a SUN Ultra-
sparc Enterprise 3000 machine. There is some opportunity in the system for runtime
reductions. The column generation runs used CPLEX 6.0, while the lower bounds
used CPLEX 5.0. The LOCAL and lower bound runs were done on an SGI Challenge
machine using a single MIPS R10000 processor and R10010 FPU, with 1 Mbyte sec-
ondary cache. All machines had approximately 2 gigabytes of memory. The run times
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Source Col gen runtime Lower bound runtime Local runtime
A 1 38 minutes 30 seconds 5 seconds
A 2 53 minutes 29 seconds 5 seconds
B 1 2 hours, 6 minutes 62 seconds 8 seconds
B 2 4 hours, 8 minutes 64 seconds 12 seconds
C 1 23 hours, 43 minutes 28 minutes, 15 seconds 16 seconds
C 2 59 hours, 33 minutes 27 minutes, 33 seconds 24 seconds

Table 3: Running times of the fiber runs.

Source Protection cost Protection Total cost
Local Column Lower CG Local CG Local

Gen. bound to LB to LB to LB to LB
A 1 78.11 66.17 64.77 2.2 20.6 0.9 8.1
A 2 73.72 63.81 60.79 5.0 21.3 1.9 8.0
B 1 71.51 61.91 61.07 1.4 17.1 0.5 6.5
B 2 65.51 55.94 55.44 0.9 18.2 0.3 6.5

Table 4: Results of the fiber runs with path-based restoration.

are given in Table 3. Running times on the SGI Challenge have been normalized into
running time on the SUN Ultra, using comparative timing data obtained by running a
benchmark on both machines.

Table 4 shows the results of the path-based restoration runs. The protection cost
of LOCAL is 15% to 18% more than column generation, and when considering total
network cost, the difference is 6% to 7%.

When the lower bound LP is run, it generates capacity values for each edge in the
network. These values can then be used as input to LOCAL, by initializing the spare
capacity on each edge to the values from the lower bound LP. Then LOCAL is run as
normal, and it selects restoration paths using the spare capacity values to adjust costs.

Source Local Local Local protn Local protn
prot’n prot’n to LB protn to LB protn

unprimed primed unprimed primed
A 1 73.99 72.94 14.2 12.6
A 2 69.66 67.50 14.6 11.0
B 1 67.90 66.81 11.2 9.4
B 2 63.37 64.23 14.3 15.9
C 1 66.72 64.32 16.8 12.6
C 2 61.55 60.25 15.9 13.5

Table 5: Results of the fiber runs when LOCAL is primed with lower bound capacities.

206 S. Cwilich et al.



Source Protection cost Local to LB Time (s)
Local Lower Bnd protection total cost Local LB

D.T1 70.65 61.63 14.6 5.6 27434 5000
D.T1.agg 71.63 61.63 16.2 6.2 2641 5000
D.T3 69.51 60.70 14.5 5.5 1670 4546
D.T3.agg 69.19 60.70 14.0 5.3 598 4546
D.OC48 75.23 65.94 14.1 5.6 65 4412
LA100.small1 69.07 65.48 5.5 2.2 4 54
LA100.small1.agg 68.86 65.48 5.2 2.0 2 54
LA100.small2 93.60 84.81 10.4 4.8 5 66
LA100.small2.agg 94.41 84.81 11.3 5.2 2 66
LA100.large1 62.79 59.10 6.2 2.3 15 61
LA100.large1.agg 64.02 59.10 8.3 3.1 3 61
LA100.large2 79.08 73.93 7.0 3.0 16 97
LA100.large2.agg 78.70 73.93 6.4 2.7 2 97
LA2000.small1.agg 74.38 2969
LA2000.small2.agg 70.70 2685
LA2000.large1.agg 77.82 3905
LA2000.large2.agg 72.04 2645
LA4000.small1.agg 69.11 27820
LA4000.small2.agg 69.30 22456
LA4000.large1.agg 70.72 53631

Table 6: Results of the large runs.

This has a beneficial effect, as is shown by table 5. “Priming” the spare capacity in this
manner generally lowers the differential between LOCAL and the lower bound by 2 to
4 percent, although occasionally things get worse, as in case B2.

Table 6 shows the results of the large runs. Blanks correspond to instances where
the problem size is too large for the lower bound linear program to complete. Times
are measured in seconds, and are from runs on an SGI Challenge machine as described
above. For all the runs ending in the suffix “.agg”, traffic was aggregated for the LOCAL
runs. All the demands with the same service route between a pair of nodes were aggre-
gated into a single demand, which LOCAL then restored as a single entity. This reduces
LOCAL’s flexibility in choosing restoration routes, so causes an increase in restoration
cost, but the benefit is much faster running time. Matching the results on the smaller
networks, the overhead for restoration is 5% to 16% higher for LOCAL than the lower
bound, and total network cost is 2% to 8% higher. Aggregating demands increases the
restoration cost by at most 2%.

8 Analysis
The results presented above show a significant cost differential between column gen-
eration and LOCAL. This suggests that when final decisions are to be made about
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building spare capacity in a moderate-size network, it is worthwhile to spend the effort
to do so using column generation. However, the difference is small enough that it is
safe to use LOCAL in network design studies and to build capacity for networks that
are too large for column generation. The results are consistent across many sizes of
networks and demand sets, which suggests that it is safe to extrapolate the results to
problems too large to run the lower bound.

When path-based restoration is required, the restoration cost for both LOCAL and
column generation is close to the cost for the non-path-based runs, from which we can
derive the rather surprising conclusion that for these networks and demand sets, there
is only a very small penalty for using path-based rather than general restoration.

The lower bound LP consistently produces bounds that are very close to the upper
bounds produced by column generation. This suggests that the lower bound can be
used as a very accurate tool for evaluating the quality of restoration designs for large
networks. It also suggests a novel algorithm for restoration capacity design: run the
lower bound LP to derive a set of link capacities, then test each link failure to determine
whether all the traffic can be restored, and if not, augment the capacities accordingly.
The findings of this paper suggest that very few augments will be necessary. We leave
the investigation of this approach as a topic for future study.
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Abstract. Computation of all the shortest paths between multiple sources
and multiple destinations on various networks is required in many prob-
lems, such as the traveling salesperson problem (TSP) and the vehicle
routing problem (VRP). This paper proposes new algorithms that com-
pute the set of shortest paths efficiently by using the A∗ algorithm. The
efficiency and properties of these algorithms are examined by using the
results of experiments on an actual road network.

1 Introduction

Computation of all the shortest paths between multiple sources and multiple
destinations on various networks is required in many problems, such as the trav-
eling salesperson problem (TSP), the vehicle routing problem (VRP), the ware-
house location problem (WLP), and the quadratic assignment problem (QAP).
Accordingly, a function for performing such computation is required in geograph-
ical information systems (GISs), logistics tools, and so on. There are many fast
heuristic algorithms for solving such problems as TSP, and the computation time
needed to find all the shortest paths sometimes occupies a large percentage of
the total computation time. A more efficient way of computing the set of shortest
paths is therefore desired.

The Dijkstra method [6] is the most traditional and widely-used algorithm
for this kind of problem. It can compute the shortest paths from one source
to n destinations in O(|E| + |V | log(|V |) time on a directed graph G = (V, E)
with no negative edges [7]. Note that, assuming integer edge lengths stored in
words or in one word, this bound can be improved [4,8,17,18,20]. For a long
time, this algorithm has been believed to be the best for computing all the
shortest paths between two sets of vertices, especially on sparse graphs like actual
road networks. We call this problem the n×m-pairs shortest paths problem or
simply the n ×m shortest paths problem. Using the Dijkstra method, it takes
O(min(n, m) · (|E|+ |V | log(|V |)) time to obtain all the shortest paths between
n sources and m destinations.

On the other hand, much work has been done on improving its efficiency in
solving the 2-terminal shortest path problem. The most famous example is the
A∗ algorithm [1,5,9,10,14,15,19], which improves the efficiency of the Dijkstra
algorithm using a heuristic estimator. Another famous technique is the bidirec-
tional search algorithm [3,11,12,13,16], which searches from both the source and
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the destination. But these techniques have been believed to be inapplicable to
the n×m shortest paths problem.

This paper proposes two new algorithms based on the A∗ algorithm for solv-
ing the n×m shortest paths problem, and examines the efficiency and properties
of these algorithms by using the result of experiments on an actual digital road
network in the Kanto area of Japan (around Tokyo). We also discuss how to
apply these algorithms to dynamic networks.

One of the algorithms uses an estimator based on those used for the 2-
terminal A∗ algorithm. In the case of digital road networks, we can use an estima-
tor based on Euclidean distance, and computing the estimates takes
O(|V | logmax(n, m)) time. This algorithm does not improve the computational
bound of the Dijkstra method. But according to the experiments, this algorithm
reduces the time for loading data, and in some cases, the total computing time.

The other algorithm uses the concept of the network Voronoi diagram (which
is a division of V similar to the Voronoi diagram). Although it is based on the
same principle as the other one, it is very closely related to the bidirectional
search method, so we call it the bidirectional-method-based A∗ algorithm, or
simply the bidirectional method. This algorithm can be used on networks which
does not have appropriate estimator for 2-terminal A∗ algorithm (Euclidian dis-
tance, etc), which is also the feature of the bidirectional method for 2-terminal
problems. It takes O(|E|+ |V | log(|V |)) time to compute the estimates; this is
also the time taken to construct the network Voronoi diagram. This algorithm
also does not improve the computational bound of the Dijkstra method. But
according to the experiments, this algorithm reduces the computing time by
30%-70% in most cases, compared with the Dijkstra method.

2 Preliminaries

2.1 The Dijkstra Method

The Dijkstra method [6] is the most basic algorithm for the shortest path prob-
lem. The original algorithm computes the shortest paths from one source to all
the other vertices in the graph, but it can be easily modified for the problem of
computing the shortest paths from one source to several specified other vertices.

Let G = (V, E) be a directed graph with no negative edges, s ∈ V be the
source, T = {t1, t2, . . . , tm} be the set of destinations, and l(v, w) be the length
of an edge (v, w) ∈ E. Then the outline of the algorithm is as follows:

Algorithm 1

1. Let U be an empty set, and the potential p(v) be +∞ for each vertex v ∈ V
except for p(s) = 0.

2. Add to U the vertex v0 that has the smallest potential in V − U . If T ⊆ U ,
halt.

3. For each vertex v ∈ V such that (v0, v) ∈ E, if p(v0)+ l(v0, v) < p(v), update
p(v) with p(v0) + l(v0, v) and let previous(v) be v0.

4. Goto step 2.
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The s-ti shortest path is obtained by tracing previous(v) from ti to s, and its
length is stored in p(ti). Note that the overall required time for this algorithm
is O(|E|+ |V | log(|V |) [7].

The most traditional and widely used method for solving the n×m shortest
paths problem is doing this procedure n times. Note that it is better to do m
times the same kind of procedure in which we search from the destinations if m ≤
n. Thus the required time for this problem is O(min(n, m) · (|E|+ |V | log(|V |)).
This paper focuses on how to improve this method.

2.2 The A∗ Algorithm

The A algorithm, an extension of the Dijkstra method, is a heuristic algorithm
for the 2-terminal shortest path problem. It uses a heuristic estimator for the
shortest path length from every vertex in the graph to the destination. Let
h(u, v) be the estimate for the u-v shortest path length, and h∗(u, v) be the
actual u-v shortest path length. Then the algorithm is as follows, letting t be
the destination.

Algorithm 2

1. Let U be an empty set, and let the potential p(v) be +∞ for each vertex
v ∈ V except for p(s) = 0.

2. Add to U the vertex v0 that has the smallest value of p(v)+h(v0 , t) in V −U .
If v0 = t, halt.

3. For each vertex v ∈ V such that (v0, v) ∈ E, if p(v0)+ l(v0, v) < p(v), update
p(v) with p(v0) + l(v0, v), let previous(v) be v0, and remove v from U if
v ∈ U .

4. Goto step 2.

If h(v, t) satisfies the following constraint, which means h(v, t) is a lower
bound of h∗(v, t), the obtained path is guaranteed to be the optimal shortest
path and the algorithm is called the A∗ algorithm [1,5,9,10,14,15,19].

∀v ∈ V h(v, t) ≤ h∗(v, t) (1)

Note that if h(v, t) equals h∗(v, t) for all v ∈ V , the A∗ algorithm is known to
search only the edges on the s-t shortest path. Moreover, the removal of vertices
from U in step 3 can be omitted if the estimator satisfies the following constraint,
which is called monotone restriction:

∀(u, v) ∈ E l(u, v) + h(v, t) ≥ h(u, t) (2)

An estimator under this constraint is called a dual feasible estimator. For ex-
ample, the Euclidean distance on a road network is a dual feasible estimator.
Obviously, h∗(v, t) also satisfies the above constraint. Note that the number of
vertices searched in this case is always not larger than the number searched by
the Dijkstra method.
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2.3 The Bidirectional Method

The bidirectional method [3,11,12,13,16] is also considered for the 2-terminal
shortest path problem. It does not require any heuristic estimator, but can reduce
the number of searched vertices in many cases. In this algorithm, the searches
are done not only from the source but also from the destination. The algorithm
is as follows:

Algorithm 3

1. Let U and W be empty sets, and let the potentials ps(v) and pt(v) be +∞
for each vertex v ∈ V except for ps(s) = 0 and pt(t) = 0.

2. Add to U the vertex v0 that has the smallest potential ps(v) in V − U . If
v0 ∈ W , goto step 7.

3. For each vertex v ∈ V such that (v0, v) ∈ E, if ps(v0) + l(v0, v) < ps(v),
update ps(v) with ps(v0) + l(v0, v) and let previouss(v) be v0.

4. Add to W the vertex v0 that has the smallest potential pt(v) in V −W . If
v0 ∈ U , goto step 7.

5. For each vertex v ∈ V such that (v, v0) ∈ E, if pt(v0) + l(v, v0) < pt(v),
update pt(v) with pt(v0) + l(v, v0) and let previoust(v) be v0.

6. Goto step 2.
7. Find the edge (u0, w0) ∈ E that has the smallest value of ps(u) + l(u, w) +

pt(w). The s-t shortest path consists of the s-u0 shortest path, the edge
(u0, w0), and the w0-t shortest path.

3 New Approaches for Computing the n × m Shortest
Paths

3.1 The Basic Principle

We discuss in this section how to compute all the shortest paths between two
sets of vertices efficiently. Let S = {s1, s2, . . . , sn} be the set of sources, and
T = {t1, t2, . . . , tm} be the set of destinations. It does not matter if some of the
vertices are in both S and T .

The basic idea of our approach is to find an estimator that can be used in
every search between two vertices si and tj . Let h(v, ti) be an estimator for ti.
Then consider the following estimator:

h(v) = min
i

h(v, ti) (3)

Can this estimator be used in the search from any source to any destination? To
answer this question, we obtain the following theorems:

Theorem 1. The estimator h as in expression (3) can be used as an A∗ esti-
mator for any ti, if h(v, tj) is a lower bound of h∗(v, tj) for each j.
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Proof. Consider the case of searching the shortest path to tk.

h(v) = min
i

h(v, ti) ≤ h(v, tk) ≤ h∗(v, tk) (4)

This inequality means that h(v) is also a lower bound. Thus we can use it for
an A∗ estimator for any ti.

Theorem 2. The estimator h as in expression (3) is a dual feasible estimator
for any ti if, for any j, h(v, tj) is a dual feasible estimator for tj .

Proof. Consider the dual feasibility around some arbitrary edge (u, v). There
must be some k such that h(v) = h(v, tk), and the following inequality is derived
from the dual feasibility of h(v, tk):

l(u, v) + h(v, tk) ≥ h(u, tk) (5)

Thus we can obtain the following inequality:

l(u, v) + h(v) = l(u, v) + h(v, tk) ≥ h(u, tk) ≥ min
i

h(u, ti) = h(u) (6)

This means that h(v) is a dual feasible estimator.

Using this dual feasible estimator, we can solve the n × m shortest paths
problem as follows:

Algorithm 4 For each i, do the following:
1. Let U be an empty set, and let the potential p(v) be +∞ for each vertex

v ∈ V except for p(si) = 0.
2. Add to U the vertex v0 that has the smallest value of p(v) + h(v) in V − U .

If T ⊆ U , halt.
3. For each vertex v ∈ V such that (v0, v) ∈ E, if p(v0)+ l(v0, v) < p(v), update

p(v) with p(v0) + l(v0, v) and let previous(v) be v0.
4. Goto step 2.

3.2 Techniques for a Road Network

For the 2-terminal problem in a road network, we often use the Euclidean dis-
tance d(v, w) as a dual feasible estimator of the v-w shortest path length. Thus
we can consider the following estimator for the n×m shortest paths problem:

h(v) = min
i

d(v, ti) (7)

This estimate is the Euclidean distance to the nearest vertex in the destination
set T .

k-d tree [2] is a very efficient data structure for coping with this nearest
neighbor problem especially in the two dimensional space. In k-dimensional Eu-
clidean space, the time for building a k-d tree for m points is O(m log m), and
the time for querying the nearest neighbor of some other point is O(log m).

We have to compute the nearest neighbor of a particular point only once,
because we use the same estimator in each search from each source. Thus, the
extra time needed to compute all the required estimates is O(|V | logm), because
we can ignore the time O(m log m) for building the tree. We call this algorithm
the Euclidean-distance-based A∗ algorithm.
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3.3 The Bidirectional Method

In this subsection, we discuss how we can solve the n×m shortest paths problem
efficiently even if we do not have any appropriate estimator, as when we use the
bidirectional method in the 2-terminal case.

Consider the following estimator in the 2-terminal shortest path problem:

h(v, t) = min(c, h∗(v, t)), c : constant (8)

The following corollary of Theorem 2 shows that this estimator is dual feasible.

Corollary 1. The estimator h′(v, t) = min(c, h(v, t)) is dual feasible if h(v, t)
is a dual feasible estimator and c is a constant.

How does the algorithm behave if we use this estimator? First, we must
search from the destination t to obtain the estimates until we find some vertex
from which the shortest path length to the destination is larger than c. Let T ′ be
the set of vertices covered by this backward search. The search will be done from
the source s until it encounters some vertex in T ′. Let S′ be the set of vertices
searched by this forward search at the time, and let E′ be the set of edges (u, v) ∈
E such that u ∈ S′ and v ∈ T ′. Let v0 be the vertex such that e = (u0, v0) ∈
E′ for some u0 ∈ S′ and the s-t shortest path includes the vertex v0. After
the encounter, the algorithm searches only edges in E and on the v0-t shortest
path. Thus, its behavior is very similar to that of the bidirectional algorithm
(Algorithm 3). If we let c be the largest value of pt(v) in the bidirectional method
except for +∞, the region searched by this algorithm is almost the same as that
searched by the bidirectional method. Thus, the bidirectional method can be
said to be a variation of the A∗ algorithm.

On this assumption, the bidirectional method can be extended for the n×m
shortest paths problem to the A∗ algorithm, which uses the following estimator:

h(v) = min
i

h∗(v, ti) (9)

This estimator gives the shortest path length to the set of destinations. According
to the theorems in the last subsection, it is a dual feasible estimator.

We can obtain this estimator by a variation of the backward Dijkstra method
as follows. Let U be the set of vertices for which we want to know the value h(v).

Algorithm 5

1. Let W be an empty set. Let the potential p(v) be +∞ for each vertex v ∈
V − T , and p(v) be 0 for each vertex v ∈ T .

2. Add to W the vertex v0 that has the smallest potential in V −W , and set
h(v0) with p(v0). If U ⊆W , halt.

3. For each vertex v ∈ V such that (v, v0) ∈ E, update p(v) with p(v0)+ l(v, v0)
if p(v0) + l(v, v0) < p(v).

4. Goto step 2.
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Thus, the extra time taken to compute estimates as in (9) for all the nodes
is O(|E| + |V | log(|V |), which is the same as the time taken by the ordinary
Dijkstra method. Note that we here construct the network Voronoi diagram of
the destination set T . The network Voronoi diagram of T is a subdivision of
V to {Vi} where the shortest path length from v ∈ Vi to ti is not larger than
those to any other vertices in T . Note also that we do not have to compute these
estimates twice or more, because we use the same estimator in each search from
each source. We call this algorithm the bidirectional-method-based A∗ algorithm,
or simply the bidirectional method.

This backward search should be performed as required at the same time of
the forward search. In this way, we can, in most cases, reduce the number of
vertices covered by the backward search. But if there are vertices from which
there is no path to any of the destinations, the backward search may continue
throughout the graph without stopping. Thus, if the graph has such vertices and
is very large compared with the regions searched by the forward searches, we
should modify the estimator as follows, using some appropriate constant c:

h(v) = min(c, min
i

h∗(v, ti)) (10)

According to corollary 1, this is also a dual feasible estimator. To compute this
kind of estimate for all the vertices, we only have to let p(v) be c in step 1 of
the algorithm 5. Note that this estimator is more similar to the estimator in
expression (8) than that in expression (9). If we use this estimator, we do not
have to search the whole graph to obtain this estimate for any vertex, but it
may be difficult to decide an appropriate c. A good way to set c is to set some
appropriate value larger than maxi minj h∗(si, tj), which means that we do not
set c until the estimates for all the sources are computed.

3.4 Computation on Dynamic Networks

Computation of the n×m shortest paths on dynamic networks is also important.
For example, an actual road network varies continuously because of traffic jams,
road repairing, and so on.

Related to this, the heuristic estimators for the A∗ algorithm has the following
properties. Let G′ = (V, E′) be a modified graph of G = (V, E) by increasing
some of the edge lengths. Note that this modification includes deletion of edges:
we only let these edge lengths +∞.

Theorem 3. If a heuristic estimator h satisfies inequality (1) on graph G, it
also does on graph G′.

Proof. Let h∗G(v, w) be the shortest path length on graph G. It is obvious that
the shortest path on G′ is longer than that on G. Thus if the estimator satisfies
inequality (1) on G, then the following inequality is satisfied:

∀v ∈ V h(v, t) ≤ h∗G(v, t) ≤ h∗G′(v, t) (11)

It means h satisfies the inequality on G′ too.
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Theorem 4. If a heuristic estimator h satisfies inequality (2) on graph G, it
also does on graph G′.

Proof. Let l′(v, w) be the length of edge (v, w) on graph G′. According to the
definition of G′, l′(v, w) is not smaller than l(v, w). Thus the following inequality
is satisfied if h satisfies inequality (2) on G:

∀(u, v) ∈ E l′(u, v) + h(v, t) ≥ l(u, v) + h(v, t) ≥ h(u, t) (12)

It means h satisfies the inequality on G′ too.

According to these theorems, we can use the same estimator on the dynamic
graph and do not have to recompute the estimates, if the change is only the
increase of the edge lengths or deletion of edges. All the estimators we proposed
in this paper satisfy inequalities (1) and (2), and we can efficiently use them on
such dynamic graphs.

4 Computational Experiments on a Road Network

In this section, we investigate the efficiency of our algorithms by using actual
digital road network data. The network covers a square region of 200km×200km
in the Kanto area in Japan, which contains several large cities such as Tokyo
and Yokohama. There are 387, 199 vertices and 782, 073 edges in the network.
We did all the experiments on an IBM RS/6000 Model 7015-990 with 512M
bytes of memory. We use the time taken to traverse an edge as the length of
that edge. Thus we compute the Euclidean-distance-based estimator using the
value of the Euclidean distance divided by the maximum speed. In this section,
we call the Euclidean-distance-based A∗ algorithm simply “the A∗ algorithm,”
and the bidirectional-method-based A∗ algorithm “the bidirectional method.”

In our algorithms, we compute estimates only once at most for one node re-
gardless of the number of sources and destinations. Therefore analyzing searching
time without the time for computing estimates is very important. Figures 1 and
2 show the ratios of number of nodes searched by our algorithms to that by
the Dijkstra method. In the experiments, we first chose randomly 1000 points
within a circle whose diameter is 100km, for starting points of searches. For the
destination set, we also chose randomly (1) 5 / (2) 10 / (3) 20 / (4) 50 / (5)
100 / (6) 200 points within a circle whose diameter is 20km and whose center
is same as that for the starting points. Note that the center is located around
Shibuya, Tokyo. Then we searched from these 1000 points to the destination sets
by various algorithms, and we plotted the ratio of the number of nodes searched
by our algorithms to that by the Dijkstra method, and the distance from the
center to the starting point.

As for the A∗ algorithm, the ratio is about 50-80% in the cases the number of
destinations is small, and 60-90% in the cases the number of destinations is large,
but difference between them is not so remarkable. The ratio becomes better if
the starting point goes away from the center up to about 20km, twice as the
radius of distribution of the destination set. As for the points whose distance is
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Table 1. Time (sec) for computing estimates for all nodes in the network.

#destinations 5 10 20 50 100 200

the A∗ algorithm 6.33 8.15 9.32 13.88 16.78 24.75
the bidirectional method 3.78 3.78 3.78 3.78 3.80 3.82

larger than 20km, the average ratio does not change remarkably as the distance
grows up, but some have much better or much worse ratio than those nearer to
the center.

As for the bidirectional method, the ratio is about 20-50% in the cases the
number of destinations is small, and 40-70% in the cases the number of destina-
tions is large. In this case, the number of destinations influences the ratio very
much. On the other hand, the influence of the distance from the center is very
similar to the case of the A∗ algorithm. But, in this case, the ratio decreases
as the distance grows up to to about 30km, which is larger than that in the
previous case.

The above analyses are done not on the actual computing time, but on the
number of searched nodes, because the actual computing time is influenced by
the method of implementation, the machine type, and so on. Figure 3 shows that
the same experiment using the destination set (5), but it shows the ratio of time
(which does not include the time for computing estimates). We can easily see
that the actual computing time clearly reflects the number of searched nodes.

Table 1 shows the time for computing estimates for all 387, 199 nodes in the
network for the same destination sets as in the previous experiments. Hence the
actual time for computing those estimates must not be larger than this. In the
case of the A∗ algorithm, this time increases as the number of destinations be-
comes larger. On the other hand, the number of destinations does not influences
the time at all in the case of the bidirectional method. It is because the compu-
tation is always done by only one search of the Dijkstra method in the case of
the bidirectional method.

According to the number of searched nodes, and the time for computing es-
timates, the bidirectional method seems far more better than the A∗ algorithm.
Table 2 shows the results of the experiments in several actual cases. In the table,
#Searched means the total number of vertices searched by all the n searches,
#Loaded means the number of vertices loaded to memory, Ttotal means the total
computing time (in seconds), and Testimate means the time taken to compute es-
timates. Note that Ttotal includes Testimate. In case 1, we compute all the shortest
paths among 50 points around Tokyo. The problem in case 2 is to compute the
shortest paths between 20 sources and 150 destinations, both of which are dis-
tributed around Tokyo, while in case 3, the problem is to compute the shortest
paths between 30 sources around Tokyo and 40 destinations around Yokohama.
Note that situations of all of these cases are very common in real problems. Note
also that situation like case 3 is very advantageous to our algorithms.



Computing the n × m Shortest Paths Efficiently 219

Table 2. Computation Results in Actual Cases

case Method #Searched #Loaded Ttotal Testimate

1 Dijkstra 5671181 232117 65.58 -

(50 × 50) A∗ 4793515 180913 58.50 5.38
Bidirectional 3860605 247245 42.98 1.98

2 Dijkstra 2636279 215130 30.10 -

(20 × 150) A∗ 2219739 170147 31.20 6.12
Bidirectional 1868263 228316 21.83 2.43

3 Dijkstra 4818566 193723 56.00 -

(30 × 40) A∗ 2901990 125212 35.13 4.06
Bidirectional 1559049 135635 17.37 0.84

According to the table, the bidirectional method shows the best performance
in all cases. It reduces the computing time by about 30% compared with the
simple Dijkstra method in normal cases (1 and 2). If the sources and destina-
tions are located in two distant clusters, as in case 3, the ratio becomes almost
70%, because the number of searched vertices is dramatically reduced. Note that
both the original A∗ algorithm and the original bidirectional method reduce the
computing time by 40% to 60% compared with the Dijkstra method in the 2-
terminal case on such a road network [12]. The A∗ algorithm also reduces the
number of searched vertices, but takes a long time to compute the estimates,
even though we use a 2-d tree as in section 3.2. Thus it is not efficient, espe-
cially when the number of the destinations (sources if the searches are done from
the destinations) is large, as in the case 2. However, it performs well compared
with the Dijkstra method in situations like case 3, because the searching is done
mainly in the direction of the destinations by using the Euclidean-distance-based
estimator. Figure 4 shows the regions searched from the same source as in case
2. We can easily see that the bidirectional method searches the fewest vertices.

The A∗ algorithm is not fast as the bidirectional method on our system, but
the experiments reveal that it may be useful on some other systems. Table 2
shows that the number of vertices loaded to memory is small if we use the A∗

algorithm. Figure 5 shows the region loaded to memory in case 2. We can easily
see that the A∗ algorithm loads to memory the fewest vertices among the three
algorithms. To compute the estimates, the bidirectional method must load more
vertices to memory than the A∗ algorithm. This means that the A∗ algorithm
is one of the choices if the data storage device on the system is very slow.

5 Concluding Remarks

We have proposed new algorithms for the n × m shortest paths problem. We
showed what kind of estimators for the A∗ algorithm could deal with this n ×
m shortest paths problem. As examples, we proposed two kinds of estimators,
one based on Euclidean distance, and the other on the bidirectional method.
We examined the efficiency of the algorithms using these estimators through
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experiments on an actual digital road network. The experiments revealed that
the bidirectional-method-based A∗ algorithm is the best, and that it reduces the
computing time by 30%-70% compared with the simple Dijkstra method. They
also implied that the Euclidean-distance-based A∗ algorithm is useful on systems
with very slow storage devices.
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Fig. 1. Ratios of number of nodes searched by the A∗ Algorithm to that by the
Dijkstra method.
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Fig. 2. Ratios of number of nodes searched by the bidirectional method to that
by the Dijkstra method.
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Fig. 3. Ratios of time taken by our algorithms to that by the Dijkstra method.

(a) Dijkstra method

(b) A∗ algorithm (c) Bidirectional method

Fig. 4. Searched regions from one of the sources by various algorithms
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(a) Dijkstra method

(b) A∗ algorithm (c) Bidirectional method

Fig. 5. Regions of vertices loaded by various algorithms
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Abstract. In this paper we provide a description of the application of
digital watermarking for use in copyright protection of digital images.
The watermarking process we consider involves embedding visually im-
perceptible data in a digital image in such a way that it is difficult to
detect or remove, unless one possesses specific secret information. The
major processes involved in the watermarking processes are considered,
including insertion, attack, and detection/extraction. Generic features of
these processes are discussed, along with open issues, and areas where
experimentation is likely to prove useful.

1 Introduction

The term digital watermarking is currently being used to describe the process
of adding information, in particular digital watermarks, to digital multimedia
content. Digital watermarks are being used for the purposes of documenting or
ensuring (i.e., verifying, guaranteeing, or proving) the integrity of the multimedia
content. Specifically, there are two general ways in which digital watermarks are
being used with regards to multimedia content: (1) To add information to the
content in such a way that it is clearly, and purposefully, available to those ac-
cessing the content. This is related to the traditional idea of watermarking (e.g.,
translucent marks that are routinely placed in paper currency or bond paper).
A typical application is the automatic placement of a logo in an image taken
by a digital camera. (2) To add information to the content in such a way that
it is hidden from those accessing the content, unless they know to look for it,
and possess any secret information needed to decode it. This is related to the
traditional idea of steganography—a word derived from the Greek word meaning
covered writing. The field of steganography is also referred to as information
hiding ; however, both of the uses described above are commonly referred to sim-
ply as digital watermarking in the current literature. The notion of embedding
hidden or barely perceptible information within a message or picture is actually
an old idea, dating back to antiquity. Interesting accounts of this history can be
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found in [13, 14]. In this paper we will focus on the use of digital watermarking
techniques for the purpose of copyright protection and ownership verification of
digital images. This requires information to be hidden in digital images (i.e., this
is an application of usage (2) described above).

For ease of exposition, throughout this paper the terms watermarking and
watermark will be taken to mean digital watermarking and digital watermark,
respectively.1 The need for developing watermarking techniques that protect
electronic information has become increasingly important due to the widespread
availability of methods for disseminating this information (e.g. via the Internet),
and the ease with which this information can be reproduced. In fact, the inabil-
ity to develop provably strong watermarking methods for copyright protection
is often cited as a major stumbling block to the further commercial development
of the Internet. For this reason, watermarking research has received considerable
attention over the past few years, and an ever-increasing number of watermark-
ing methods for copyright protection are being proposed both in the open and
patent literatures. These methods are invariably accompanied by the claim that
they are “robust against malicious attacks,” and these claims are often backed
up via experimental tests devised by the developers themselves. Rarely do the
authors of different papers consider the same suite of attacks, and worse yet,
it is often the case that the same attack (e.g., subsampling) is implemented
differently (e.g., some authors assume the image can be resized during a man-
ual preprocessing step and others do not). The need for the establishment of a
standard set of attacks by which watermarking methods can be benchmarked
is clearly evident. Similarly, since the performance of all watermarking methods
is image dependent, a standard image database must be established. In order
to establish these standards, however, it is first necessary construct appropriate
models and make reasonable assumptions regarding all of the processes asso-
ciated with the use of watermarking algorithms. In this paper we attempt to
establish an appropriate framework for these purposes, and also make the case
that experimentation is likely to be an important tool in the development, test-
ing, and possible standardization of watermarking algorithms.

In Sect. 2 we describe how watermarks are used for copyright protection, and
present a general model for watermarking systems. We also describe desirable
properties for watermarks, as well as some important constraints on what the
processes associated with a watermarking system can do to an image. In separate
subsections, we then treat in detail each of the major processes in our general
model. These include the insertion, detection/extraction, and attack processes.
In each case, our goal is to describe generic features of these processes, constraints
that should be observed, along with any unresolved issues. In Sect. 3 we present
a simple example the illustrates many of the issues discussed in the previous
section. In Sect. 4 we summarize some of the weaknesses of current watermarking
systems, describe developments that need to take place in order to correct them,

1 There has been an effort to establish a common terminology for the digital water-
marking field [24], but this terminology only addresses usages related to information
hiding, and has not been widely adopted.
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and give suggestions as to how experimentation is likely to be used to assist
these developments.

2 Watermarking For Copyright Protection

In the literature, copyright protection is the application area in which water-
marking is most often considered. In the remainder of this paper, unless explic-
itly stated otherwise, we will assume this application area when the term water-
marking is used. The goal in this case is for the owner of a piece of watermarked
information to be able to assert their ownership over the information after the
information has been disseminated. A general model for this process in the case
of digital images is depicted in Fig. 1.2 In this figure, the (unwatermarked) input
image is denoted I, the watermark is denoted w, and the watermarked image
obtained from the insertion process is denoted Iw. The watermark is simply a
signal that is embedded in data in such a way that it can later be detected
or extracted in order to make some assertion about the data. In the figure, we
distinguish between the detection and extraction processes. In detection, we are
trying to determine whether or not a (possibly tampered with) test image Îw

contains the watermark w, while in the extraction process we attempt to re-
cover the actual bits associated with the watermark. These extracted bits are
denoted ŵ. Most watermarking methods make use of a secret key (or keys) k in
both the insertion and detection/extraction processes. The role of this key will
be discussed in more detail shortly. Finally, note that we assume that I is not
available during the detection/extraction processes. The reason for this will be
discussed in Sect. 2.3.

Before discussing the watermark insertion process in detail, it is useful to
consider a typical scenario: A content owner sells watermarked multimedia con-
tent to a customer who then makes the purchased content publicly available
via a web page (e.g., for advertising purposes). Alternatively, a content owner
may wish to make watermarked multimedia content publicly available via a web
page through which prospective customers may view the content prior to mak-
ing a purchase. In either case, content owners would like to protect their digital
property from illicit copying by embedding a watermark in the content that is
difficult to remove. In these cases, it is appropriate to use an invisible watermark
for two reasons. First, an invisible watermark will not alter the aesthetic content
of the image. Second, the work of malicious users, intent on removing the water-
mark, should be made more difficult if they do not know its location. Thus, for
purposes of copyright protection, watermarks that are robust and invisible are
desired. However, there exists a tradeoff between these two properties, as well
as a third property, the information capacity of the watermark. These tradeoffs

2 Although we restrict our attention to digital images in this paper, the reader should
be aware that most of the techniques proposed for watermarking digital images for
the purpose of copyright protection are also applicable (in varying degrees) to audio
and video. See [30] for a survey.
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Watermark
Insertion Attack Detection

Extraction

yes/noI Iw Îw

ŵ

w

k

Fig. 1. A general model for watermarking in the copyright protection applica-
tion. Dashed boxes indicate optional processes.

will be discussed in more detail in Sect. 4 after we have had the opportunity to
discuss the entire watermarking process depicted in Fig. 1.

The required invisibility of the watermark in the image leads to the following
constraints: The watermark insertion cannot change the perceptual content of
the image I, and an attack will only be considered successful if it defeats the
detection/extraction processes without changing the perceptual content of the
image Iw. We will use the notation Ia ∼ Ib to denote that image Ia is perceptually
equivalent to Ib. The constraint I ∼ Iw models the typical situation in which a
graphic artist, photographer, etc. has created an image in which they would like
to place a watermark, but they require that this be done without altering the
esthetics of the image. The constraint Iw ∼ Îw captures the notion that a pirate
will only find it useful to steal an image if they can do so without altering its
esthetics. Thus, if it is possible to construct a a watermarking method in which
perfect detection is obtained whenever Iw ∼ Îw, then a pirate will be forced to
noticeably alter an image in order to steal it. We believe that this is the best
that one can hope for in this application.

The main problem with the previous discussion is that the concept of a
perceptual invariant is an ill-defined, and in fact involves open problems in brain
science, psychology, as well as subjective opinions. Nevertheless, enough is known
about the human visual system to exploit the idea of perceptual invariants in
watermarking methods. We will present one useful model for the human visual
system in the following section when we discuss the watermark insertion process.

2.1 Watermark Insertion

In Fig. 2 we present a more detailed model of the watermark insertion process. It
is not uncommon for a watermarking algorithm to include some type of domain
transformation and perceptual analysis prior to inserting the watermark w into
the image I. The transform domain coefficients are denoted β, and the results of
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perceptual analysis (often an image known as a perceptual mask) are denoted Ip.
These elements, along with a secret key k and the image pixel values themselves,
may all be used to insert the watermark w.

Watermarking methods can be divided into three groups based upon the man-
ner in which the watermark is inserted in the image: (1) spatial domain meth-
ods embed the watermark by altering intensity values in the image I (e.g., [4,
10, 17, 21]), (2) frequency domain methods embed the watermark by altering
coefficients in some transform (e.g., DCT, FFT, wavelet) domain of the im-
age I (e.g., [5, 16, 26]), and (3) colorspace methods that insert the watermark
in the colormap of an indexed image (e.g., [25]).

Insertion

Transform
Image

Perceptual
Analysis

Image
Inverse

Transform
WatermarkI

Ip

Iw

w

k

β

Fig. 2. A more detailed view of the watermark insertion process.

The key k shown in Fig. 2, typically chosen as a pseudorandom number, may
determine not only the exact placement of the watermark signal in the image,
but also the watermark signal itself (in some methods two pseudorandom keys
are used for these purposes [10]). We will see in Sect. 2.2 that some of the most
successful attacks on a watermarking system work by “breaking the synchroniza-
tion” between the watermark w and the watermarked image Iw. For example,
if the value of the key k is used directly to select pixels for watermarking, then
even a slight amount of cropping or rotation is often enough to “misalign” the
detection algorithm when it is searching for a watermark w in a test image
Îw. To combat this, more sophisticated watermarking algorithms insert synchro-
nization signals into the image I during the insertion process. Many of these
algorithms use techniques originally developed for spread-spectrum communica-
tions [11, 31, 32, 33, 34].

In order to complete our discussion of the insertion process, and understand
how a watermark can be inserted robustly, while at the same time maintaining
invisibility, it is necessary to consider in more detail the properties of digital
images along with the properties of the human visual system.

An Image Model. An N ×M digital image I can be thought of as a two-
dimensional random process that represents the sampling (i.e., digitization) of
a real or synthetic scene. These samples are called pixels and are denoted by



Image Watermarking for Copyright Protection 231

I(x, y), x ∈ {0, . . . , N − 1}, y ∈ {0, . . . , M − 1}. Although it is possible to de-
velop models for mathematically describing the properties of an image I, such
descriptions are highly dependent on the image content [3]. Thus, the watermark-
ing insertion process also tends to be highly image dependent. For this reason,
many watermarking methods compute a perceptual mask during watermark in-
sertion and use this to determine watermark placement within the image. This
is discussed in more detail below.

The format of an image can also impact the watermarking process. The image
format determines the type of information that is stored for a given pixel. Three
different formats are commonly used. The first, used for color images, represents
each pixel directly as a triplet of nonnegative real numbers. The model used
for the color space determines what type of information is stored in the triple.
Often these numbers are used to represent the red, green, and blue intensity
values, respectively, of the image. These values, typically 8-bit numbers, are
combined to produce the color of the pixel. The image itself is referred to as
an RGB image. The JPEG format is an example of a specific methodology for
representing images in this fashion. An alternative, and less common, color space
is the HSV model. In this case, the triple represents the hue, saturation, and
value, respectively, of the corresponding pixel. The second format, also used for
color images, stores an image using two arrays: an image array and a colormap
array. An image of this type is referred to as an indexed image. The colormap
is an n × 3 array containing the possible colors that may appear in the image.
Each of the n rows stores three values—typically these are RGB components
for a specific color. Each pixel in the image array stores an integer value in the
range [0, . . . , n − 1] that corresponds to an index into the colormap. That is,
the colormap is simply a lookup table. The GIF and TIFF formats are specific
examples of this format. As we have previously mentioned, the colormap itself
can be used for watermarking. The final format we consider is used to store
grayscale images. Like the RGB image format, the pixel values are stored directly
without the use of a lookup table. Typically each pixel is represented by an 8-
bit integer value in the range [0, 255], with 0 representing the black end of the
spectrum, and 255 representing the white (or full intensity) end of the spectrum.
RGB and indexed images are often converted to intensity images. Although there
is the possibility of lossless conversion between certain image formats, in general
this is not the case, and a certain amount of degradation will occur. In fact, this
is one of the more probable forms of attacks since image conversions are often
carried out automatically by software programs. This issue is discussed in more
detail in Sect. 2.2 we consider accidental attacks.

The Human Visual System. The human visual system (HVS) has known
characteristics that allow certain changes to the pixel values in an image to
go undetected. The amount of change that can occur is directly related to the
image composition, and to several HVS phenomena known as masking, spatial
resolution, intensity resolution, and blue channel intensity. We present a simple
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model of the HVS next, and then consider each of these HVS phenomena in
turn.

A simple model of the HVS is shown in Fig. 3 [18]. The peripheral level is
the portion of the HVS where light is converted into neural signals. This level
is fairly well understood, particularly for monochrome images. The central level
processes neural signals in order to extract information. Simple models for the
peripheral level exist, but not for the central level.

Peripheral
level

Central
level

signals vision
neural

light

Fig. 3. A model for the human visual system.

A simple model of the peripheral level for monochrome images, that agrees
with a number of well-known HVS phenomena, is shown in Fig. 4 [29]. The
nonlinearity shown in this figure compresses high-level intensities, and expands
low-level intensities (similar to a logarithm operation), while the bandpass filter
can be modeled as a linear shift invariant system with spatial frequency response
that is maximum for mid-range frequencies (5–10 cycles/degree). It is believed
that finite pupil size, and the finiteness of the receptor cells in the eye may cause
the low-pass response, while the lateral inhibition between receptor cells may
cause the high-pass response.

signals
neural

bandpass
filter

light
nonlinearity

Fig. 4. A model of the peripheral level of the human visual system for
monochrome images.

One or more of the following perceptual “holes” in the HVS are typically
exploited by modern invisible watermarking method. All are thought to result
from peripheral level processing. We are not aware of any watermarking methods
that exploit central level processing. Conceivably such methods would be quite
strong, but they would rely on understanding the content of an image. However,
the field of image understanding contains many problems that need to be solved
before this approach would be feasible. Thus, we restrict our attention to what
is believed to be peripheral level processing in the following discussion. For each
of the visual phenomena discussed next, we also discuss the impact it has on
watermarking, and in particular on the constraint I ∼ Iw.

Mach-band Effect. In this well-known phenomenon, depicted in Fig. 5, the HVS
perceives a change in intensity in regions that actually have a constant inten-
sity. For example, each of the regions shown in Fig. 5 has a uniform intensity,
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yet each region appears darker towards the left, and lighter towards the right.
Thus, the HVS has an uneven brightness perception within regions of uniform
intensity. This response is consistent with spatial filtering, where overshoot and
undershoot occur where the signal has sharp discontinuities. For the purposes of
watermarking this phenomenon demonstrates that precise preservation of edge
shapes are not necessary in order to satisfy the constraint I ∼ Iw.

50 100 150 200 250 300 350 400 450 500 550

50

100

150

200

250

Fig. 5. An example of the Mach-band effect in the human visual system.

Intensity Resolution. This feature of the HVS refers to the fact that small
changes in the intensity of pixels in I will be unnoticed. For the purposes of
watermarking, this means that the watermark bits must be placed in the lower-
order bits of an image if I ∼ Iw is to be maintained.

Intensity Sensitivity. This phenomenon refers to the fact that in the HVS, the
amount of unnoticed change in intensity that can occur in an image varies ac-
cording to the intensity of the surrounding pixels. Specifically, the value of ΔI
that causes a just-noticeable difference to occur between intensities I and I +ΔI
increases proportionally with the intensity of I. In fact, in the log domain, the
just-noticeable difference is constant for a wide range of I, which is consistent
with the nonlinear processing previously described for the peripheral level. For
the purposes of watermarking this means that darker regions can support larger
changes to their pixel values than can lighter regions.

Spatial Resolution. This phenomenon refers to the fact that isolated pixels in
an image can often be changed without being perceived by the HVS. The main
problem with exploiting this feature is that isolated pixel modifications will
introduce higher frequency components in the spectrum of the modified image.
These are easily removed via low-pass filtering, with minimal perceptual effect
on the image. That is, it will in general be easy to remove watermarks that
exploit this phenomenon, while at the same time maintaining Iw ∼ Îw .
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Spatial Masking. This phenomenon accounts for the fact that when random
noise is added to an image, it is more noticeable in regions that have uniform
intensity values, than in regions that have high contrast (i.e., edge regions which
correspond to high spatial frequency). Furthermore, noise in dark regions is less
noticeable than noise in light regions. Thus, for the purposes of watermarking,
the intensities of pixels that are close to a edge can be changed a great deal
without being perceived, particularly dark edges (due to intensity sensitivity).
In addition, large changes to pixels within a homogeneous color or intensity
region should be avoided, particularly in lighter regions.

Blue Channel Insensitivity. This refers to the fact that the HVS is not symmet-
ric with respect to the manner in which changes to the three basic colors are
perceived. In particular, the HVS is roughly three to five times less sensitive to
changes in the blue component of a image, than it is to changes in the red and
green components. This is often exploited in the watermarking of color images
by placing the watermark primarily, or entirely, in the blue channel. The blue
channel can be simply treated as an intensity image in the latter case.

One or more of the aforementioned perceptual holes in the HVS are typically
exploited by invisible watermarking methods. Indeed, any watermarking method
must exploit some type of perceptual hole if it is to be considered invisible. This
discussion also makes it clear that not every pixel is equally suited for encoding
watermark bits. Thus, the purpose of the perceptual analysis shown in Fig. 2 is to
identify a perceptual mask Ip that can be used to insert a “stronger” watermark.
Specifically, the goal is to use Ip to amplify watermark strength in regions where
the change will be less noticeable (for robustness purposes), and decrease it in
regions that are sensitive to changes (for perceptibility purposes). In addition,
we would like to place more of the watermark in perceptually significant regions
of the image. If we are successful at this latter task, then in order to remove
the watermark, the perceptual characteristics of the image would have to be
changed, leading to a violation of the constraint Iw ∼ Îw.

2.2 Attack Process

We now consider the attack process depicted in the general watermarking model
of Fig. 1. This is certainly one of the more difficult processes to characterize,
and its treatment in the current literature is the source of much confusion. We
believe much of the confusion is alleviated by characterizing the robustness of
watermarking methods with respect to specific classes of attacks. A number of
categories for attacks have been described in the literature, e.g., [8, 23]. For
the purposes of the copyright protection application as we have described it,
we believe that at least the following classes of attack make sense for reasons
discussed below: accidental, robustness, protocol, and legal attacks. It seems
unlikely that watermarking methods can be developed that are robust against
all of these categories of attack (at least in the near term), but success on specific
attack categories is more probable. Let us consider each of these in turn.
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Accidental Attacks. These attacks are caused by routine manipulation of an
image, such as compression or image conversion during downloading or email
transmission, cropping and/or rotation during image acquisition, etc. For ex-
ample, we envision methods that are robust to this form of attack being used
in monitoring applications where “accidental pirates” are identified and subse-
quently notified that they are in possession of copyrighted material. We feel that
such an approach may prove effective since a warning is often all that is needed
to deter the accidental pirate.

What distinguishes this class from the robustness attacks, discussed next,
is that methods designed with accidental attacks in mind do not have to be
concerned with a malicious attacker. Rather, they only need to be made resistant
to common forms of image manipulation in order to be considered useful. For
methods to be robust against these forms of attack, it is important to understand
the technology associated with the handling of images. This in concept appears
to be an easier situation to deal with, rather than being forced to stay “one step
ahead” of a malicious adversary who is actively seeking to thwart watermarking
efforts.

Specific attacks that should be considered here include JPEG compression
across a common range of compression ratios, conversion between file formats
(e.g., bitmap to JPEG, TIFF to JPEG, and vice versa), and minor geometric
transformations (e.g., cropping, scaling, rotation) that occur while manipulating
an image.

Robustness Attacks. With robustness attacks, we are confronted with an
adversary that is actively trying to make the watermark unreadable, without
affecting the quality of the image. The attacker may in fact attempt to ma-
nipulate the watermark signal directly. Examples of robustness attacks might
include low-pass filtering, histogram equalization, frequency domain smoothing,
median filtering, the addition of noise, as well as geometric transformations such
as cropping, rotation, or mirroring. The results of our experimentation indicate
that current watermarking algorithms are not at all immune to fairly simple
forms of robustness attacks [12]. For example, simple geometric attacks, even
though they leave the actual watermark information in the image, have a dev-
astating effect on watermark detection. Ironically, these are also the most likely
forms of attack, since they are easily performed using freely available software.
This suggests that a useful line of research might involve watermarking methods
that can account for these common distortions during the insertion process, or
invert them during the detection/extraction process.

Robustness attacks appear to be closely related to the field of cryptography,
where malicious adversaries are commonly assumed. In fact, it is useful to briefly
consider cryptography when considering this class of attacks. The Fundamental
Axiom of Cryptography, which is assumed by all reasonable cryptanalysts, is
that the adversary has full knowledge of the details of the cipher, and lacks only
the specific key used in encryption [27]. This principle was adopted as far back as
1883 by Kerckhoffs [15], and history gives us ample reason to heed this axiom—a
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reading of the American code breaking effort during World War II is convincing
enough [13]. For these same reasons, it is prudent to adopt a similar Fundamental
Axiom of Watermarking when we consider robustness attacks. Namely, we should
assume the adversary knows not only that watermarks are hidden in the image,
but the algorithm being used to hide them (only secret keys associated with
the algorithm are unknown). This axiom makes sense for another reason, if an
adversary is to be challenged in a court of law, then certainly the details of the
watermarking algorithm used to identify the suspected cheating will have to be
divulged.

Although cryptography and watermarking appear to have much in common,
it is also instructive to note some differences. For example, with cryptography
once a message is decoded, it is completely “in the clear,” but with watermarking
the watermark is part of the message. Thus, data can continue to be protected
after it has been decrypted. In addition, with cryptography we are usually try-
ing to prevent illicit acts, but with watermarking we are trying to prove that
an illicit act has occurred after the fact. Indeed, watermarking appears to be
the only solution available for protecting intellectual property from active pi-
rates and performing use-tracking after content has been securely transmitted.
Thus, the two are likely to be used together in certain applications—traditional
cryptography to ensure a message is not compromised during transmission, and
watermarking to ensure the receiver, or others, do not misuse the information
after it is in the clear. Other differences are revealed if we consider the goals
of the user and pirate. Specifically, with cryptography the goal of the user is
to conceal the content of a message. The goal of the user in watermarking is to
conceal the existence of the message. The goal of the pirate in cryptography is to
uncover the secret information contained in a transmission. It is usually easy to
verify success/no success in this effort. With watermarking, the goal of the pirate
is to destroy the watermark. If any information from the watermark remains in
the content, it may be possible to recover the watermark. It is difficult for the
pirate to verify success/no success in this effort. We believe it is important to
keep these differences in mind when attempting to apply cryptographic theory
to the development of watermarking systems.

We may also look to cryptography to help with notions of security for water-
marking systems in the face of robustness attacks. For example, cryptographers
have developed well-defined notions of unconditional, computational, provable,
and practical security that are tied to the computational resources required by
the malicious attacker in order to compromise a cryptosystem [28]. However,
such a classification for watermarking systems has not been forthcoming. This
may be due to the fact that watermarking technology, as compared to that of
cryptography, is relatively immature and rapidly changing. For instance, compro-
mises in cryptosystems are now mostly due to protocol failures, direct assaults
on the cryptographic algorithms themselves are not very common. The same
is not true for current watermarking systems; a number of effective algorithms
are available for directly attacking suspected watermarks in images [22, 23, 35].
Indeed, comprehensive protocols for watermarking systems have yet to be de-
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veloped. There may be other difficulties associated with developing theories of
security in watermarking systems. Consider for example that with cryptosystems
it is completely reasonable (and in fact desirable) to send a message that appears
as random noise; however, this is not possible with watermarking systems since
we are constrained by I ∼ Iw . In addition, note that the value associated with
“breaking” a given message in a cryptosystem tends to decrease rapidly with
time. Copyrights, however, can exist for as long as 75 years after the death of
the author. Thus, when judged against the rate at which advances in computa-
tion are being made, watermarks must provide protection for an extremely long
period of time. Thus, notions of security may have to take on a slightly different
meaning when applied to watermarking.

In summary, since we assume the attacker knows the details of the watermark-
ing method, we believe the only chance for success here appears to require that
the insertion process take the watermarked image close to the limit of I ∼ Iw, so
that any additional change will push Iw “over the edge” so that I �∼ Iw . That is,
we would assume the attacker can also compute a perceptual mask, and attack
the image as strongly as possible according to the perceptual mask. However, if
attackers are not left with enough “room” to effectively attack the image, they
will be forced to make I �∼ Iw.

Protocol Attacks. In a protocol attack, the attacker does not try to remove the
watermark directly. Rather, an attacker attempts to cast doubt on the ownership
of the watermark, or avoid its detection, by exploiting weaknesses in the water-
marking protocol or other loopholes associated with the usage of the system. An
example is the multiple watermark attack that involves placing additional wa-
termarks in the image in an effort to create “ownership deadlock”. This attack
is successful when a watermarking method does not provide a mechanism for
determining with of two watermarks was added first [6, 7]. It appears that some
timestamping mechanism, via a central authority, is necessary in order to deal
with this attack.

Other examples of protocol attacks include a failure to keep the secret key
k secret, or a conspiracy attack where multiple owners of a watermarked im-
age (each with a different watermark) get together and use these copies to de-
termine the location of the watermark in each image.

Another form of protocol attack deserves special mention (and possibly its
own attack category); these are the so-called presentation attacks which are
intended to defeat “webcrawler” applications (e.g., Digimarc’s MarcSpider [9])
that search the Web looking for watermarked images. In a presentation attack,
the manner in which the image is presented is changed, not the underlying pixel
values. For example, an image might be broken into pieces (with each piece
written to a different file), but the pieces are put together into a mosaic when
displayed [22, 23]. This attack has proven very successful because most water-
marking methods have difficulties embedding watermarks in small images (e.g.,
below 100× 100 pixels).
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Legal Attacks. This refers to the ability of an attacker to cast doubt on the
validity of a watermarking method in a court of law. Attacks of this form can
only be judged successful or unsuccessful after they have been tried in a court
of law. Yet it seems that detection methods having a sound statistical basis
are more likely to survive such attacks. The usage of watermarking methods
will likely force the establishment of legal precedents at some point in the near
future.

In summary, we feel it is useful to categorize the different types of attack that
a watermarking system may be subjected to in order to develop appropriate
notions for their security. Furthermore, the features that might be incorporated
into a watermarking system in order to make it resistant to accidental attacks are
likely to be different from those that are incorporated to make a system resistant
to protocol attacks. The establishment of appropriate benchmark attacks for at
least the accidental and robustness attack categories would be very worthwhile.

2.3 Watermark Detection/Extraction

We now consider the problem of detecting and extracting a watermark from an
image that may have been attacked. Figure 6 presents a more detailed view of
the detection process. An important observation to make at this point is that
we assume the original image is not available during the detection/extraction
processes. This constraint is generally adopted for the following reason: If the
watermarking system is to be used in a mode that allows arbitrary third parties
to check the copyright status of an image, then obviously I must be kept secret
or there is no purpose in watermarking it. This constraint is not necessary if the
watermarking system is to be used for monitoring purposes only—in this case
the insertion and detection/extraction processes will generally be accomplished
by the same entity. Nevertheless, the case for this constraint is still made by
many researchers using the argument that excessive data handling will result if
the original image is required during watermark detection/extraction. It seems
that the former usage would require some type of public-key methods (similar to
those used in public-key cryptography); however, we are not aware of any such
methods.3 Rather, the key used during insertion must be secretly communicated
to the party performing the detection process in order to maintain security for the
overall system. Unless such public-key methods can be developed, it will not be
possible to deploy secure watermarking algorithms that are capable of informing
arbitrary third parties about the copyright status of a possibly attacked image.
We note, however, that for many users, communicating copyright information
to third parties has lower priority than utilizing watermarking technology to
monitor the use of their content and to identify cases of copyright abuse. The
former can be accomplished with public-key technology, while the later requires
only private-key technology.

3 A restricted notion of public-key watermarking is described in [2].
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Fig. 6. A more detailed view of the processes involved in the watermark detection
process.

Returning to Fig. 6, notice that an optional synchronization step preprocesses
the test image Îw in an attempt to create a “realigned” test image Î′w. This step
is only necessary if a synchronization signal was embedded in the watermarked
image during the insertion process. Next, an optional image transformation or
perceptual analysis may be performed. Which processes are performed at this
step will depend upon those processes performed during watermark insertion. We
note, however, that since we assume Iw ∼ Îw, we can use “perceptual invariants”
in the test image, and assume they existed in the presumed original image I.

After the suspected watermark signal is extracted, a decision must be made
as to whether or not the extracted signal corresponds to the watermarked signal.
The part of decision theory known as hypothesis testing is often used to make
the yes/no decision regarding the presence of a watermark in the test image Iw.

The extraction process, not shown in Fig. 6, is similar to the detection pro-
cess, except that we are interested in explicitly recovering the watermark bits.
In this case, these bits will normally encode additional information, such as the
name of the author of the watermarked information, the date of copyright, etc.
The use of error-correcting codes during extraction is a logical idea, and has in
fact been investigated [10, 11].

3 An Example

It is instructive at this point to present an example the illustrates many of
the important concepts we have considered. In this example we will use the
least-significant-bit (LSB) watermarking method, which embeds the watermark
in the spatial domain of the image. This was the first approach suggested for
invisible watermarking in the modern era [32], is quite easy to implement, and
illustrates many of the important concepts have considered. Furthermore, this
method (or some variation thereof) is used in a number of currently available
software packages for watermarking. The LSB method exploits the fact that
changes to the least significant bits of the pixels in an image will yield changes
that are below the intensity resolution of the HVS (i.e., it exploits the intensity
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resolution phenomenon). To illustrate this fact, consider the original 512× 512
image shown in Fig. 7 (a). In Fig. 7 (b), the same image is shown, but the
least significant bits of a 124 × 96 block (in all three channels) of the image
have been modified so that they store the entire text of Lincoln’s Gettysburg
Address shown in Fig. 8 (a). That is, the Gettysburg address is stored in the
image three times, once in each of the red, green, and blue channels. Even on a
high-resolution monitor, with the images side-by-side, there are no perceptible
differences between the original and watermarked images. This demonstrates
that it is possible to store a large amount of information in an image without
making any perceptible changes.
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Fig. 7. (a) Original Image. (b) Original image watermarked with Lincoln’s Get-
tysburg Address. (c) Watermarked image after it has been attacked with additive
Gaussian noise (μ = 0, σ2 = 0.000001) on all three channels.

Next, a very simple robustness attack is applied to the watermarked image
shown in Fig. 7 (b). Specifically, random Gaussian noise with zero mean and
a variance of 0.000001 is added to every pixel of the image on all three color
channels. Because this noise level is so small (below the intensity resolution of
the HVS), once again the perceptual effects are not detectable (Fig. 7 (c)). How-
ever, when the watermark is extracted (Fig. 8 (b)), we see that it is severely
degraded. Specifically, the watermark extraction algorithm took a majority vote
of the bits in all three channels of the corrupted image in the location of the orig-
inal watermark. If a slightly larger variance is used, the watermark is completely
destroyed. This demonstrates the extreme fragility of this method to even simple
attacks, and illustrates the trade-off discussed previously between the amount
of information contained in a watermark and its robustness. As we have men-
tioned, at least two techniques can be used to make the watermark more robust:
use a perceptual mask to more aggressively mark selected pixels, and repeating
watermark bits throughout the image.
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Four score and seven years ago, our fathers brought forth upon this continent a new nation:
conceived in liberty, and dedicated to the proposition that all men are created equal.

Now we are engaged in a great civil war. . .testing whether that nation, or any nation so
conceived and so dedicated. . .can long endure. We are met on a great battlefield of that
war.

We have come to dedicate a portion of that field as a final resting place for those who

here gave their lives that this nation might live. It is altogether fitting and proper
that we should do this. But, in a larger sense, we cannot dedicate. . .we cannot
consecrate. . .we cannot hallow this ground. The brave men, living and dead who
struggled here have consecrated it, far above our poor power to add or detract. The
world will little note, nor long remember, what we say here, but it can never forget what

they did here. It is for us the living, rather, to be dedicated here to the unfinished
work which they who fought here have thus far so nobly advanced. It is rather for us to
be here dedicated to the great task remaining before us. . .that from these honored dead
we take increased devotion to that cause for which they gave the last full measure of
devotion. . .that we here highly resolve that these dead shall not have died in

vain. . .that this nation, under God, shall have a new birth of freedom. . . and that
government of the people. . .by the people. . .for the people. . .shall not perish
from this earth.
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Fig. 8. (a) The original Gettysburg Address text watermark inserted in the
test image shown in Fig. 7 (a). (b) The Gettysburg Address text watermark
extracted from the test image after an attack involving the addition of zero
mean, 0.000001 variance Gaussian noise to all three channels of the watermarked
image. Unprintable ASCII characters have been replaced by the @ symbol
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From this example, it is clear that there is enough “room” in a typical image
to add a certain amount of information in such a way that it will not be perceived
by the HVS. The only problem is whether or not this can be done in a robust
fashion, i.e., so that it is difficult for the accidental or malicious attacker to
remove the watermark.

4 Conclusions

Throughout this paper we have discussed a number of open issues related to
the development of robust watermarking algorithms for copyright protection of
digital images. We summarize the difficulties of this problem by considering the
tradeoffs associated with watermark robustness, imperceptibility, and informa-
tion capacity. A watermarking technique cannot simultaneously maximize these
three quantities; rather, they tend to work against one another, as is depicted
in Fig. 9. Specifically, in this figure we denote the space of all watermarking
methods accorinding to the three axes of robustness, imperceptibility, and in-
formation capacity. The methods that are realizable are shown as the shaded
region in the figure, we envision them as forming a connected region about the
origin, but we make claims about the actual shape of this region. This figure sup-
ports the notion that it is possible to make a watermark more robust to various
forms of attack, but this must come at the expense of conveying less information
in the watermark, and more image degradation. For example, watermarks can
generally be made more robust to attacks if the watermark bits are replicated
throughout the image (this is particularly helpful against the geometric attacks
discussed in Sect. 2.2), but this obviously leads to a reduction in the information
capacity of the watermark. Furthermore, a watermark can be made more robust
to attack if it is placed in perceptually important regions of the image (see the
discussion of the HVS given in Sect. 2.1). In this case, attacks that attempt to
remove the watermark are likely to result in noticeable changes to the image.
However, only a limited amount of data can be hidden in these regions; if too
much is hidden, the watermark itself leads to unacceptable perceptual changes.
Finally, since an increase in the information capacity of an efficiently coded wa-
termark will require an increase in the number of bits used by the watermark,
we see that increasing the information capacity will eventually lead to percep-
tually significant image modifications. For this reason, a desirable property of
watermarking methods used for copyright protection is the ability of the user to
specify the level of robustness. The user can then examine the watermarked data
to determine if it is acceptable, and repeat this process with a different level of
robustness if necessary.

We have only briefly considered the issue of computational constraints when
the attack process was discussed in Sect. 2.2. However, computational require-
ments may also play a limiting role in the achievability of the specific watermark-
ing methods depicted in Fig. 9, and will factor prominently in the development
of any watermarking protocols. These issues require further investigation.
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Fig. 9. The space of all watermarking methods for copyright protection.

Increasingly, calls are being made for the establishment of watermarking
standards (c.f., [19]). Prior to the establishment of any standards for attacks or
image databases, it will be important to establish reasonable models for water-
marking. We believe this paper is a useful step in that direction. It will also
be important to have unbiased means of judging watermarking methods during
any standardization process. Based on the discussions contained in this paper,
we believe experimental investigations can help lend direction to theoretical re-
search on watermark robustness in this case. This is not to claim that theoretical
work on watermark robustness is not being attempted. However, the viability
and usefulness of this combined approach to research in the study of water-
marking algorithms (i.e., an interchange between rigorous experimentation and
theory [1, 20]) is justified given the immature state of development of the water-
marking field, along with the image dependence of all watermarking methods.
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Abstract. This paper reports on experiments with a new on-line heuris-
tic for one-dimensional bin packing whose average-case behavior is sur-
prisingly robust. We restrict attention to the class of “discrete” distri-
butions, i.e., ones in which the set of possible item sizes is finite (as is
commonly the case in practical applications), and in which all sizes and
probabilities are rational. It is known from [7] that for any such distribu-
tion the optimal expected waste grows either as Θ(n), Θ(

√
n), or O(1),

Our new Sum of Squares algorithm (SS) appears to have roughly the
same expected behavior in all three cases. This claim is experimentally
evaluated using a newly-discovered, linear-programming-based algorithm
that determines the optimal expected waste rate for any given discrete
distribution in pseudopolynomial time (the best one can hope for given
that the basic problem is NP-hard). Although SS appears to be essen-
tially optimal when the expected optimal waste rate is sublinear, it is less
impressive when the expected optimal waste rate is linear. The expected
ratio of the number of bins used by SS to the optimal number appears to
go to 1 asymptotically in the first case, whereas there are distributions
for which it can be as high as 1.5 in the second. However, by modify-
ing the algorithm slightly, using a single parameter that is tunable to
the distribution in question (either by advanced knowledge or by on-line
learning), we appear to be able to make the ratio go to 1 in all cases.
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1 Introduction

In the classical one-dimensional bin packing problem, one is given a list L =
{a1, ..., an} of items, with a size s(ai) ∈ [0, 1] for each item in the list. One
desires to pack the items into a minimum number of unit-capacity bins, i.e, a
partition of the items into a minimum number of subsets such that the sum of
the sizes of the items in each subset is one or less. This problem is NP-hard,
so much research has concentrated on designing and analyzing polynomial-time
approximation algorithms for it, i.e., algorithms that construct packings that
use relatively few bins, although not necessarily the smallest possible number.
Of special interest have been on-line algorithms, i.e., ones that must permanently
assign each item in turn to a bin without knowing anything about the sizes or
numbers of additional items, a requirement in many applications.

In this paper we concentrate on the average-case behavior of such algorithms.
The key metrics with which we are concerned can be defined using the following
notation. For a given algorithm A and list L, let A(L) be the number of bins
used when A packs L, let s(L) =

∑
a∈L s(a), and let OPT (L) ≥ s(L) be the

optimal number of bins. For a given probability distribution F on item sizes, let
Ln(F ) be a random n-item list with item sizes chosen independently according
to distribution F . Then the asymptotic expected performance ratio for A on F is

ER∞A (F ) ≡ lim sup
n→∞

(
E

[
A(Ln(F ))

OPT (Ln(F ))

])

and the expected waste rate for A on D is

EW n
A(F ) ≡ E [A(Ln(F ))− s(Ln(F ))]

Note that because of the low variance of s(Ln(F )) for any fixed F , EWn
A(F ) =

o(n) implies ER∞A (F ) = 1 (although not necessarily vice versa). When the con-
text is clear, we will often omit the “(F )” in the above notation.

To date, the most broadly effective practical on-line bin packing algorithm
has been Best Fit (BF ), in which each item is placed in the fullest bin that
currently has room for it. Best Fit has been studied under a significant range of
distributions. The classical results concern the continuous uniform distributions
U [0, b], where item sizes are uniformly distributed over the real interval [0, b].
For b = 1 we have EW n

A = Θ(n1/2(log n)3/4) [13,10], and for b < 1 experiments
reported in [1,3] suggest that ERn

A > 1, with a maximum value of approximately
1.014, attained for b ∼ 0.79.

More recently, the behavior of BF has been studied in [3,5,8] for the dis-
crete uniform distributions U{j, k}, 1 ≤ j < k, in which the allowed item sizes
are 1/k, 2/k, ..., j/k, all equally likely. For k ≥ 3 and j = k − 1, BF ’s behav-
ior for U{j, k} approximately mimics that for U [0, 1], and we have EWn

A =
Θ(n1/2(logk)3/4) [4]. Moreover, for j = k−2 or j <

√
2k + 2.25−1.5, much bet-

ter performance occurs and we have EWn
A = O(1) [3,8]. However, there appears

to exist a constant c such that ERn
A > 1 for c

√
k < j ≤ k − 3 and k sufficiently

large, with the behavior for U{j, k} roughly mimicking that for U [0, j/k].
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If running time is no object, algorithms with significantly better expected
behavior are possible. Rhee and Talagrand [11] have shown that for any fixed
distribution F , there is an algorithm XF such that ER∞XF

(F ) = 1 and such that
if EW n

OPT (F ) = o(n), then EWn
XF

(F ) = O(n1/2(log n)3/4). Moreover, if one is
willing to repeatedly solve instances of an NP-hard partitioning problem as part
of the algorithm, this level of asymptotic performance can be attained without
knowing the distribution F in advance, simply by obtaining better and better
estimates of it as one goes along, i.e., by learning F on-line [12].

If one restricts attention to discrete distributions, i.e., ones in which the
item sizes are all members of a fixed finite set of rational numbers and the
corresponding probabilities are all rational numbers as well, even stronger results
are possible. For discrete distributions F , the only possible values of EWn

OPT (F )
are Θ(n),

√
n, and O(1), as shown in [7], and for any fixed discrete distribution F

there is a linear time on-line algorithm YF that has EWn
YF

(F ) = O(EW n
OPT (F )).

As was the case with the algorithms XF , the performance of the algorithms
YF can also be obtained by a single distribution-free algorithm that learns the
distribution as it goes along and repeatedly solves NP-hard problems.

Neither of these generic approaches seems practical, and even the distribution-
specific algorithms XF and YF are far too complicated to use. They require the
(possibly repeated) construction of detailed and distribution-dependent models
of multi-bin packings, into the slots of which the incoming items must be sepa-
rately matched. In this paper we shall present a new and quite simple algorithm
Sum of Squares (SS) that we conjecture approximately attains the same level
of performance as the YF for any discrete distribution F , without knowing or
attempting to learn F . (We say “approximately” because in some cases where
EWn

OPT = O(1), the new algorithm can be shown to yield EWn
SS = Ω(log n).)

Moreover, although SS like the YF ’s can have ER∞SS(F ) > 1 when EWn
OPT =

Θ(n), for each such distribution F , there is a simple-to-construct and practical
variant SSF that we conjecture does yield ER∞SSF

(F ) = 1.
For simplicity in what follows, we shall assume that all discrete distributions

have been scaled up by an appropriate multiplier B to obtain an equivalent
distribution where all item sizes are integers (and for which the bin capacity
is B). For example, the scaled U{j, k} distributions have item sizes 1, 2, ..., j
and bin capacity k. This scaling leaves the values of ER∞A unchanged and only
affects the constant of proportionality for EWn

A . In Section 2, we describe SS
and its original motivation, and present experimental results comparing it with
BF for the distributions U{j, k}, 1 ≤ j < k = 100. It was these results that first
suggested to us SS’s surprising effectiveness.

For the U{j, k} distributions, the needed comparison values of ER∞OPT and
EW n

OPT are already known from theoretical results in [2,3]. For more general
classes of discrete distributions, determining these values can be NP-hard. How-
ever, as we show in Section 3, the determination can be made by solving a small
number of linear programs (LP’s) with O(B2) variables and O(B) constraints,
a process that is feasible for B as large as 1000. We use this LP-based approach
in Section 4, where we study a generalization of the U{j, k} to what we call the
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interval distributions U{h..j, k}, 1 ≤ h ≤ j < k, in which the bin capacity is k
and the item sizes, all equally likely, are the integers s, h ≤ s ≤ j. Using linear
programming, we first determine the values of ER∞OPT and EWn

OPT for all such
distributions with k = 19 or k = 100. Then, based on simulations with 105, 106

and 107 items, we estimate the corresponding values for SS. For k = 19 we do
this for all relevant values of h and j; for k = 100 we do this for a challenging
subset of the relevant values. In all cases tested our data is consistent with the
hypothesis that EWn

SS = O(max{logn, EWn
OPT }), as claimed. The need for the

logn option is illustrated by tests of the interval distribution U{2..3, 9}, and we
describe the conditions under which EW n

SS can be proved to grow at least at
this rate even though EWn

OPT = O(1).
The apparent success of SS far outstrips our original motivation for propos-

ing it. In Section 5 we suggest an intuitive explanation for its behavior that
views the operation of SS as a self-organizing process. This explanation is illus-
trated using detailed measurements of the algorithm’s internal parameters under
various distributions.

As observed above, SS can have ER∞SS(F ) > 1 when EWn
SS(F ) = Θ(n).

In Section 6, after first presenting a sequence of distributions for which the
limiting value of ER∞SS is 1.5, we report on various modification of SS aimed
at reducing the value of ER∞SS when EWn

OPT = Θ(n). Most importantly, we
show how we can use the results of the LP computation that we performed to
determine the value of EW n

OPT (F ) to devise simple variants SSF that appear
to have ER∞SSF

= 1. This approach can in turn be incorporated into a sin-
gle polynomial-time “learning” algorithm that we conjecture has an asymptotic
expected performance ratio of 1 for all discrete distributions F . Experimental
results for the distributions considered in Section 4 are presented that appear to
support this conjecture.

We conclude in Section 7 with a preview of the journal version of this pa-
per, which will contain additional experimental and theoretical results, most
importantly a proof by Jim Orlin of one our main conjectures.

2 The Sum of Squares Algorithm and U{j, k}
The sum of squares algorithm works as follows. Assume that our instance has
been scaled so that it consists of integer-size items with an integral bin capacity
B. Define N(g) to be the number of bins in the current packing with gap g,
1 ≤ g < B, where a bin has gap g if the items contained in it have total size
B− g. Initially N(g) = 0, 1 ≤ g < B. To pack the next item ai, we place it in a
bin (either a currently empty one or a partially full bin with gap at least s(ai))
that will yield the minimum updated value of

∑
1≤g<B N(g)2. If there is a tie,

we break it in favor of a candidate bin with the largest current total contents.
A naive motivation for this algorithm (and indeed, the one that led us to

propose it in the first place) starts with a fact about Best Fit. This algorithm
performs surprisingly well on symmetric discrete distributions, i.e., distributions
in which for all sizes s, items of size s and B − s occur with equal probability
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(e.g., see [3,4]). The reason for this is that typically when the next item to be
packed will fit in some partially-filled bin, there already exists such a bin whose
gap precisely equals the size of the new item. Hence most bins end up being
perfectly packed, i.e., having gap 0, and there is very little total waste. How
might one extend this behavior to non-symmetric distributions? One idea would
be to use items that don’t fit perfectly in some current gap to help build and
maintain an inventory of gaps so that future items will be likely to find a perfect
fit. In the absence of other information about the distribution, an initial goal for
such an inventory would be to aim for equal numbers of bins for each possible
gap. The sum of squares criterion would seem to do this, since given a set of
variables whose sum is fixed, their sum of squares is minimized when the values
are as close to equal as possible.

This argument does not apply precisely to bin packing, since it is the total
number of items in the packing that is fixed, not the total number of bins, but
the simplicity of the sum of squares criterion argues in its favor. An item of size
s must either (1) start a new bin, in which case the sum of squares increases by
2N(B− s) +1, (2) perfectly fill an old bin, in which case N(s) > 0 and the sum
of squares decreases by 2N(s)−1, or (3) go into a bin with gap g, s < g < B, in
which case the best choice is a g which maximizes N(g)−N(g−s), and the sum
of squares decreases by 2(N(g) −N(g − s)) − 2. Thus no squares need actually
be computed. However, unless we find a way to improve on exhaustive search
for (3), we will have a worst-case time of Θ(min(n, B)) per item as opposed to
Θ(log(min(n, B))) for Best Fit. The question is whether this extra running time
might provide us better average performance, as hoped.

Let us first consider U{j, k} distributions. The behavior of EW n
OPT for these

distributions has been characterized in [2,3]: EWn
OPT = O(1) for 1 ≤ j ≤ k − 2

and EWn
OPT = Θ(

√
n) for j = k − 1. For each of the U{j, 100} distributions,

1 ≤ j ≤ 99, and each n ∈ {105, 106, 107, 108} we computed the average of
SS(L) − s(L) and BF (L) − s(L) over a set of random n-item instances (100,
32, 10, and 3 instances respectively) to obtain estimates of EWn

SS and EWn
BF .

Instances were generated using the “shift register” random number generator
described in [9, pages 171–172]. Previous experiments have shown that for bin
packing simulations, this choice is unlikely to introduce significant biases.

These were the first instances we tested after proposing SS, and the re-
sults are even better than we had hoped. Whereas Best Fit’s performance is
as suggested in Section 1, with EW n

BF apparently growing as Θ(n) for each j,
25 ≤ j ≤ 97, EWn

SS appeared to be O(1) for all j, 1 ≤ j ≤ 98. This is the same
range for which EWn

OPT = O(1), and the results for j = 99 were consistent
with EWn

SS = O(
√

n), again the same value as for EWn
OPT . Figure 1 depicts

the average waste for SS as a function of j on a log scale, with the averages for
each value of n connected in a curve. The log scale is necessary since although
EWn

SS(U{j, 100}) does not appear to grow with n for j ≤ 98, it does grow sub-
stantially with j. Note that the curves for each of the four values of n all more
or less coincide, except possibly for j very close to 100. The solid curve is for
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n = 108, and its higher variability is due to the fact that we tested only three
instances of this size.

Table 1 shows the specific averages obtained for j ∈ {24, 25, 60, 97, 98, 99}.
The first two values of j were chosen as these represent the critical region for Best
Fit, where EWn

BF makes a transition from O(1) to Θ(n). The results for j = 60
are typical (except in precise values) of the broad range of j between 25 and 96.
The results for 97, 98, 99 display a critical region for both algorithms, as EWn

SS

goes from O(1) to Θ(
√

n) and EWn
BF goes from Θ(n) to O(1) to Θ(

√
n). Our

experiments for these last three values of j were extended to include instances
with n = 109, as the rate of convergence is much slower when j is close to k.
Although the variance is still sufficiently large for j = 98 that we would need
substantially more samples if we wanted to get good estimates of the constant
to which the expected waste rates are converging, the fact that the ratios are
bounded is strongly suggested by the data.

Alg n Samples j = 24 25 60 97 98 99

SS 105 100 223 223 884 23,350 28,510 34,286
106 32 233 249 894 48,896 70,453 105,277
107 10 212 217 797 64,997 150,291 343,958
108 3 267 213 779 82,378 321,068 1,232,118
109 3 68,719 184,328 3,512,397

BF 105 100 78 167 16,088 22,669 24,736 25,532
106 32 76 831 154,460 59,015 77,831 88,258
107 10 102 7,737 1,536,747 213,447 185,870 277,278
108 3 67 75,546 15,340,879 1,800,011 254,235 1,081,251
109 3 17,607,786 187,061 2,757,530

Table 1. Measured waste rates for SS and BF under distributions U{j, 100}.

As suggested by Figure 1 and Table 1, for fixed n the average waste for SS
increases monotonically and fairly smoothly with j, but follows a more adven-
turesome path for BF . More details on the behavior of BF are reported in [3].
For now it is interesting to note on behalf of Best Fit that although the av-
erage waste for BF is enormously larger that that for SS when 25 ≤ j ≤ 97
and EWn

BF appears to grow linearly, the situation is different when EWn
BF is

sublinear, as it is for 1 ≤ j ≤ 24 and for j ∈ {98, 99}. In these cases its value
for fixed n is typically significantly lower than that for EWn

SS , even though the
latter has the same growth rate to within a constant factor.

Similar positive results for SS were obtained for U{j, k} distributions with
other values of k, leading us to conjecture that EWn

SS = O(EWn
OPT ) for all such

distributions. Could something like this conjecture extend to even wider ranges
of discrete distributions? A fundamental stumbling block to investigating this
question lies in the fact that, in general, determining EWn

OPT (F ) given F is an
NP-hard problem. The U{j, k} distributions are to date the most complicated
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special cases for which the answers have been obtained analytically. Fortunately,
there is a way around this obstacle, at least for moderate values of B.

3 How to Determine EW �

���

In order to test the conjecture made in the previous section, we need a way of
determining EWn

OPT (F ), given a discrete distribution F . It turns out that the
slightly simpler question of whether EWn

OPT (F ) = o(n) can be formulated as
a surprisingly simple linear program related to standard network flow models.
Suppose our discrete distribution consists of item sizes si, 1 ≤ i ≤ J , with the
probability that si occurs being pi, and let B be the bin size. Our program will
have J(B+1) variables v(i, g), 1 ≤ i ≤ J and 0 ≤ g ≤ B, where v(i, g) represents
the rate at which items of size si go into bins with gap g. The constraints are:

v(i, g) = 0, si > g
B∑

g=1

v(i, g) = pi, 1 ≤ i ≤ J

J∑
i=1

v(i, g) ≤
J∑

j=1

v(j, g + sj), 1 ≤ g ≤ B − 1

where the value of v(j, g + sj) when g + sj > B is taken to be 0 by definition
for all j. The first set of constraints says that no item can go into a gap that is
smaller than it. The second set says that all items must be packed. The third
says that bins with a given gap are created at least as fast as they disappear.
The goal is to minimize

B−1∑
g=1

⎛
⎝g ·

⎛
⎝ J∑

j=1

v(j, g + sj) −
J∑

i=1

v(i, g)

⎞
⎠

⎞
⎠

that is, the rate at which waste space is created.
Let c(F ) be the optimal solution value for the above LP, and let s(F ) =∑J

i=1 sipi be the average item size under F . Then it can be shown based on
results in [7] that ER∞OPT = c(F )/s(F ) and if c(F ) = 0, then EWn

OPT is either
Θ(
√

n) or O(1).
Moreover, in the latter case, the determination of which growth rate applies

can be made by solving J additional LP’s, one for each item size: In the LP
for item size si, we add an additional variable x ≥ 0, replace the constraint∑B

g=1 v(i, g) = pi by
∑B

g=1 v(i, g) = pi + x, add a constraint setting the original
objective function to 0, and attempt to maximize x. If the optimal value for x
is 0 in any of these LP’s, then EWn

OPT = Θ(
√

n), otherwise it is O(1), again by
results in [7].

Using the software packages AMPL and CPLEX, we have created an easy-to-use
system for generating, solving, and analyzing the solutions of these LP’s, given
B and a listing of the si’s and pi’s, or given the parameters h, j, k of an interval
distribution. In the next section we describe our results for such distributions.
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4 Experiments with General Interval Distributions

In Section 2 we raised the question of whether our conjecture that EWn
SS =

O(EW n
OPT ) holds for all distributions U{j, k} might extend to broader classes

of distributions. A natural class to consider is that of the interval distributions
U{h..j, k}, as defined in Section 1.

Before summarizing our experiments with such distributions, however, we
must first make admit that they caused us to make a slight modification to our
conjecture. It turns out that there are interval distributions with EWn

OPT = O(1)
for which EW n

SS appears unavoidably to be Ω(log(n)). Consider for example
U{2..3, 9}, a simple distribution with EWn

OPT = O(1). Note that for M >>
lim supn→∞EWn

OPT , a sequence of M items of size 2 is likely to create Θ(M)
bins with gap 1 under SS. But gaps of size 1 can never be filled, because there
are no items of size 1. Sequences of M consecutive items of size 2 will be rare for
large M , but instances with 2M items can be expected to contain at least one
such sequence. This implies that the expected waste will be Ω(log n), although
the constant of proportionality may be quite small. As an empirical verification,
consider Table 2, which summarizes results for runs of SS for instances based
on U{2..3, 9} with n ranging from 104 to 1010. Note that the average waste does
appear to grow roughly as Θ(log n).

n 104 105 106 107 108 109 1010

# Samples 10000 3162 1000 316 100 32 10

Average Waste 7.6 8.6 10.1 10.8 12.1 12.6 14.5

95% Conf. Int. ±0.1 ±0.1 ±0.2 ±0.4 ±0.8 ±1.0 ±1.9

Table 2. Measured average waste for SS under distributions U{2..3; 9}.

We shall thus revise our conjecture about SS and split it into two parts:

Conjecture 1 EWn
OPT (F ) = O(

√
n) implies EWn

SS(F ) = O(
√

n).
Conjecture 2 EW n

OPT (F ) = O(1) implies EWn
SS(F ) = O(log(n)).

To test these conjectures, we investigated interval distributions U{h..j, k}
for two specific values of k, namely k = 19 and k = 100. For k = 19, we tested
all pairs h ≤ j < k with h ≤ 9 using the techniques of the previous section to
determine ER∞OPT and EWn

OPT and then testing SS and BF on collections of
randomly generated instances for the given distribution with n ∈ {105, 106, 107}.
Pairs h, j with h ≥ 10 were omitted since for these distributions BF , SS, and
OPT all simply place one item per bin and unavoidably have a Θ(n) expected
waste growth. The results are summarized in Table 3.

The “expected” waste rates for OPT in Table 3 are theorems, as determined
using the LP’s of Section 3, whereas those for SS and BF are for the most part
conjectures with which our data is consistent. (We do have proofs for some of the
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j Alg h = 1 2 3 4 5 6 7 8 9

18 OPT
√

n n n n n n n n n
SS

√
n n n n n n n n n

BF
√

n n n n n n n n n

17 OPT 1
√

n n n n n n n n
SS 1

√
n n n n n n n n

BF 1
√

n n n n n n n n

16 OPT 1 n
√

n n n n n n n
SS 1 n

√
n n n n n n n

BF n n
√

n n n n n n n

15 OPT 1 1 n
√

n n n n n n
SS 1 log n n

√
n n n n n n

BF n n n
√

n n n n n n

14 OPT 1 1
√

n n
√

n n n n n
SS 1 log n

√
n n

√
n n n n n

BF n n n n
√

n n n n n

13 OPT 1 1 1 n n
√

n n n n
SS 1 log n log n n n

√
n n n n

BF n n n n n
√

n n n n

12 OPT 1 1 1 n n n
√

n n n
SS 1 log n log n n n n

√
n n n

BF n n n n n n
√

n n n

11 OPT 1 1 1 1 n n n
√

n n
SS 1 log n log n log n n n n

√
n n

BF n n n n n n n
√

n n

10 OPT 1 1 1 1 n n n n
√

n
SS 1 log n log n log n n n n n

√
n

BF 1 n n n n n n n
√

n

9 OPT 1 1 1 n n n n n n
SS 1 log n log n n n n n n n
BF 1 n n n n n n n n

8 OPT 1 1 1 1 n n n n
SS 1 log n log n log n n n n n
BF 1 n n n n n n n

7 OPT 1 1 1 1 n n n
SS 1 log n log n log n n n n
BF 1 n n n n n n

6 OPT 1 1 1 n n n
SS 1 log n log n n n n
BF 1 n n n n n

5 OPT 1 1 1 n n
SS 1 log n log n n n
BF 1 n n n n

4 OPT 1 1 1 n
SS 1 log n log n n
BF 1 n n n

3 OPT 1 1 n
SS 1 log n n
BF 1 n n

2 OPT 1 n
SS 1 n
BF 1 n

Table 3. Orders of magnitude of the measured waste rates under distributions
U{h..j, 19}.
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h = 1 entries for BF , in particular those for j ∈ {2, 3, 4, 17, 18} [3,8].) Overall
the data is consistent with Conjectures 1 and 2. The values of n tested were not
sufficiently large for our measurements to make a convincing case for the logn
growth rates reported for SS in the table; in many cases one might just as well
have conjectured EWn

SS = O(1). However, in each of these cases the same sort
of argument as was used above for U{2..3, 9} applies.

Let us now consider the distributions U{h..j, 100}. Figure 2 graphically rep-
resents the values for EWn

OPT for such distributions, where an entry of “−”
represents O(1), an entry of “+” represents Θ(

√
n), and an entry of “·” repre-

sents Θ(n). Note that this picture appears to be a refinement of the structure
apparent in Table 2. Moreover, if one ignores the distinction between −’s and
+’s, it is a fairly accurate discretization of the results for the continuous uni-
form distributions U [a, b], 0 ≤ a ≤ b ≤ 1, depicted in Figure 5.2 of [6], which
partitions the unit square into regions depending on whether ER∞OPT (U [a, b]) is
equal to or greater than 1.

There are far too many U{h..j, 100} distributions for us to test SS and
BF on them all. We therefore settled for testing isolated examples plus what
looks like a challenging slice through Figure 2 – the distributions with h = 18.
This is a particularly interesting value for h because of the large number of
transitions that EW n

OPT makes as j goes from h up to k − 1. In all cases, our
experimental results were consistent with Conjectures 1 and 2. There is not room
here to present the results in detail, but a high-level view of the performance
of SS, BF and OPT is presented in Figure 3. This figure graphs the average
values BF (L)/s(L) and SS(L)/s(L) over three instances with n = 108 for each
distribution U{18..j, 100}, 18 ≤ j ≤ 99, and compares these to the value of
limn→∞E[OPT (Ln)/s(Ln)], as determined by the LP’s of Section 3. The figure
gives a good indication of those j that produce linear waste for each algorithm,
i.e., those yielding average values of A(L)/s(L) greater than 1. (For this statistic,
the variance between instances is insignificant, so that three instances suffice to
give good estimates.) Note that SS has linear waste in precisely those cases where
the optimal packing does, although typically the average value is significantly
greater. BF has linear waste for all values of j except 82 (the one value that
yields a symmetric distribution).

5 SS as a Self-Organizing Algorithm

Why does SS do so well? Clearly the idea that SS is simply making sure bins
are available into which new items will fit exactly does not suffice as an expla-
nation for performance as good as that we have observed. For example, under
U{25, 100} there are no items available that will fit exactly into gaps of size
exceeding 25, even though the algorithm will tend to produce bins with those
gaps if none exist. A possibly better explanation is the following. Because of
the sum of squares criterion, the continuing creation of bins with a given gap
will be inhibited unless there is some way for bins with that gap to continually
disappear. One way for a bin to disappear is for it to have its gap exactly filled;
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it then no longer contributes to any of the N(g)’s. Another way for a bin to
disappear is for it to have its gap reduced to one that already disappears for
another reason, for instance if the next two items it receives will together fill its
gap exactly, or the next three, etc. Thus the algorithm will be driven to favor the
creation of precisely those gaps that can (eventually) lead to perfectly packed
bins, and the sum of squares criterion is possibly providing a subtle feedback
mechanism to maintain the production of the various gaps at the appropriate
rates. In other words, it can be thought of as organizing itself for a maximum
rate of production of perfectly packed bins.

A likely way to see this organization in action would be to look at the average
gap counts N(g) for 1 ≤ g ≤ B−1 as a function of n. Figures 4 through 7 display
such gap count profiles for n ∈ {100, 200, 800, 50K, 100K, 200K, 400K, 800K} for
four different interval distributions. Here, averages are taken over 1,000 separate
instances. In each figure, the solid line represents the profile for n = 800K. The
variety in patterns confirms that SS is indeed organizing itself differently for dif-
ferent distributions, although only the profiles for U{18..27, 100} (Figure 4) seem
to correlate naturally with the above explanation. Indeed, for U{1..19, 100} =
U{19, 100}, all the average counts are 1 or less, so any inhibiting effects of the
counts must be fairly subtle. Further study is clearly needed.

6 Improving on the Performance of SS when
EW �

���
= Θ(n)

Extrapolating from the results reported in Sections 2 and 4, one might propose
that Conjectures 1 and 2 of Section 4 both hold for all discrete distributions.
However, although this would imply that ER∞SS = 1 whenever EWn

OPT = o(n),
it still allows the possibility that ER∞SS > 1 when EWn

OPT = Θ(n). We have
already remarked that this appears to be the case for several of the U{18..j, 100}
distributions, as illustrated by Figure 3. A simple distribution for which ER∞SS

provably exceeds 1 is F = U{2..2, 5}, i.e., the distribution in which all items
have size 2 and B = 5. Here an optimal packing places two items in each bin for
a total of �n/2� bins, whereas SS will create a bin with a single item in it for
every two bins that contain two, yielding ER∞SS = 1.2.

For any bin packing algorithm A, let us define

maxER∞A ≡ sup {ER∞A (F ) : F is a discrete distribution}

Generalizing the above example to the sequence of distributions U{2..2, 2m+1},
m→ ∞, we have maxER∞SS ≥ 1.5.

It is thus natural to search for variants on SS that retain its good behavior
when EWn

OPT = o(n), while yielding smaller values of maxER∞A . One idea is to
add an additional “bin closing” rule to SS. By closing a bin we mean declaring
it off limits for further items and removing it from the N(g) counts. In SS, the
closing rule is simply to close a bin with gap 0, i.e., one that is completely full, as
soon as it is created. When EWn

OPT = Θ(n), even the optimal packing ends up
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with Θ(n) incompletely-packed bins, so it might make sense for our algorithm
to close some such incompletely-packed bins as well.

We have investigated several variants of SS based on ad hoc closing rules that
seem to outperform the basic algorithm. However, by far the best results we have
obtained via this approach use closing rules that are tailored to the distribution
at hand. It appears that for each discrete distribution F there is a variant SS1F ,
based on a distribution-dependent closing rule, such that ER∞SS1F

(F ) = 1.
The closing rule in question is derived from the optimal solution to the LP

for F presented in Section 3, Let v∗(i, g) be the value of the variable v(i, g) in
this solution, 1 ≤ i ≤ j and 0 ≤ g ≤ B. For 0 ≤ g < B, define

rg ≡
J∑

j=1

v(j, g + sj) −
J∑

i=1

v(i, g)

Note that the rg are non-negative due to the constraints of the LP, and they
can be interpreted as the rate at which bins with final gap g are produced in
an optimal packing. Our closing rule is the following: When a bin with gap g is
created, check to see if the current number of closed bins with gap g is less than
nrg, where n is the number of items in the current packing. If so, close the bin.

Figure 8 depicts the measured average values of SS1F (L)/s(L) for the dis-
tributions U{18..j, 100} and n ∈ {105, 106, 107, 108}, with the standard num-
bers of instances for each n. The average values of A(L)/s(L) for each n are
linked by a dashed line. As in Figure 3, the solid line connects the values of
limn→∞E[OPT (Ln)/s(Ln)]. Note that for each value of j, the average values of
SS1F (L)/s(L) do seem to be converging to the expected ratio for OPT .

Interestingly, if we assume that Conjecture 1 holds for all discrete distribu-
tions, there is for each F a (less efficient) variant SS2 F on SS1F that provably
will have ER∞SS2F

(F ) = 1. Suppose F is as above, and let R =
∑B−1

g=1 g · rg, the
rate at which a unit quantity of waste is produced in an optimal packing. The
key idea behind SS2F is to imagine what would happen if (additional) unit-size
items arrived at the same rate. It is not difficult to see that, after normalizing
so that the sum of the probabilities again equals 1 (i.e., dividing by 1 + R),
one would have a new probability distribution F ′ for which the solution value
c(F ′) for the LP of Section 3 equals 0. Hence EWn

OPT (F ′) = O(
√

n). Thus, by
Conjecture 1, SS will also have O(

√
n) expected waste for F ′. However, note

that we can simulate the SS packing of an instance generated according to F ′

by simply taking a list generated according to F and randomly introducing ad-
ditional imaginary items of size 1 at rate R. The space taken up by these items
represents wasted space in the actual packing, but we already knew such waste
was unavoidable. The total expected waste is thus EWn

OPT + O(
√

n), and so
ER∞SS2F

(F ) = 1, as claimed.
Typically SS2F can be significantly slower than SS1F , since it actually has

to pack the imaginary items, and even though standard priority queue data
structures can be used to reduce the time for packing them, there may well be
a large number of them, especially when B is large. Moreover, the additional
running time (and the theoretical guarantee, assuming Conjecture 1) does not
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seem to be justified by the results. We tested SS2 F on the same test bed of
U{18..j, 100} instances as we did for SS1 F , and the resulting chart of average
values of A(L)/s(L) looked essentially identical to Figure 8.

What the SS2 approach does have going for it is simplicity, and its potential
as the basis for a learning algorithm in which one starts with no knowledge of
F , but instead learns about it as one goes along. This is the type of approach
proposed by [12] in a purely theoretical context. Here however it is quite prac-
tical, especially in the context of SS2 , which only has one distribution-specific
parameter to adjust, the rate r(F ) at which imaginary 1’s are introduced. In
our implementation, which we shall call SS+ , we pause to estimate the distri-
bution at ever-increasing intervals, the ith stoppage occurring immediately after
10B ∗ (2i − 1) real items have arrived. During the pause, an estimate Fi of the
distribution is derived based on the counts of items of each size received to date
and the LP of Section 3 is solved for Fi. The resulting rate r(Fi) is then used
until the next stoppage. (Note that by starting with r = 0 and waiting for 10B
items to have arrived before our first adjustment, we guarantee that the algo-
rithm runs in polynomial time.) In tests, SS+ worked essentially as well as the
distribution-specific algorithms SS1F and SS2 F on the U{18..j, 100} distribu-
tions, again yielding essentially the same chart as Figure 8.

In practice, SS+ is much slower than the algorithms that are given F in
advance, because of the need to repeatedly construct and solve linear programs.
It also requires access to an LP solver. Fortunately, the fact that SS2 has only
one distribution-specific parameter suggests an alternative approach: instead of
learning F , why not simply learn r(F )? If Conjecture 2 is true for all discrete
distributions, we should get good feedback on our estimates of r: If our current
r is too small, then waste should clearly grow linearly, whereas if our current
r is too big, Conjecture 2 in conjunction with results of [7] says that waste
should grow only as O(log(n)). If one waits for enough items to arrive and be
packed, one should be able to distinguish between these two cases, and with some
complicated algorithm engineering we have managed to implement this approach
with some degree of success. The resulting algorithm SSA is too complicated to
present in detail here, but Figure 9 summarizes the results for it on the same
test bed covered for SS1 F in Figure 8. Although the results are not quite as
good as those for SS+ , they do again appear to be converging to the optimal
expected waste.

7 Directions of Ongoing Research

Although the experiments reported in this paper have all been for selected inter-
val distributions U{h..j, k}, we have in fact tested SS on a variety of distributions
proposed to us, including various Zipf distributions and randomly-generated dis-
crete distributions, as we shall describe more fully in the journal version of this
paper. So far, we have been unable to find counterexamples to either of our two
conjectures. In the case of Conjecture 1, this is not surprising, since Jim Orlin,
after hearing a talk covering the results and open problems of this paper, has
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proved Conjecture 1. The journal version of this paper will add Jim as a co-
author and include this result. It will also include a detailed proof that the LP’s
of Section 3 have the properties we claimed for them, as well as more detailed
coverage of some of the other theoretical issues we have raised, such as bounds
on maxER∞SS and an investigation of the worst-case behavior of SS for arbitrary
lists.

Another interesting question is how sacrosanct is the exponent of 2 in the
definition of SS? What if we tried instead to minimize the sum of cubes, or
the sum of 1.5 powers? Preliminary experiments suggest that these variants also
satisfy Conjectures 1 and 2, although we should point out that Orlin’s proof
applies only when the exponent is precisely 2.
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Fig. 1. Average values of SS(L) − s(L) for distributions U{j, 100}, 1 ≤ j ≤ 98
and n ∈ {105, 106, 107, 108}.
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Abstract. Given an instance of the Traveling Salesman Problem (TSP),
a reasonable way to get a lower bound on the optimal answer is to solve a
linear programming relaxation of an integer programming formulation of
the problem. These linear programs typically have an exponential num-
ber of constraints, but in theory they can be solved efficiently with the
ellipsoid method as long as we have an algorithm that can take a solution
and either declare it feasible or find a violated constraint. In practice,
it is often the case that many constraints are violated, which raises the
question of how to choose among them so as to improve performance.
For the simplest TSP formulation it is possible to efficiently find all the
violated constraints, which gives us a good chance to try to answer this
question empirically. Looking at random two dimensional Euclidean in-
stances and the large instances from TSPLIB, we ran experiments to
evaluate several strategies for picking among the violated constraints.
We found some information about which constraints to prefer, which re-
sulted in modest gains, but were unable to get large improvements in
performance.

1 Introduction

Given some set of locations and a distance function, the Traveling Salesman
Problem (TSP) is to find the shortest tour, i.e., simple cycle through all of the
locations. This problem has a long history (see, e.g. [11]) and is a famous example
of an NP-hard problem. Accordingly, there is also a long history of heuristics for
finding good tours and techniques for finding lower bounds on the length of the
shortest tour.

In this paper we focus on one well-known technique for finding lower bounds.
The basic idea is to formulate the TSP as an integer (linear) program (IP),
but only solve a linear programming (LP) relaxation of it. The simplest such
formulation is the following IP:

Variables: xij for each pair {i, j} of cities
Objective: minimize

∑
i,j xij · distance(i, j)

� This work was done while the author was at AT&T Labs–Research.
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Constraints:

∀i, j xij ∈ {0, 1} (1)

∀i
∑

j

xij = 2 (2)

∀S �= ∅ ⊂ V
∑

i∈S,j /∈S

≥ 2 (3)

The interpretation of this program is that xij will tell us whether or not we
go directly from location i to location j. The first constraints say that we must
either go or not go; the second say that we must enter and leave each city exactly
once; and the third guarantee that we get one large cycle instead of several little
(disjoint) ones. The third constraints are called subtour elimination constraints,
and will be the main concern of our work.

We relax this IP to an LP in the standard way by replacing the first con-
straints with 0 ≤ xij ≤ 1. Observe that any solution to the IP will be a solution
to the LP, so the optimum we find can only be smaller than the original opti-
mum. Thus we get a lower bound, which is known as the Held-Karp bound[5, 6].
Experimental analysis has shown that this bound is pretty good: for random
two dimensional Euclidean instances, asymptotically the bound is only about
0.7% different from the optimal tour length, and for the “real-world” instances
of TSPLIB [12], the gap is usually less than 2% [7]. And if the distances obey the
triangle inequality, the bound will be at least 2/3 of the length of the optimal
tour [13, 15]. It is possible to give more complicated IPs whose relaxations have
smaller gaps, but we did not attempt to work with them for reasons that we will
explain after we have reviewed the method in more detail.

Observe that it is not trivial to plug this linear program into an LP solver,
because there are exponentially many subtour elimination constraints. Neverthe-
less, even in theory, there is still hope for efficiency, because the ellipsoid method
[4] only requires an efficient separation algorithm, an algorithm that takes a so-
lution and either decides that it is feasible or gives a violated constraint. For
the subtour elimination constraints, if we construct a complete graph with the
set of locations as vertices and the xij as edge weights, it suffices to determine
whether or not the minimum cut of this graph, the way to separate the vertices
into two groups so that the total weight of edges crossing between the groups is
minimized, is less than two. If it is, the minimum cut gives us a violated con-
straint (take the smaller of the two groups as S in the constraint); if not we are
feasible. Many algorithms for finding minimum cuts are known, ranging from
algorithms that follow from the early work on maximum flows in the 1950s [3]
to a recent Monte Carlo randomized algorithm that runs in O(m log3 n) time on
a graph with m edges and n vertices [9].

Even better, it is possible to find all near-minimum cuts (as long as the graph
is connected) and thus find all the violated subtour elimination constraints. This
leads us to ask an obvious question: which violated constraints do we want to use?
When more than one constraint is violated, reporting certain violated constraints
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before others may lead to a shorter overall running time. The primary goal of
this work is to explore this question.

There are several algorithms for finding all near-minimum cuts. They include
a flow-based algorithm due to Vazirani and Yannakakis [14], a contraction-based
algorithm due to Karger and Stein [10], and a tree-packing-based algorithm due
to Karger [9]. We chose to use the Karger-Stein algorithm, primarily because
of an implementation we had available that was not far from what we needed.
We did not try the others. We believe that the time to find the cuts is small
enough compared to the time spent by the LP solver that it would not change
our results significantly.

At this point we should justify use of the simplest IP. Our decision was made
partly on the grounds of simplicity and historical precedent. A better reason is
that with the simplest IP we can use the Karger-Stein minimum cut algorithm
and find all of the violated constraints. One can construct more complicated IPs
that give better bounds by adding more constraints to this simple IP, and there
are useful such constraints that have separation algorithms, but for none of the
sets of extra constraints that people have tried is it known how to efficiently find
all of the violated constraints, so it would be more difficult to determine which
constraints we would like to use. It may still be possible to determine which
constraints to use for a more complicated IP, but we leave that as a subject for
further research. Note that the constraints of the more complicated IPs include
the constraints of the simple IP, so answering the question for the simple IP is a
reasonable first step towards answering the question for more complicated IPs.

We found that it is valuable to consider only sets of small, disjoint constraints.
Relatedly, it seems to be better to fix violations in small areas of the graph
first. This strategy reduces both the number of LPs we have to solve and the
total running time. We note that it is interesting that we got this improvement
using the Karger-Stein algorithm, because in the context of finding one minimum
cut, experimental studies have found that other algorithms perform significantly
better [2, 8]. So our results are a demonstration that the Karger-Stein algorithm
can be useful in practice.

The rest of this paper is organized as follows. In Sect. 2 we give some impor-
tant details of the implementations that we started with. In Sect. 3 we discuss
the constraint selection strategies that we tried and the results we obtained. Fi-
nally, in Sect. 4 we summarize the findings and give some possibilities for future
work.

2 Starting Implementation

In this section we give some details about the implementations we started with.
We will discuss our attempts at improving them in Sect. 3. For reference, note
that we will use n to denote the number of cities/nodes and will refer to the
total edge weight crossing a cut as the value of the cut.
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2.1 Main Loop

The starting point for our work is the TSP code concorde written by Applegate,
Bixby, Chvátal, and Cook [1]. This code corresponds to the state of the art in
lower bound computations for the TSP. Of course it wants to use far more that
the subtour elimination constraints, but it has a mode to restrict to the simple
IP. From now on, when we refer to “the way concorde works”, we mean the
way it works in this restricted mode. We changed the structure of this code very
little, mainly just replacing the algorithm that finds violated constraints, but
as this code differs significantly from the theoretical description above, we will
review how it works.

First of all, concorde does not use the ellipsoid method to solve the LP.
Instead it uses the simplex method, which has poor worst-case time bounds but
typically works much better in practice. Simplex is used as follows:

1. start with an LP that has only constraints (1) and (2)
2. run the simplex method on the current LP
3. find some violated subtour elimination constraints and add them to the LP;

if none terminate
4. repeat from 2

Observe that the initial LP describes the fractional 2-matching problem, so
concorde gets an initial solution by running a fractional 2-matching code rather
than by using the LP solver.

Second, it is important to pay attention to how cuts are added to the LP
before reoptimizing. There is overhead associated with a run of the LP solver, so
it would be inefficient to add only one cut at a time. On the other side, since not
many constraints will actually constrain the optimal solution, it would be foolish
to overwhelm the LP solver with too many constraints at one time. Notice also
that if a constraint is not playing an active role in the LP, it may be desirable
to remove it so that the LP solver does not have to deal with it in the future.
Thus concorde uses the following general process for adding constraints to the
LP, assuming that some have been found somehow and placed in a list:

1. go through the list, picking out constraints that are still violated until 250
are found or the end of the list is reached

2. add the above constraints to the LP and reoptimize
3. of the newly added constraints, only keep the ones that are in the basis

Thus at most 250 constraints are added at a time, and a constraint only
stays in the LP if it plays an active role in the optimum when it is added. After
a constraint is kept once, it is assumed to be sufficiently relevant that it is not
allowed to be thrown away for many iterations. In our case, for simplicity, we
never allowed a kept cut to leave again. (Solving this simple IP takes few enough
iterations that this change shouldn’t have a large impact.)

Third, just as it is undesirable to work with all of the constraints at once, it
is also undesirable (in practice) to work with all of the variables at once, because
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most of them will be 0 in the optimal solution. So there is a similar process of
selecting a few of the variables to work with, solving the LP with only those
variables, and later checking to see if some other variables might be needed, i.e.,
might be non-zero in an optimal solution. The initial sparse graph comes from a
greedy tour plus the 4 nearest neighbors with respect to the reduced costs from
the fractional 2-matching.

Finally, it is not necessary to find minimum cuts to find violated constraints.
If the graph is disconnected, then each connected component defines a violated
constraint. In fact, any set of connected components defines a violated con-
straint, giving a number of violated constraints exponential in the number of
components, so concorde only considers the constraints defined by one compo-
nent. This choice makes sense, because if each connected component is forced to
join with another one, we make good progress, at least halving the number of
components.

Another heuristic concorde uses is to consider the cuts defined by a segment
of a pretty good tour, i.e, a connected piece of a tour. concorde uses heuristics
to find a pretty good tour at the beginning, and the authors noticed that cuts
they found often corresponded to segments, so they inverted the observation
as a heuristic. We mention this heuristic because it is used in the original im-
plementation, which we compare against, but we do not use it in our modified
code.

Finally, a full pseudo-code description of what the starting version of concorde
does:

find an initial solution with a fractional 2-matching code
build the initial sparse graph, a greedy tour + 4 nearest in fractional

matching reduced costs
do

do
add connected component cuts (*)
add segment cuts (*)
if connected, add flow cuts (*)
else add connected component cuts
if no cuts added OR a fifth pass through loop,

check 50 nearest neighbor edges to see if they need to be added
while cuts added OR edges added
check all edges to see if they need to be added

while edges added

Note that the lines marked with (*) are where we make our changes, and the
adding of cuts on these lines is as above, which includes calling the LP solver.

2.2 Karger-Stein Minimum Cut Algorithm

The starting implementation of the Karger-Stein minimum cut algorithm (KS) is
the code written by Chekuri, Goldberg, Karger, Levine, and Stein [2]. Again, we
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did not make large modifications to this code, but it already differs significantly
from the theoretical description of the algorithm. The original algorithm is easy
to state:

if the graph has less than 7 nodes, solve by brute force
repeat twice:

repeat until only n/
√

2 nodes remain:
randomly pick an edge with probability proportional to edge weight

and contract the endpoints
run recursively on the contracted graph

Contracting two vertices means merging them and combining the resulting par-
allel edges by adding their weights. It is easy to see that contraction does not
create any cuts and does not destroy a cut unless nodes from opposite sides are
contracted.

The idea of the algorithm is that we are not so likely to destroy the minimum
cut, because by definition there are relatively few edges crossing it. In particular,
the random contractions to n/

√
2 nodes give at least a 50% chance of preserving

the minimum cut. Thus if we repeat the contraction procedure twice, there is a
reasonable chance that the minimum cut is preserved in one of the recursive calls,
so there is a moderate (Ω(1/ log n)) chance that the minimum cut is preserved
in one of the base cases. By repeating the entire procedure O(logn) times, the
success probability can be improved to 1− 1/n.

Of course we are not just interested in minimum cuts; we want all of the cuts
of value less than 2. We can find these by doing fewer contractions at a time,
that is, leaving more than n/

√
2 nodes. This modification makes cuts that are

near-minimum (which a cut of value 2 hopefully is) also have a good chance of
being found.

As KS is a Monte-Carlo algorithm (there is no easy way to be sure it has given
the right answer) and we did not want to affect the correctness of concorde,
whenever our implementation of KS found no cuts of value less than two, we al-
ways double-checked with concorde’s original flow-based cut finding algorithm.
Later, when we refer to implementations that use only KS to find cuts, we will
really mean that they always use KS, unless KS fails to find any cuts. Typically,
by the time KS failed to find any cuts, we were either done or very close to it,
so it is reasonable to ignore the fact that a flow algorithm is always still there.

An important thing to notice in KS is that we have two parameters to play
with. One is how many contractions we do at a time, which governs the depth
and success probability of the recursion. The other is how many times we run the
whole procedure. In order to achieve a specific success probability, we can only
choose one of these. If we are willing to do away with the theoretical analysis and
make a heuristic out of this algorithm, we can choose both. Since we do have a
correctness check in place, making KS a heuristic is a reasonable thing to do. In
particular, we started with the first parameter set so that we would find all cuts
of value less than two with probability Ω(1/ logn), and the second parameter set
to three. We found that three iterations was sufficient to typically find a good
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fraction (approximately two thirds) of the cuts, and this performance seemed
good enough for our purposes. Later, after we had gathered some information
about the cuts, we worried about reducing the time spent by KS and set the
first parameter such that we would only find cuts of value less than one with
probability Ω(1/ logn). Note that regardless of the setting of the first parameter,
the code will always report all the cuts of value less than two that it finds. So
the later version of the code does not disregard higher value cuts as a result of
changing the parameter, it merely has a lower chance of finding them.

The implemented version chooses edges for contraction in one pass, rather
than one at a time. This modification can allow more contractions under certain
good circumstances, but can cause trouble, because it is possible to get unlucky
and have the recursion depth get large. See [2] for a thorough discussion of the
implemented version. A change we made here was to repeat the contraction step
if nothing gets contracted; while this change is an obvious one to make, it likely
throws off the analysis a bit. Since we will make the algorithm a heuristic anyway,
we chose not to worry about exactly what this little change does. Note that
we had to disable many of the Padberg-Rinaldi heuristics used in the starting
implementation, because they only work if we are looking for minimum cuts, not
near-minimum cuts.

We also had to make some modifications so that we could run on disconnected
graphs. If the graph is disconnected, there can be exponentially many minimum
cuts, so we cannot hope to report them all. At first we worked around the problem
of disconnected graphs by forcing the graph to be connected, as the starting
implementation of concorde does. However, later in the study we wanted to try
running KS earlier, so we had to do something about disconnected graphs. Our
new workaround was to find the connected components, report those as cuts,
and run KS in each component. This modification ignores many cuts, because
a connected component can be added to any cut to form another cut of the
same value. We chose this approach because 1) we had to do something, and 2)
other aspects of our experiments, which we describe shortly, suggest that this
approach is appropriate.

One last modification that we made was to contract out paths of edges of
weight one at the beginning. The point of this heuristic is that if any edge on
a path of weight one is in a small cut, then every such edge is in a small cut.
So we would find many cuts that were very similar. Our experiments suggested
that it is more useful to find violated constraints that are very different, so we
used this heuristic to avoid finding some similar cuts.

3 Experiments and Results

3.1 Experimental Setup

Our experiments were run on an SGI multiprocessor (running IRIX 6.2) with
20 196 Mhz MIPS 10000 processors. The code was not parallelized, so it only
ran on one processor, which it hopefully had to itself. The machine had 6 Gb of
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main memory and 1 Mb L2 cache. The code was compiled with SGI cc 7.2, with
the -O2 optimization option and set to produce 64 bit executables. CPLEX 5.0
was used as the LP solver.

Several processes were run at once, so there is some danger that contention
for the memory bus slowed the codes down, but there was nothing easy we could
do about it, and we do not have reason to believe it was a big problem. In any
case, all the codes were run under similar conditions, so the comparisons should
be fair.

We used two types of instances. One was random two dimensional Euclidean
instances generated by picking points randomly in a square. The running times
we report later are averages over 3 random seeds. The second type of instance
was “real-world”, from TSPLIB. We tested on rl11849, usa13509, brd14051,
pla33810, and pla85900.

3.2 Observations and Modifications

We started our study by taking concorde, disabling the segment cuts, and sub-
stituting KS for the flow algorithm. So the first time the algorithm’s behavior
changed was after the graph was connected, when KS was first called. At this
point we gathered some statistics for a random 10000 node instance about the
cuts that were found and the cuts that were kept. Figure 1 shows two histograms
comparing cuts found to cuts kept. The first is a histogram of the size of the cuts
found and kept, that is, the number of nodes on the smaller side. The second
shows a similar histogram of the value of the cuts found and kept. Note that the
scaling on the Y-axis of these histograms is unusual.

These histograms show several interesting features. First, almost all of the
kept cuts are very small—fewer than 100 nodes. The found cuts are also very
biased towards small cuts, but not as much. For example, many cuts of size
approximately 2000 were found, but none were kept. A second interesting feature
is that the minimum cut is unique (of value approximately .3), but the smallest
kept cut is of value approximately .6, and most of the kept cuts have value
one. This observation immediately suggests that it is not worthwhile to consider
only minimum cuts, because they are few in number and not the cuts you want
anyway. Furthermore, it appears that there is something special about cuts of
value one, as a large fraction of them are kept.

To try to get a better idea of what was going on, we took a look at the
fractional solution. Figure 2 shows the fractional 2-matching solution for a 200
node instance, which is what the cut finding procedures are first applied to.
Not surprisingly, this picture has many small cycles, but the other structure
that appears several times is a path, with some funny edge weights at the end
that allow it to satisfy the constraints. The presence of these structures suggests
looking at biconnected components in the graph induced by non-zero weight
edges. A long path is in some sense good, because a tour looks locally like a
path, but it is important that the two ends meet, which is to say that the graph
must not only be connected but biconnected.
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Fig. 1. Histograms showing properties of cuts found as compared to cuts kept.
Gray bars represent found cuts and black bars represent kept cuts. Note that
there is unusual scaling on the Y-axes.

Fig. 2. Picture of a fractional 2-matching (initial solution) for a 200 node in-
stance. Edge weights are indicated by shading, from white= 0 to black= 1.
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We tried various ways of incorporating biconnected components before find-
ing a method that worked well. There are two issues. One is when to try to find
biconnected components. Should we wait until the graph is connected, or check
for biconnectivity in the connected components? The second issue is what cuts to
report. Given a long path, as above, there is a violated constraint corresponding
to every edge of the path. Or stated more generally, there is a violated con-
straint corresponding to every articulation point (a node whose removal would
disconnect the graph). Our first attempt was to look for biconnected components
only once the graph was connected, and to report all the violated constraints.
This approach reduced the number of iterations of the main loop, but took more
time overall. Running biconnected components earlier reduced the number of
iterations further, but also took too long.

So to reduce the number of cuts found, we modified the biconnected compo-
nents code to report only constraints corresponding to biconnected components
that had one or zero articulation points. (Note that a biconnected component
with 0 articulation points is also a connected component.) The idea behind this
modification is the same idea that was used to report constraints based on the
connected components. In that context, we said that it made sense to consider
only the constraints corresponding to the individual components, thus picking
out small, disjoint constraints. Likewise, taking biconnected components with
one or zero articulation points picks out small, disjoint constraints. This use of
biconnected components proved valuable; it both reduced the number of itera-
tions of the outer loop and reduced the overall running time. Accordingly, it is
only this version that we give data for in the results section.

Our experience with KS was similar. Using it to find all of the violated
constraints turned up so many that even though we saved iterations, the total
running time was far worse. And it seemed to be faster to run KS right from the
beginning, not waiting for the graph to become connected. So we generalized the
idea above. We only report the smallest disjoint cuts; that is, we only report a
cut if no smaller (in number of nodes) cut shares any nodes with it. It should be
easy to see that the rules given above for selecting cuts from connected or bicon-
nected components are special cases of this rule. So our eventual implementation
with KS uses it right from the beginning, and always reports only the smallest
cuts. Note that our handling of disconnected graphs is consistent with finding
smallest cuts. Notice also that reporting only smallest cuts means we do not
introduce a constraint that will force a connected component to join the other
connected components until the component itself satisfies the subtour elimina-
tion constraints. This choice may seem foolish, not introducing a constraint we
could easily find, but what often happens is that we connect the component to
another in the process of fixing violations inside the component, so it would have
been useless to introduce the connectivity constraint.

In this vein, we discovered that it could actually be harmful to force the
graph to be connected before running KS. It would not be surprising if the
time spent getting the graph connected was merely wasted, but we actually saw
instances where the cut problem that arose after the graph was connected was
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much harder than anything KS would have had to deal with if it had been
run from the beginning. The result was that finding connected components first
actually cost a factor of two in running time.

Note that the implementation of selecting the smallest cuts was integrated
into KS. We could have had KS output all of the cuts and then looked through
them to pick out the small ones, but because KS can easily keep track of sizes
as it contracts nodes, it is possible to never consider many cuts and save time.

There is also one observation that we failed to exploit. We noticed that
the value histogram shows some preference for keeping cuts that have small
denominator value; most kept cuts had value one, then several more had value
3/2, a few more had 4/3 and 5/3, etc. Unfortunately, we did not come up with a
way to exploit this observation. We tried sorting the cuts by denominator before
adding them to the LP, hoping that we would then get the cuts we wanted first
and be able to quickly discard the others, but were unable to get a consistent
improvement this way. Even when there was an improvement, it was not clear
whether it was entirely due to the fact that cuts of value one got added first.

3.3 Results

We present our data in the form of plots, of which there are three types. One
reports total time, another reports the number of LPs solved, and the third
only considers the time to add cuts (as described above), which counts only the
time to process the lists of cuts and reoptimize, but not the time to find the
cuts. The total time includes everything: the time to add cuts, the time to find
them, the time to add edges, the time to get an initial solution, etc. We also
have two classes of plots for our two classes of inputs, random instances and
TSPLIB instances. All times are reported relative to the square of the number
of cities, as this function seems to be the approximate asymptotic behavior of
the implementations. More precisely, the Y-axes of the plots that report times
are always 1000000 ∗ (time in seconds)/n2. This scale allows us to see how the
algorithms compare at both large and small problem sizes. Note also that the
X-axes of the TSPLIB plots are categorical, that is, they have no scale. Table 1
summarizes the implementations that appear in the plots.

Short name Description

starting point original concorde implementation

w/o segments original with segment cuts disabled

biconnect using smallest biconnected components instead of connected

KS all cut finding done by KS

KS1 all cut finding done by KS, probabilities set for cuts of value < 1

Table 1. Summary of the implementations for which we report data
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There are several things to notice about the plots. First, looking at the time
to add cuts for random instances (Fig. 3), we see that using either biconnected
components or KS consistently improves the time a little bit. Furthermore, using
the version of KS with looser probabilities causes little damage. Unfortunately,
the gain looks like it may be disappearing as we move to larger instances. Looking
at the number of LPs that we had to solve shows a clearer version of the same
results (Fig. 4). Looking at the total time (Fig. 5), we see the difference made by
adjusting the probabilities in KS. The stricter version of KS is distinctly worse
than the original concorde, whereas the looser version of KS is, like the version
with biconnected components, a bit better. Looking at the total time is looks
even more like our gains are disappearing at larger sizes.

The story is similar on the TSPLIB instances (Figs. 6,8,7) Biconnected com-
ponents continue to give a consistent improvement. KS gives an improvement
on some instances, but not on the PLA instances.
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4 Conclusion

The strategy of looking for the smallest cuts seems to be a reasonable idea, in
that it reduces the number of iterations and improves the running time a bit,
but the gain is not very big. It also makes some intuitive sense that by giving
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an LP solver a smallest region of the graph where a constraint is violated, it will
encourage the solver to really fix the violation, rather than move the violation
around.

It is worth noting that the right cuts are definitely not simply the ones that
are easiest to find. As mentioned above, it was possible to slow the implementa-
tion down significantly by trying to use easy-to-find cuts first.

It is also interesting that it is possible to make any improvement with KS
over a flow based code, because experimental studies indicate that for finding
one minimum cut, it is generally much better to use the flow-based algorithm of
Hao and Orlin. So our study suggests a different result: KS’s ability to find all
near-minimum cuts can in fact make it practical in situations where the extra
cuts might be useful.

For future work, it does not seem like it would be particularly helpful to
work harder at finding subtour elimination constraints for the TSP. However,
studies of which constraints to find in more complicated IPs for the TSP could
be more useful, and it might be interesting to investigate KS in other contexts
where minimum cuts are used.
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Abstract. The first exact algorithm for the obstacle-avoiding Euclidean
Steiner tree problem in the plane (in its most general form) is presented.
The algorithm uses a two-phase framework — based on the generation
and concatenation of full Steiner trees — previously shown to be very
successful for the obstacle-free case. Computational results for moderate
size problem instances are given; instances with up to 150 terminals have
been solved to optimality within a few hours of CPU-time.

1 Introduction

We consider the following topological network design problem:

– Given: A set Z of n terminals inside a simple polygon ω0 with a set Ω =
{ω1, . . . , ωh} of h separated polygonal obstacles (holes).

– Find: The shortest (with respect to the L2-metric) network T in ω0 spanning
Z, and avoiding obstacles in Ω.

The terminals are permitted to be on the boundaries of ω0, ω1, . . . , ωh but not
in the interior of ω1, . . . , ωh. The edges of T are permitted to meet at locations
other than the given terminals. Such locations where more than two edges meet
are referred to as Steiner points. The problem is referred to as the obstacle-
avoiding Euclidean Steiner tree problem. T is referred to as the obstacle-avoiding
Euclidean Steiner minimum tree (ESMTO). The problem is clearly NP-hard as
it is a generalization of the well-known Euclidean Steiner tree problem (without
obstacles) [2]. Whereas the obstacle-free problem has relatively few applications,
the obstacle-avoiding problem is much more well-suited to model various real-life
network design applications.

It is obvious that T must be a tree. Furthermore, no Steiner point in T can
have more than three incident edges; this would not be the case if obstacles were
not separated. A Steiner point not on a boundary of some obstacle has three
edges making 120◦ with each other. A Steiner point on the boundary must be
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located at a corner, and the 120◦ condition does not need to be fulfilled. We will
refer to Steiner points on the boundaries of obstacles as degenerate.

ESMTOs are unions of full Steiner trees (FSTs) involving all terminals and
some corners (Fig. 1). Terminals and corners have degree one in their FSTs. A
terminal can appear in at most three FSTs while a corner must appear in two
or three FSTs.

a) b) c)

Fig. 1. Obstacle-avoiding Euclidean Steiner minimum tree examples.

Most efficient exact algorithms for the obstacle-free Euclidean Steiner tree
problem are based on a straightforward framework. Subsets of terminals are
considered one by one. For each subset, all its FSTs are determined one by
one, and the shortest is retained. Several tests can be applied to these shortest
FSTs in order to prune away those that cannot be in any optimal solution. The
generation of FSTs can be substantially improved if FSTs are generated across
various subsets of terminals (see [9,12] for details).

Surviving FSTs are concatenated in all possible ways to obtain trees spanning
all terminals. The shortest of them yields an optimal solution. Warme [6] noticed
that the concatenation of FSTs can in the obstacle-free case be formulated as
a problem of finding a minimum spanning tree in a hypergraph with terminals
as vertices and subsets spanned by FSTs as hyperedges. In addition, a pair
of hyperedges must have at most one terminal in common. The length of a
hyperedge is equal to the length of the corresponding FST.

This approach proved extremely powerful. Problem instances with more than
1000 terminals were solved in a reasonable amount of time [7].

The same general framework can be applied to the obstacle-avoiding Eu-
clidean Steiner tree problem. In this case, all subsets of terminals and corners
need to be considered. However, many FSTs will be excluded as their edges will
be intersecting obstacles or will hit corners of obstacles at an inappropriate an-
gle. Hence, the number of FSTs surviving the pruning tests will not explode,
permitting to solve moderate size problem instances. Some pruning tests can
be directly adapted from the obstacle-free case while others need considerable
modifications.
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The concatenation also needs to be modified since FSTs span both terminals
and corners of obstacles. The concatenation problem can be formulated as a
Steiner minimum tree problem in a hypergraph with terminals and corners as
vertices. All terminals must be spanned while this is not required for corners.
Hyperedges are given by terminals and corners spanned by FSTs and their length
is equal to the length of corresponding FSTs. In addition, a pair of hyperedges
must have at most one terminal or corner in common.

The purpose of this work is to present computational results for an exact
algorithm for the obstacle-avoiding Steiner tree problem using the generation
and concatenation techniques which proved so successful in the obstacle-free
case. It should be noted that this is the first (implemented) exact algorithm
for the obstacle-avoiding Steiner tree problem in its most general form. Previous
contributions have focused on the exact solution of special cases [11] and heuristic
algorithms [1,4,10].

The paper is organized as follows. The generation of FSTs is discussed in
Section 2. This section focuses in particular on pruning tests and discusses pre-
processing needed to speed up the generation. Our goal is to investigate how
powerful pruning tests are; less attention is given to how these tests are imple-
mented. The concatenation is described in Section 3. Computational results are
given in Section 4. Concluding remarks including suggestions for further research
are in Section 5.

2 Generation

An ESMTO is an union of FSTs, each spanning a subset of W = Z∪C, where C
is the set of obstacle corners of ω0, ω1, . . . , ωh. Some corners may be eliminated
from consideration as described below; the resulting set of pseudo-terminals is
denoted V ⊆W .

The algorithm uses the equilateral point generation strategy described by
Winter and Zachariasen [12] (see this paper for an introduction to the overall
strategy). An equilateral point corresponds to fixing the tree topology for a
subset of pseudo-terminals. A fixed topology has a very limited region in which
Steiner points may be placed, as explained below. A battery of tests is applied
in order to reduce the feasible Steiner point regions. This often results in the
complete elimination of an equilateral point.

Most pruning tests used in the obstacle-free case can be applied to the
obstacle-avoiding case in a slightly altered version. In addition, new tests which
consider the presence of obstacles are applied. In the following subsections we
give some necessary definitions, describe the preprocessing phase which sets up
data structures used by the generation algorithm, and finally we describe each
of the pruning tests.
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2.1 Definitions

Let ωi, 0 ≤ i ≤ h, denote both the polygon itself and the closed region bounded
by it. The interior of ωi is denoted by ωI

i . The feasible region — in which the
terminals and the ESMTO has to reside — is then R = ω0 \ (ωI

1 ∪ωI
2 ∪ . . .∪ωI

h).
The shortest (obstacle-avoiding) path between two points p and q in R is

denoted by sp(p, q). Shortest paths between points in W are contained in the
visibility graph for W . This graph has W as its vertices; it has an edge between
vertex p and q if and only if line segment pq is in R.

Any path P (p, q) between two points p and q in R breaks into one or more
elementary paths between terminals (from Z). The Steiner distance between p
and q along P (p, q) is the length of the longest elementary path in P (p, q). The
bottleneck Steiner distance bpq between p and q is the minimum Steiner distance
between p and q taken over all paths from p to q. Bottleneck distances between
all points in W can be computed in polynomial time by using a modified Dijkstra
algorithm for each vertex in the visibility graph as a root [2, p. 119].

Let p be a corner of some obstacle ωi, 0 ≤ i ≤ h. Denote by p− (resp. p+) the
predecessor (resp. successor) of p on the boundary of ωi such that the forbidden
region is on the left when walking from p− to p+ via p.

The equilateral point epq of two points p and q is the third corner of the
equilateral triangle�pepqq with the line segment pq as one of its sides, and such
that the sequence of points {p, epq, q} makes a right turn at epq. Points p and
q are called the base points of epq . The equilateral circle of p and q is the circle
circumscribing �pepqq and is denoted by Cpq. The counterclockwise arc from p
to q on Cpq is called the Steiner arc from p to q. It is denoted by p̂q. The set of
pseudo-terminals involved in the (recursive) construction of an equilateral point
e will be denoted by V (e).

Our interest in equilateral points and Steiner arcs is due to the fact that if
two pseudo-terminals p and q are adjacent to a common Steiner point spq , and
the sequence of points {p, spq, q}makes a left turn at spq , then the location of spq

is restricted to the Steiner arc p̂q. Furthermore, if p and q are Steiner points on
Steiner arcs âc and b̂d, and the sequence of points {p, spq, q} makes a left turn,
then the location of spq is restricted to the Steiner arc ̂eacebd where eac is the
equilateral point with base points a and c, and ebd is the equilateral point with
base points b and d. Note that a, b, c, d can be pseudo-terminals or equilateral
points.

2.2 Preprocessing

In the preprocessing phase we reduce the problem (if possible) and set up data
structures used by the generation algorithm. The first step of the preprocessing
phase is to extend obstacles iteratively by using the following procedure: Let p
be a corner of some obstacle ωi such that {p−, p, p+} makes a right turn. The
region given by �p−pp+ is outside ωi if i ≥ 1 and inside otherwise. If �p−pp+

contains no point from W we may delete the corner p from ωi and add the direct
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segment between p− and p+, since it can be shown that no part of the ESMTO
will be inside �p−pp+.

The visibility graph for W is computed using a brute-force algorithm. Better
algorithms exist for this problem [8], but the running time of this computation
is insignificant compared to that used by the generation algorithm. Using the
visibility graph, shortest paths sp(p, q) and bottleneck Steiner distances bpq are
computed for every pair p, q ∈ W .

Finally, we identify the set of pseudo-terminals V . All terminals Z are ob-
viously pseudo-terminals. In addition, we add each corner p ∈ C such that
{p−, p, p+} makes a left turn; this means that the exterior angle at p is greater
than 180◦.

2.3 Projections

Consider an equilateral point epq of p and q. Assume that q itself is an equilateral
point of a and c. Assume furthermore that the feasible locations of the Steiner
point sac on the Steiner arc âc has been restricted to the subarc â′c′ as shown in
Fig. 2a. Consider the ray from q through c′. If it intersects p̂q, then the feasible
locations of the Steiner point spq on p̂q can be restricted to p̂q′ where q′ is the
intersection point. Similarly, if the ray from q through a′ intersects p̂q′, then
the feasible locations of spq can be restricted to p̂′q′ where p′ is the intersection
point. Finally, if â′c′ intersects p̂′q′, then q′ can be moved to this intersection
point.

If the rays from q through c′ and a′ do not intersect the Steiner arc p̂q
as shown in Fig. 2b, then the equilateral point epq can be pruned away; it is
impossible to place sab on âc such that its three incident edges make 120◦ with
each other.

Above arguments apply in similar fashion when p is an equilateral point.

a

c
c’

a’
pq

p’
q’

ac

q p

a’c’

a) b)

Fig. 2. Projections.

2.4 Bottleneck Steiner Distances

Consider the feasible subarc p̂′q′ of the Steiner arc p̂q. If q is an equilateral point
eac based on a and c, let a′ and c′ denote respectively the rightmost and the
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leftmost feasible location of sac on âc (if q is a pseudo-terminal, let a′ = c′ = q).
If there are two pseudo-terminals zp ∈ V (p) and zq ∈ V (q) such that

bzpzq < |a′p′|,
then p′ can be moved toward q′ until the equality is obtained. Similar argument
can be applied to move q′ toward p′.

2.5 Obstacle Intersections

Consider the feasible subarc p̂′q′ of the Steiner arc p̂q. Let a′ and c′ be as defined
in Subsection 2.4. Suppose that there is a side s in some obstacle ωi such that
a′ and p′ are not visible to each other as shown in Fig. 3. Then p′ can be moved
toward q′ until the ray from q through p′ goes through an end-point of s (Fig. 3a)
or until the intersection of the Steiner arc p̂q with s (Fig. 3b).

If c′ and q′ are not visible to each other, then q′ can be moved toward p′ in
analogous fashion.
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q’

a) b)
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Fig. 3. Obstacle segment intersection.

2.6 Obstacle Hitting

Consider an equilateral point epq such that q ∈ C is a corner of some obstacle ωi.
Let q− (resp. q+) denote the predecessor (resp. the successor) of q in ωi (Fig. 4).
The angles � spqqq

+ and � q−qspq must both be at least 120◦. Consequently, if
either p′ or q′ are infeasible locations for spq , they can be moved toward each
other until either the 120◦ angle condition is satisfied, or one of q−, q+ becomes
invisible from p′ or q′.

2.7 Lune Test

Consider an equilateral point epq such that q is a pseudo-terminal. Let p̂′q′ denote
the feasible subarc of the Steiner arc p̂q. Suppose that there exists a terminal
z ∈ Z such that |qz| < |qp′| and |p′z| < |qp′|, and q, p′, z are visible to each other.
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Fig. 4. Obstacle hitting.

Then p′ can be moved toward q′ until one of the above inequalities is not fulfilled.
The determination of the new location of p′ becomes somewhat complicated due
to the presence of obstacles. To simplify this, it is required that q and z are
visible from every point on the subarc p̂′q′. The new location of p′ can then be
determined as described in [12]. It should be noted that the lune test in [12] is
much more general as it also applies in cases when q is an equilateral point.

Similar argument applies if p is a pseudo-terminal, and q′ is attempted to be
pushed toward p′.

2.8 Upper Bounds

Assume the ESMTO has an FST whose construction involves the equilateral
point epq . The length of the portion F ′ of the FST “behind” the Steiner point
spq on the Steiner arc p̂q is equal to |epqspq | [2]. If p̂′q′ is the feasible arc of
the Steiner arc p̂q, a lower bound on the length of F ′ is min{|epqp

′|, |epqq
′|}.

Consequently, if a shorter tree spanning V (epq) and p̂′q′ can be constructed the
equilateral point epq may be discarded.

In the obstacle-free case [12] the heuristic by Smith et al. [5] was used to pro-
vide such a good tree. The heuristic constructs FSTs for appropriately chosen
subsets of up to four points taken from V (epq)∪{p′, q′}. These are then concate-
nated in a greedy fashion to obtain a solution. We used a simple modification of
this heuristic in order to make it work for the obstacle-avoiding problem: When
constructing FSTs spanning up to four points, those intersecting an obstacle are
deleted. However, in some cases this heuristic may provide a forest rather than
a tree; in these cases infinity was returned as the length of the heuristic tree.

2.9 Wedge Property

Suppose that p̂′q′ is the feasible subarc of the Steiner arc p̂q. Draw four rays
(Fig. 5): l1: rooted at epq through p′, l2: rooted at epq through q′, l3: rooted at
p through q′, l4: rooted at q through p′. Consider the regions R1: bounded by
l1, l2 and p̂′q′, and possibly a polygonal boundary of an obstacle, R2 (resp. R3):
bounded by l2 and l3 (resp. l1 and l4), and possibly a polygonal boundary of an
obstacle.
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Suppose that the region R1 contains no pseudo-terminals. If R2 or R3 con-
tains no pseudo-terminals, then no FST involving epq and with a Steiner point
on p̂′q′ can exist.

4

2

R3

R1

R2

1

q
q’

p’

p

e pq

l

l

l 3l

Fig. 5. Wedge property.

2.10 Full Steiner Tree Tests

Once an FST for an equilateral point epq and a pseudo-terminal r in the wedge
region R1 (Fig. 5) has been identified, modified versions of the tests described
above can be applied. Since the locations of Steiner points of FSTs are at that
stage determined, these tests can prove more effective then when applied to
epq where the locations of Steiner points were not fixed (although they were
restricted to subarcs of Steiner arcs).

Also edges in the subgraph of the visibility graph induced by V are valid
FSTs. Some of them may be eliminated by the modified versions of tests de-
scribed above.

3 Concatenation: Steiner Trees in Hypergraphs

Given the set F = {F1, F2, ..., Fm} of FSTs from the generation phase, the
concatenation problem is to select a subset F∗ ⊆ F such that the FSTs in F∗
interconnect Z and have minimum total length.

Consider a hypergraph H = (V,F) with the set of pseudo-terminals V as its
vertices and the set of FSTs F as its hyperedges, that is, each FST Fi ∈ F spans
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a subset of V denoted by V (Fi). A chain in H from zi0 ∈ V to zik ∈ V is a
sequence zi0 , Fj1, zi1 , Fj2, zi2 , . . . , Fjk, zik such that all vertices and hyperedges
are distinct and zil−1 , zil ∈ V (Fjl) for l = 1, 2, . . . , k. A tree in H spanning Z ⊆ V
is a subset of hyperedges F ′ ⊆ F such that there is a unique chain between every
pair of vertices zi, zj ∈ Z. The weight of the tree is the total weight of hyperedges
in the tree; each hyperedge Fi ∈ F has weight equal to its length |Fi|. Finding an
ESMTO for Z is equivalent to finding a minimum-weight tree in H spanning Z.
This problem is denoted the Steiner tree problem in hypergraphs (SPHG) since
it is a natural generalization of the well-known NP-hard Steiner tree problem in
graphs [2] .

In order to solve SPHG, we generalize a very powerful integer programming
formulation for solving the minimum spanning tree problem in hypergraphs [6,7].
Denote by x an m-dimensional binary vector such that xi = 1 if and only if Fi

is selected to be part of the tree spanning Z. Let c be a vector in �m whose
components are ci = |Fi|. For any subset U ⊆ V , define the cut given by U as

(U : V \ U) = {Fi ∈ F | (V (Fi) ∩ U �= ∅) ∧ (V (Fi) ∩ (V \ U) �= ∅)}.
A straightforward integer program (IP) for solving SPHG is now the following:

min cx (1)

s.t.
∑

Fi∈(U :V \U)

xi ≥ 1, ∀U ⊂ V, U ∩ Z �= ∅, (V \ U) ∩ Z �= ∅ (2)

The objective function (1) minimizes the total length of the chosen FSTs subject
to connectivity constraints (2). The connectivity constraints ensure that every
pair of terminals is connected, i.e., that there is no cut of total weight less than
1 separating them.

This integer program can be solved via branch-and-cut using lower bounds
provided by linear programming (LP) relaxation. Connectivity constraints are
added using separation methods [6]. However, a preliminary study indicated
that the LP lower bounds provided by this formulation were very weak (the LP
solution in the root node was typically 10-20% off the optimum integer solution).

In order to strengthen this formulation significantly a set of auxiliary vari-
ables must be added to the formulation. Let S = V \ Z be the set of Steiner
vertices in H ; let y be an |S|-dimensional binary vector such that ys = 1 if and
only if Steiner vertex s ∈ S is part of the tree spanning Z (we say that such a
Steiner vertex is active). Note that y does not appear in the objective function.
The following constraints may now be added to the formulation:∑

Fi∈({s}:V \{s})
xi ≥ 2ys, ∀s ∈ S (3)

∑
Fi∈({s}:V \{s})

xi ≤ 3ys, ∀s ∈ S (4)

∑
Fi∈F

(|V (Fi)| − 1)xi = |Z| +
∑
s∈S

ys − 1 (5)
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∑
Fi∈F

max(0, |V (Fi) ∩ U | − 1)xi ≤ |U ∩ Z| +
∑

s∈(U∩S)

ys − 1,

∀U ⊂ V, U ∩ Z �= ∅ (6)

Constraints (3) and (4) bound the degree of an active Steiner vertex to be either
2 or 3; non-active Steiner vertices must have degree 0. Equation (5) enforces the
correct number and cardinality of hyperedges to construct a tree spanning Z.
Constraints (6) eliminate cycles: For a given set of vertices U the total “edge
material” inside U cannot exceed the cardinality of U minus 1; note that the
actual cardinality of U is the sum of the number of terminals and active Steiner
vertices residing in U .

The concatenation was implemented by modifying the code of Warme [6]
for solving the minimum spanning tree in hypergraph problem. Only relatively
small changes were needed in order to make this code work for the formulation
given above; details are omitted.

4 Computational Experience

The exact algorithm for the obstacle-avoiding Steiner tree problem was experi-
mentally evaluated on an HP9000 workstation1 using the programming language
C++ and class library LEDA (version 3.7) [3]. CPLEX 5.0 was used to solve
linear programming (LP) relaxations.

In Table 1 we present computational results for the six instances shown in
Fig. 1 and 6. This set includes four problem instances given in [1,10]. The in-
stances have up to six polygonal obstacles, in addition to the boundary polygon.

The three smallest instances were solved within one minute and the other
three within one hour. The number of generated FSTs increases only slightly
faster than linear in the number of pseudo-terminals. The number of generated
equilateral points, however, increases more rapidly. The integer program formu-
lation for the concatenation is very tight; four out of six instances are solved
in the root node of the branch-and-bound tree. The CPU-times spent in the
concatenation phase are only a small fraction of the times needed for doing the
generation of FSTs.

In order to test the new algorithm for larger instances we generated terminals
randomly for a fixed set of obstacles as follows: A square R̄ bounding all obstacles
(R ⊆ R̄) was constructed. Points were drawn with uniform distribution from R̄;
if a point belonged to R it was added to the set of terminals Z. This process was
repeated until the desired number of terminals was generated.

In Table 2 and 3 we present results for the set of obstacles shown in Fig. 1a
and 6b, respectively. Seven instances with 10 to 150 terminals were tested for
each set of obstacles. It should be noted that the larger terminal sets contain
the smaller as subsets (see also Fig. 7 and 8).
1 Machine: HP Visualize Model C200. Processor: 200 MHz PA-8200. Main memory:

1 GB. Performance: 14.3 SPECint95 and 21.4 SPECfp95. Operating system: HP-
UX 10.20. Compiler: GNU C++ 2.8.1 (optimization flag -O3).
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The results for the smaller set of obstacles (Table 2) show a very regular
pattern. As the number of terminals increases, the number of generated equilat-
eral points increases quadratically and the number of surviving FSTs increases
linearly in the number of pseudo-terminals. These results are fairly similar to
results for the obstacle-free case. All instances are solved in less than one hour;
the concatenation problem is solved in seconds.

For the larger set of obstacles (Table 3) the pattern is more complex. In
general, the number of FSTs increases as the number of terminals increases, but
only quite slowly. The running times also increase in general, but moderate size
instances (|Z| = 25) apparently tend to be more difficult than larger instances
(|Z| = 75). This can be explained by the considerably weaker bottleneck Steiner
distance and lune tests for the moderately sized instances. The larger number
of obstacles tends to weaken these tests for moderate size instances, but as the
number of terminals increases these tests gradually become almost as powerful
as in the obstacle-free case.

In order to further investigate the effect of increasing the number of obstacles,
we generated a set of instances based on the socalled Sierpinski triangle fractal.
Starting with an equilateral triangle (the boundary polygon), new triangles are
iteratively added as shown in Fig. 9. In order to avoid obstacles touching each
other (a requirement in the current implementation) all obstacles are shrunk by
a small constant factor.

Four Sierpinski triangle fractal iterations result in 40 triangles (obstacles);
using these obstacles a set of 10 randomly generated terminals were drawn as
described above. Each of the four instances corresponding to iterations 1 to 4
were then solved using this set of terminals which by construction is inside the
feasible region for each set of obstacles.

The results are shown in Table 4. The number of equilateral points and
FSTs shows the same pattern as previously seen, while an interesting observation
can be made for the concatenation phase. Apparently, the lower bound for the
largest instance is quite weak; the result is a dramatic increase in the number
of branch-and-bound nodes and the CPU-time. The weak lower bound can be
explained by the symmetry of the problem: There exist more than one tree
having shortest possible length. Some junctions (Steiner points) can be moved
from one Sierpinski triangle to another without changing the length of the tree.
This makes it difficult to avoid fractional variables in the LP-relaxation.

5 Conclusion

The first exact algorithm for the obstacle-avoiding Euclidean Steiner tree prob-
lem was presented. Moderate size problem instance with up to 150 terminals were
solved to optimality within a few hours of CPU-time. Future research will focus
on improving the FST generation algorithm, applying it to problem instances
with special structure and to adapt the approach to the rectilinear Steiner tree
problem with obstacles.
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Table 1. Experimental results, selected instances. |Z|: Number of terminals. h:
Number of obstacles. |C|: Number of obstacle corners. |V |: Number of pseudo-
terminals. Fig/ref: Figure and/or reference. Eq-pts: Number of generated equi-
lateral points. |F|: Total number of generated FSTs (resp. number of 2-vertex
FSTs). Gap: Root LP objective value vs. optimal value (gap in percent). Nds:
Number of branch-and-bound nodes. Red: Reduction over MST in percent. CPU:
CPU-time (seconds).

Instance Generation Concatenation

|Z| h |C| |V | Fig/ref Eq-pts |F | CPU Gap Nds Red CPU

7 1 9 11 6a [1] 81 28 (13) 3.0 0.000 1 8.04 0.1
6 2 21 19 1a 230 76 (36) 11.2 0.000 1 10.70 1.3

10 3 21 23 1b 440 75 (36) 35.7 0.000 1 4.52 0.2
20 5 43 49 6b [1] 4833 250 (68) 807.2 0.552 1 5.45 4.0
30 6 34 58 6c [1] 4525 275 (74) 638.5 0.000 1 4.50 1.6
30 6 31 57 1c [10] 11414 388 (78) 1973.0 0.973 3 4.58 8.0

Table 2. Experimental results, randomly generated terminals. Note that the
obstacles are the same for all instances (h = 2 and |C| = 21). See Table 1 for an
explanation of the symbols.

Instance Generation Concatenation

|Z| |V | Eq-pts |F | CPU Gap Nds Red CPU

10 23 291 84 (33) 20.1 0.000 1 3.35 0.2
25 38 1261 130 (45) 96.2 0.000 1 3.22 0.4
50 63 2396 196 (67) 230.9 0.000 1 2.19 2.0
75 88 4100 230 (94) 494.9 0.000 1 1.70 2.5

100 113 6072 290 (115) 939.9 0.000 1 2.53 1.3
125 138 8887 390 (140) 1710.0 0.000 1 3.16 2.4
150 163 11992 514 (166) 2933.1 0.000 1 2.93 5.5

Table 3. Experimental results, randomly generated terminals. Note that the
obstacles are the same for all instances (h = 5 and |C| = 43). See Table 1 for an
explanation of the symbols.

Instance Generation Concatenation

|Z| |V | Eq-pts |F | CPU Gap Nds Red CPU

10 37 13792 406 (67) 1407.8 2.333 2 3.14 20.3
25 54 31400 556 (76) 6607.6 0.299 2 4.48 22.3
50 79 14688 405 (102) 3578.0 0.000 1 3.21 3.2
75 104 12840 383 (119) 3144.4 0.000 1 3.31 4.1

100 129 15640 494 (142) 4549.5 0.000 1 3.57 3.5
125 154 23127 728 (167) 9178.8 0.000 1 2.78 8.2
150 179 18267 700 (190) 7655.1 0.000 1 2.65 8.1
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a) b) c)

Fig. 6. Problem instances from [1].

a) |Z| = 10 b) |Z| = 50 c) |Z| = 150

Fig. 7. Randomly generated terminals with fixed set of obstacles (shown on
Fig. 1a.). Numeric results are given in Table 2.

a) |Z| = 10 b) |Z| = 50 c) |Z| = 150

Fig. 8. Randomly generated terminals with fixed set of obstacles (shown on
Fig. 6b.). Numeric results are given in Table 3.

a) Iter = 1 b) Iter = 2 c) Iter = 4

Fig. 9. Sierpinski triangle fractal. Numeric results are given in Table 4.
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Table 4. Experimental results, Sierpinski triangle fractal. Note that the termi-
nals are the same for all instances (|Z| = 20). See Table 1 for an explanation of
the symbols.

Instance Generation Concatenation

h |C| |V | Eq-pts |F | CPU Gap Nds Red CPU

1 6 13 43 15 (12) 0.7 0.000 1 1.07 0.0
4 15 22 82 37 (25) 2.3 0.000 1 1.52 0.1

13 42 49 245 109 (82) 14.4 0.000 1 3.77 1.4
40 123 130 1073 392 (308) 258.8 4.797 33 2.60 1194.6
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Adaptive Algorithms for Cache�e�cient Trie

Search
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Abstract� In this paper� we present cache	e
cient algorithms for trie
search� There are three key features of these algorithms� First� they use
di�erent data structures �partitioned	array� B	tree� hashtable� vectors to
represent di�erent nodes in a trie� The choice of the data structure de	
pends on cache characteristics as well as the fanout of the node� Second�
they adapt to changes in the fanout at a node by dynamically switching
the data structure used to represent the node� Third� the size and the
layout of individual data structures is determined based on the size of
the symbols in the alphabet as well as characteristics of the cache�s�
We evaluate the performance of these algorithms on real and simulated
memory hierarchies� Our evaluation indicates that these algorithms out	
perform alternatives that are otherwise e
cient but do not take cache
characteristics into consideration� A comparison of the number of instruc	
tions executed indicates that these algorithms derive their performance
advantage primarily by making better use of the memory hierarchy�

� Introduction

Tries are widely used for storing and matching strings over a given alphabet�
Applications include dictionary lookup for text processing ����� �	� 

�� itemset
lookup for mining association rules in retail transactions ��� 
�� IP address lookup
in network routers �
�� 
�� and partial match queries ��� 
	�� There has been
much work on reducing the storage requirement and the instruction count for
tries � for example �� �� 	� �� ��� 
�� 

�� These algorithms� however� do not take
the memory hierarchy into account� Given the depth of memory hierarchies on
modern machines� good cache performance is critical to the performance of an
algorithm�

In this paper� we present cache�e�cient algorithms for trie search� There are
three key features of these algorithms� First� they use di�erent data structures
�partitioned�array� B�tree� hashtable� vector� to represent di�erent nodes in a
trie� The choice of the data structure depends on cache characteristics as well as
the fanout of the node� Second� they adapt to changes in the fanout at a node
by dynamically switching the data structure used to represent the node� Third�
the size and the layout of individual data structures is determined based on the
size of the symbols in the alphabet as well as characteristics of the cache�s��

M.T.Goodrich, C.C.McGeoch (Eds.): ALENEX’99, LNCS 1619, pp.296-311, 1999.
�	 Springer-Verlag Berlin Heidelberg 1999



We evaluate the performance of these algorithms on real and simulated mem�
ory hierarchies� To evaluate their performance on real machines� we ran them
on three di�erent machines with di�erent memory hierarchies �Sun Ultra��� Sun
Ultra��	� and SGI Origin��			
� To evaluate the impact of variation in cache
characteristics on the performance of these algorithms� we simulated architec�
tures that di�ered in cache line size and cache associativity��

To drive these experiments� we used two datasets from di�erent application
domains and with di�erent alphabet sizes� The �rst dataset was from the text
processing domain and consisted of a trie containing all the words in the Web�
ster�s Unabridged Dictionary� Against this dictionary� we ran searches using all
the words in Herman Melville�s Moby Dick� This dataset had an alphabet of
� symbols �lower and upper case English characters� hyphen and apostrophe
�
The second dataset was from the datamining domain� For this application� the
alphabet consists of items that can be purchased in a grocery store �beer� chips�
bread etc
 and a string consists of a single consumer transaction �the set of items
purchased at one time
� The task is to determine the set of items �referred to
as itemsets that are frequently purchased together� Tries are used in this ap�
plication to store the candidate itemsets and to help determine the frequent
itemsets� The dataset used in our experiments was generated using the Quest
datamining dataset generator which we obtained from IBM Almaden ����� This
dataset generator has been widely used in datamining research ��� �� �� ��� ����
The alphabet for this dataset contained �	�			 symbols �corresponding to �	�			
items
�

Our evaluation indicates that these algorithms out�perform alternatives that
are otherwise e�cient but do not take cache characteristics into consideration�
For the dictionary dataset� our algorithm was ��� times faster on the SGI Origin�
�			 and � times faster on both the Sun Ultras compared to the ternary search
tree algorithm proposed by Bentley and Sedgewick ���� For the datamining
dataset� our algorithm was ������� times faster than a B�tree�trie and ������
times faster than a hashtable�trie�� A comparison of the number of instructions
executed indicates that the algorithms presented in this paper derive their per�
formance advantage over otherwise e�cient algorithms� by making better use
of the memory hierarchy� Furthermore� the perfomance advantage gained by the
adaptive algorithms is not at the cost of additional space� Finally� simulation
results indicate that the performance of our algorithms is not sensitive to the
cache line size or the cache associativity�

The paper is organized as follows� A brief review of tries and modern mem�
ory hierarchies can be found in Appendix A� Section � presents the intuition

� Appendix A provides a brief introduction to caches in modern machines�
� Since our experiments indicated that the performance of the adaptive algorithms is

insensitive to variations in the cache line size and associativity� we speculate that

the di�erence in the speedups achieved for the Sun Ultra machines and the SGI

Origin����� is due to the higher memory bandwidth in the Origin������
� Ternary search tree for the dictionary dataset and the hashtable�trie for the datamin�

ing dataset�
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behind our algorithms and describes them in some detail� Section � describes
our experiments and Section � presents the results� Section � presents related
work and Section � presents a summary and conclusions�

� Algorithms

The design of the algorithms presented in this paper is based on three insights�
First� there is a large variation in the fanout of the nodes in a trie� The nodes
near the root usually have a large fanout� the nodes further from the root have a
smaller fanout� This suggests that di	erent data structures might be suitable for
implementing di	erent nodes in a trie� Second� only the 
rst memory reference
in a cache line has to wait for data to be loaded into the cache� This suggests
that the data structures should be designed so as to pack as many elements
in a cache line as possible�� Third� at each level of a trie� at most one link is
accessed �the link to the successor if the match can be extended� no link if the
match cannot be extended�� This suggests that for nodes with a large fanout�
the keys and the links should be stored separately� This reduces the number of
links loaded and avoids loading any links for unsuccessful searches�

We present two algorithms� The 
rst algorithm is for tries over large alpha
bets which require an integer to represent each symbol� The second algorithm
is for tries over small alphabets whose symbols can be represented using a char
acter� While a wide range of key sizes is possible� we believe that these two
alternatives �integer and character� cover most trie applications�

��� Algorithm for large alphabets

This algorithm assumes that individual symbols are represented by integers and
uses three alternative data structures� a partitioned�array� a boundeddepth B
tree and a hashtable� for representing trie nodes� It selects between them based
on the fanout of the node and the cache line size�

The partitioned�array structure consists of two arrays � one to hold the keys
and the other to hold the corresponding links� Each array is sized to 
t within
a single cache line� This assumes that integers and links are of the same size�
For architectures on which links and integers are not the same size� the array
containing the links is allowed to spread over multiple cache lines� The bounded
depth Btree structure consists of a Btree with at most k levels where k is a
parameter� Individual nodes in this structure are represented using partitioned
arrays� The parameter k is a small constant ���� that is determined by the
number of cache misses one is willing to tolerate �up to two cache misses per level
� one for the key array and the other for the link array�� For the experiments
reported in this paper� we ran tests with k � ������� and found that k � �

� Some memory hierarchies return the �rst reference �rst and load the rest of the

cache line later� For such memory hierarchies� subsequent memory references may

also need to wait�
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yielded the best performance� The hashtable structure uses chains of partitioned�
arrays to handle collisions� Figure � illustrates all three structures�

When a new node is created� the partitioned�array structure is used� As the
fanout of a node increases� new keys are inserted into the partitioned�array�
When the fanout of a node increases beyond the capacity of a partitioned�array�
the partitioned�array is converted into a B�tree� Since partitioned�arrays are
used to represent B�tree nodes� this conversion is cheap� Subsequent insertions
into the node result in new keys being added to the B�tree� The bounded�depth
B�tree structure is used as long as its depth is less than the depth threshold� k
�as mentioned above� we used k � �	� When the fanout of the node increases
such that the keys no longer 
t within the bounded�depth B�tree� the B�tree is
converted into a hashtable� This conversion requires substantial rearrangement�
However� with a suitable depth bound for the B�tree� this conversion will be
rare� Furthermore� since the hashtable uses the same basic data structure �the
partitioned�array	� it will be able to re�use the memory �and possibly cache lines	
that were used by the B�tree�

��� Algorithm for small alphabets

This algorithm assumes that individual symbols are represented by characters
and uses partitioned�arrays of di�erent sizes �������	 and an m�way vector
�where m is the size of the alphabet	 to represent trie nodes� When a new node
is created� a partitioned�array with just a single entry is used� As new keys are
inserted� the partitioned�array is grown by doubling its size� When the number
of keys exceeds a threshold� the partitioned�array is converted into an m�way
vector �in order to reduce search time	� In our algorithm� the threshold is selected
by dividing the cache line size by the size of each link� For this algorithm� we
use the size of links to size the partitioned�array instead of the size of the keys�
This is because a large number of keys 
t into cache lines available on current
machines ���byte����byte	 and using link�arrays with ���� slots would greatly
increase the space requirement for these nodes� The m�way vector consists of a
link array that is indexed by the key� Conversion between these alternatives is
cheap and requires only re�allocation of the space required to hold the arrays
and copying the contents�

� Experimental setup

We evaluated the performance of these algorithms on real and simulated memory
hierarchies� To evaluate their performance on real machines� we ran them on
three di�erent machines with di�erent memory hierarchies � a Sun Ultra�� a
Sun Ultra���� and an SGI Origin����� Table � provides details about these
machines� We ran each experiment 
ve times and selected the lowest time to
minimize potential interference due to daemons and other processes running
during the experiments�
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key key key key

ptr ptr ptr ptr

�a� Partitioned�array� links and keys in separate arrays�

�b� B�tree� each node in the B�tree is a partitioned�array�

�c� Hashtable� each element in the over�ow chain is a partitioned�array�

Fig� �� Data structures used to represent trie nodes for large alphabets� Each
partitioned�array is sized such that the array containing the keys �ts in a single cache
line�

To perform a controlled study of the impact of variation in cache character�
istics on the performance of these algorithms� we simulated architectures that
di�ered in cache line size ����	
�byte� and cache associativity �direct�mapped���
way�
�way���way� We used the msim simulator ���� and assumed a ��KB L�
cache and a �MB L� cache We assumed zero delay fetching data from L� cache�
a � cycle delay from L� cache and a �	 cycle delay from main memory

To drive these experiments� we used two datasets from di�erent application
domains and with di�erent alphabet sizes The �rst dataset was from the text
processing domain and consisted of a trie containing all the words in the Web�
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Machine Cache line size L� size L� size Proc� Clock Mem BW

Sun Ultra�� ���byte ��KB �MB ���MHz �		MB
s
�direct�map� �direct�map�

Sun Ultra��	 ���byte ��KB �MB �	MHz �		MB
s
�direct�map� �direct�map�

SGI Origin��			 ���byte ��KB �MB ��MHz ���MB
s
�direct�map� ���way assoc�

Table �� Details of the real memory hierarchies used in experiments� The asso�
ciativity of each cache is in parentheses� The memory bandwidth numbers have
been measured using the STREAM copy benchmark written by John McCalpin
�http���www�cs�virginia�edu�stream�� The primary di�erence between the Ultra�� and
the Ultra��	 is the speed of the processor �the L� cache is too small to impact the results
of these experiments�� The di�erences between the Sun machines and the SGI machine
are� processor speed� cache linesize� L� associativity and the memory bandwidth�

ster�s Unabridged Dictionary�� The words were inserted in the order of their
occurrence in the dictionary� Against this dictionary� we ran searches using all
the words �������	 in Herman Melville
s Moby Dick�� The words were searched
for in their order of occurrence� This dataset had an alphabet of �� symbols
�lower and upper case English characters� hyphen and apostrophe	� The average
length of the words in the trie was �� characters and the average length of the
words in Moby Dick was ��� characters�

For this dataset� we used the algorithm for small alphabets and compared
its performance to that of the ternary search tree proposed by Bentley and
Sedgewick ����� Bentley et al demonstrate that ternary search trees are somewhat
faster than hashing for an English dictionary and up to �ve times faster than
hashing for the DIMACS library call number datasets ���� Clement et al ����
analyze the ternary search tree algorithm as a form of trie and conclude that
it is an e�cient data structure from an information�theoretic point of view� We
did not consider the B�tree�based and the hashtable�based algorithms for this
dataset as the maximum fanout for this dataset was only �� �lower and upper
case English characters� hyphen and apostrophe	�

The second dataset was from the datamining domain and consisted of sets
of retail transactions generated by Quest datamining dataset generator which
we obtained from IBM Almaden ����� For this application� the alphabet consists
of the items that can be purchased in a grocery store and a string consists of
a single retail transaction� Recall that the task is to determine the set of items
that are frequently purchased together� Tries are used in this application to store

� An online version is available at ftp���uiarchive�cso�uiuc�edu�pub�etext�gutenberg��
etext����

� An online version is available at ftp���uiarchive�cso�uiuc�edu�pub�etext�gutenberg��
etext���moby�zip�

� We obtained the code for the ternary search tree algorithm from

http���www�cs�princeton�edu��rs�strings�
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the candidate itemsets and to help determine the frequent itemsets� The alpha�
bet for this dataset contained ������ symbols �corresponding to ������ items�	
the average length of each string �i�e�� the average number of items purchased
per transaction� was 
 with a maximum length of ��� We created four pairs of
transaction�sets� One transaction�set in each pair was used to construct the trie
and the other was used for searching the trie� In each pair� the transaction�set
used to search the trie was four times as large as the transaction�set used to create
the trie and included it as a subset� The trie for the �rst pair of transaction�sets
contained ������ transactions	 the trie for the second pair of transaction�sets
contained 
����� transactions	 the trie for the third pair of transaction�sets con�
tained ����� transactions	 and the trie for the fourth pair of transaction�sets
contained ������� transactions� Compactly represented� these transactions can
be stored in �MB� �MB� 
MB and MB respectively� For the machines used in
our experiments� this corresponds to ����cache size� cache size� ��cache size and

�cache size� This allowed us to explore the space of ratios between the cache
size and the dataset size�

For this dataset� we used the algorithm for large alphabets and compared
its performance against two alternatives� The �rst algorithm was a non�adaptive
variant of our algorithms which used B�trees for all nodes �we refer to this as the
B�tree�trie algorithm�� This algorithm does not bound the depth of the B�tree�
Our goal in this comparison was to determine how much advantage is provided
by adaptivity� The second algorithm used variable�sized hashtables for all nodes
�we refer to this as the hashtable�trie algorithm�� The hashtable used for the root
node had ���
 buckets	 the hashtables used for nodes at every subsequent level
reduced the number of buckets by a factor of two� We selected this algorithm for
our experiments as an algorithm similar to this is proposed by several researchers
for maintaining frequent itemsets for mining association rules ��� �� ���� We did
not consider ternary search trees for this dataset due to the large alphabet �
given that each ternary node matches two values �the third link is for �all else���
ternary search trees for such large alphabets are likely to be very deep �and
therefore� likely to have poor memory performance��

We coded all our algorithms in C�� and compiled them using g�� �O�� For
timing� we used the high�resolution gethrtime�� call on the Sun machines and
gettimeofday�� on the SGI machine� We used these calls to determine the total
time needed to perform all the trie lookups for each workload�

� Results

Figure � compares the performance of the adaptive algorithm with that of the
ternary search tree for the dictionary dataset� The adaptive algorithm signi��
cantly outperforms the ternary search tree on all three machines � by a factor
of ��� on the Origin����� and by a factor of 
 on the Ultra�� and the Ultra����

Figure � compares the performance of the adaptive algorithm with that of
the B�tree�trie and the hashtable�trie algorithms for the datamining dataset� We
note that the adaptive algorithm is faster than both the alternatives for all inputs
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dictionary dataset�

�by a factor of ������� over B�tree�trie and a factor of ������� over hashtable�trie	�
Note that the speedup falls o
 as the dataset size grows to several times the cache
size� This indicates that the input is not localized to a small part of the trie�

There are three possible reasons for the performance advantage of the adap�
tive algorithms over the non�adaptive algorithms� ��	 they execute fewer instruc�
tions� or ��	 they spend less time waiting for data to be loaded into cache� or �	
both� For each of the dataset�platform�algorithm combination� we determined
the number of instructions executed� For this� we built a cost model for each
platform�algorithm combination and inserted code in each program to maintain
an instruction counter� To build the cost model for each platform�algorithm com�
bination� we disassembled the optimized binary code for that platform�algorithm
combination and determined the number of instructions in each basic block�

For the dictionary dataset� we found that the ternary search tree executes
about �� billion instructions whereas the adaptive algorithm executes about
�� billion instructions� Figure � compares the number of instructions executed
by all three algorithms �adaptive� B�tree�trie and hashtable�trie	 for the four
datamining inputs� We note that the adaptive algorithm executes about the
same number of instructions as the hashtable�trie and close to half the number of
instructions executed by the B�tree trie� From these results� we conclude that the
adaptive algorithms derive their performance advantage over otherwise e�cient
algorithms �ternary search tree for the dictionary dataset and the hashtable�trie
for the datamining dataset	 by making better use of the memory hierarchy�

We also compared the amount of space used by the di
erent algorithms� For
the dictionary dataset� the ternary search tree used ��� MB ���K nodes	 and
the adaptive algorithm used ���MB ����K nodes	�� Table � presents the space
used by di
erent algorithms for the datamining dataset� From these results� we

� These numbers are for the Sun Ultras�
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Fig� �� Performance of the adaptive algorithm� the B�tree�trie and the hashtable�trie
for the datamining dataset�

conclude that the perfomance advantage gained by the adaptive algorithms is

not at the cost of additional space�

Num Transactions � ��K ��K 	�K 
��K

Adaptive ���MB �
MB 
���MB �
��MB

B�tree�trie 	MB 
���MB ���MB ����MB

Hashtable�trie ��MB ��MB ��MB 
��MB

Table �� Space used by di�erent algorithms for the datamining dataset�

One of the main features of the adaptive algorithms is that they change the

representation of a node as its fanout changes� Figure � presents the distribution
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of the di�erent representations used for both datasets� The �rst bar in both
graphs depicts the distribution of the three data structures in the entire trie�
the bars to its right provide a level�by�level breakdown� We note that there is a
wide variation in the distribution of data structures �and therefore fanout� on
di�erent levels and that on the whole	 tries for both datasets are dominated by
nodes with very small fanouts�

��� Impact of variation in cache characteristics

To evaluate the impact of variation in cache characteristics	 we used the msim

memory hierarchy simulator� Figure 
�a� examines the variation in simulated
execution time as the cache line size changes� We used ��B and 
B as the
alternatives as these are considered the most suitable cache line sizes� Smaller
cache lines result in more frequent fetches from the main memory� larger cache
lines require the processor to wait longer� In addition	 larger cache lines are more
likely to result in unnecessary data movement from�to the main memory� For
this experiment	 we assumed that both L� and L� caches were direct�mapped�
We note that the performance of the adaptive algorithm does not change much
with a change in the cache line size� This is not surprising as the line size is an
explicit parameter of the algorithm�

Figure 
�b� examines the variation in simulated execution time as the cache
associativity changes� For this experiment	 we assumed ���byte cache lines	 and a
direct�mapped L� cache� We varied the associativity of the L� cache with direct�
mapped	 ��way	 �way and ��way associative con�gurations� Note that most
modern L� caches are direct�mapped and L� caches are either direct�mapped or
��way associative� We note that the the performance of the adaptive algorithm
is insensitive to changes in cache associativity�
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Fig� �� Distribution of the data structures used by the adaptive algorithms� For the
datamining dataset� the graphs present the distribution for the input with ���K trans�
actions�

� Related work

Previous work on adapting trie structures has taken one of four approaches� The
�rst approach focuses on reducing the number of instructions executed by re�
ducing the number of nodes and levels in the trie ��� �� 	� 
�� 
�� ��� The second
approach views tries as collections of m�way vectors and focuses on reducing the
space used by these vectors using a list�based representation or a sparse�matrix
representation ��� 
�� ��� The third approach focuses on the data structures used
to represent trie nodes with the goal of reducing both the space required and the
number of instructions executed ��� �� Finally� there has been much recent in�
terest in optimizing the tries used for address lookups in network routers �

� �
�
�	� The algorithms proposed by these researchers focus on reducing the number
of memory accesses by reducing the number of levels in the trie and the fanout
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Fig� �� Impact of variation in cache characteristics on the performance of the adaptive
algorithm� For the results presented in �a�� both L� and L� are assumed to be direct�
mapped� for the results presented in �b�� the cache line size is assumed to be 	��bytes
and L� is assumed to be direct�mapped�

at individual nodes� Our approach is closest to these in that we share their goal
of reducing memory accesses� however� there are two main di�erences� First�
these algorithms assume that the �symbols� to be matched at each level �so to
speak	 are not 
xed and that the strings that form the trie can be arbitrarily
subdivided� This assumption is correct for application that they focus on � IP
address lookup in network routers�� We assume a 
xed alphabet which is ap�
plicable to most other applications tries are used for� Second� these algorithms

� IP addresses �currently� are 	��bits long and arbitrary�length pre
xes can appear in
network routing tables�

307Adaptive Algorithms for Cache-Efficient Trie Search



focus on re�structuring the trie� while we focus on selecting the data structure
for individual nodes�

� Summary and conclusions

In this paper� we presented cache�e�cient algorithms for trie search� The key
features of these algorithms are� ��	 they use multiple alternative data structures
for representing trie nodes
 ��	 they adapt to changes in the fanout at a node by
dynamically switching the data structure used to represent the node
 ��	 they
determine the size and the layout of individual data structures based on the size
of the symbols in the alphabet as well as characteristics of the cache�s	�

Our evaluation indicates that these algorithms out�perform alternatives that
are otherwise e�cient but do not take cache characteristics into consideration�
A similar conclusion is reached by LamarcaLadner in their paper on cache�
e�cient algorithms for sorting �����

For the dictionary dataset� our algorithm was ��� times faster on the SGI
Origin����� and � times faster on both the Sun Ultras compared to the ternary
search tree algorithm proposed by Bentley and Sedgewick ���� For the datamin�
ing dataset� our algorithm was ������� times faster than a B�tree�trie and �������
times faster than a hashtable�trie� A comparison of the number of instructions
executed indicates that the algorithms presented in this paper derive their per�
formance advantage over otherwise e�cient algorithms by making better use of
the memory hierarchy�
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on level l represents the set of all strings that begin with certain sequence of l
symbols� the node speci�es an m�way branch depending on the �l���th symbol	
Figure 
 presents a trie that contains the words and� an� at� dig and dot	

The search for a string in a trie starts from the root node and proceeds as a
descent in the tree structure	 At each level� the fanout of the node is examined
to determine if the the next symbol in the string appears as a label for one of
the links	 The search is successful is all the symbols in the strings are matched�
the search is unsuccessful if at any node� the next symbol in the string does not
appear as a label for one of the outgoing links	

a d

t i o

d g t

n

Fig� �� Example of a trie� A shaded box next to a key indicates that a string ends at

that key� For example� the shaded box next to n at the second level indicates that the

string �an� ends at that node�

A�� Modern memory hierarchies

Modern memory hierarchies attempt to bridge the di�erence between processor
cycle time and memory access time by inserting one to three caches �referred to
as L�� L and L�� between the processor and the main memory	 In contemporary
systems� data in the L� cache can typically be accessed in a single processor cycle�
data in the L cache in ���� processor cycles and data in the main memory in
����� processor cycles	

The size of caches usually grows with their distance from the processor � the
caches closer to the processor are usually smaller than the caches further in the
hierarchy	 In contemporary systems� the L� cache is typically between �KB and
�KB� the L cache is between ��KB and �MB and the L� cache �if it exists� is
multiple megabytes	 Modern memory hierarchies satisfy the inclusion property
� i	e	� the cache at level i contains all the data contained in the cache at level
�i� ��	

Caches are divided into lines� a reference to any memory location in a cache
line results in the entire line being brought in from the next level in the memory
hierarchy	 Newer implementations include an optimization that brings in refer�
enced memory location �rst and allows the processor to resume execution while
the rest of the cache line is being brought in	 Larger cache lines are useful for
programs with strong spatial locality� however� each cache miss takes longer to
satisfy	 Typically� cache lines are � or �� bytes long	
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Associativity of a cache is de�ned to be the number of locations in this
cache that a memory location in the next level in the memory hierarchy can
be mapped to� A cache that has m such locations is referred to as m�way as�

sociative� Caches with �m � �� are referred to as direct�mapped� caches with
�m � num lines in cache� are referred to as fully associative� Caches in modern
memory hierarchies are	 typically	 either direct
mapped or �
way associative�

For more information on modern memory hierarchies	 see ����
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Abstract. The cache hierarchy prevalent in todays high performance
processors has to be taken into account in order to design algorithms
which perform well in practice. We advocates the approach to adapt
external memory algorithms to this purpose. We exemplify this approach
and the practical issues involved by engineering a fast priority queue
suited to external memory and cached memory which is based on k-way
merging. It improves previous external memory algorithms by constant
factors crucial for transferring it to cached memory. Running in the cache
hierarchy of a workstation the algorithm is at least two times faster than
an optimized implementation of binary heaps and 4-ary heaps for large
inputs.

1 Introduction

The mainstream model of computation used by algorithm designers in the last
half century [18] assumes a sequential processor with unit memory access cost.
However, the mainstream computers sitting on our desktops have increasingly
deviated from this model in the last decade [10,11,13,17,19]. In particular, we
usually distinguish at least four levels of memory hierarchy: A file of multi-ported
registers, can be accessed in parallel in every clock-cycle. The first-level cache can
still be accessed every one or two clock-cycles but it has only few parallel ports
and only achieves the high throughput by pipelining. Therefore, the instruction
level parallelism of super-scalar processors works best if most instructions use
registers only. Currently, most first-level caches are quite small (8–64KB) in order
to be able to keep them on chip and close to the execution unit. The second-level
cache is considerably larger but also has an order of magnitude higher latency.
If it is off-chip, its size is mainly constrained by the high cost of fast static RAM.
The main memory is build of high density, low cost dynamic RAM. Including
all overheads for cache miss, memory latency and translation from logical over
virtual to physical memory addresses, a main memory access can be two orders
of magnitude slower than a first level cache hit. Most machines have separate
caches for data and code so that we can disregard instruction reads as long as
the programs remain reasonably short.

Although the technological details are likely to change in the future, physical
principles imply that fast memories must be small and are likely to be more

M.T. Goodrich and C.C. McGeoch (Eds.): ALENEX’99, LNCS 1619, pp. 312–327, 1999.
c© Springer-Verlag Berlin Heidelberg 1999
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expensive than slower memories so that we will have to live with memory hier-
archies when talking about sequential algorithms for large inputs.

The general approach of this paper is to model one cache level and the main
memory by the single disk single processor variant of the external memory model
[22]. This model assumes an internal memory of size M which can access the
external memory by transferring blocks of size B. We use the word pairs “cache
line” and “memory block”, “cache” and “internal memory”, “main memory”
and “external memory” and “I/O” and “cache fault” as synonyms if the context
does not indicate otherwise. The only formal limitation compared to external
memory is that caches have a fixed replacement strategy. In another paper, we
show that this has relatively little influence on algorithm of the kind we are
considering. Nevertheless, we henceforth use the term cached memory in order
to make clear that we have a different model.

Despite of the far-reaching analogy between external memory and cached
memory, a number of additional differences should be noted: Since the speed
gap between caches and main memory is usually smaller than the gap between
main memory and disks, we are careful to also analyze the work performed
internally. The ratio between main memory size and first level cache size can be
much larger than that between disk space and internal memory. Therefore, we
will prefer algorithms which use the cache as economically as possible. Finally,
we also discuss the remaining levels of the memory hierarchy but only do that
informally in order to keep the analysis focussed on the most important aspects.

In Section 2 we present the basic algorithm for our sequence heaps data
structure for priority queues1 . The algorithm is then analyzed in Section 3 using
the external memory model. For some m in Θ(M), k in Θ(M/B), any constant
γ > 0 and R = �logk

I
m
� ≤ O(M/B) it can perform I insertions and up to I

deleteMins using I(2R/B + O(1/k + (log k)/m)) I/Os and I(log I + logR +
logm +O(1)) key comparisons. In another paper, we show that similar bounds
hold for cached memory with a-way associative caches if k is reduced byO(B1/a).
In Section 4 we present refinements which take the other levels of the memory
hierarchy into account, ensure almost optimal memory efficiency and where the
amortized work performed for an operation depends only on the current queue
size rather than the total number of operations. Section 5 discusses an imple-
mentation of the algorithm on several architectures and compares the results to
other priority queue data structures previously found to be efficient in practice,
namely binary heaps and 4-ary heaps.

Related Work

External memory algorithms are a well established branch of algorithmics (e.g.
[21,20]). The external memory heaps of Teuhola and Wegner [23] and the fish-
spear data structure [9] need Θ(B) less I/Os than traditional priority queues
like binary heaps. Buffer search trees [1] were the first external memory priority
1 A data structure for representing a totally ordered set which supports insertion of

elements and deletion of the minimal element.
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queue to reduce the number of I/Os by another factor of Θ(log M
B ) thus meeting

the lower bound of O((I/B) logM/B I/M) I/Os for I operations (amortized).
But using a full-fledged search tree for implementing priority queues may be
considered wasteful. The heap-like data structures by Brodal and Katajainen,
Crauser et. al. and Fadel et. al. [3,7,8] are more directly geared to priority queues
and achieve the same asymptotic bounds, one [3] even per operation and not in
an amortized sense. Our sequence heap is very similar. In particular, it can be
considered a simplification and reengineering of the “improved array-heap” [7].
However, sequence heaps are more I/O-efficient by a factor of about three (or
more) than [1,3,7,8] and need about a factor of two less memory than [1,7,8].

2 The Algorithm

Merging k sorted sequences into one sorted sequence (k-way merging) is an I/O
efficient subroutine used for sorting – both for external [14] and cached memory
[16]. The basic idea of sequence heaps is to adapt k-way merging to the related
but more dynamical problem of priority queues.

Let us start with the simple case, that at most km insertions take place where
m is the size of a buffer which fits into fast memory. Then the data structure
could consist of k sorted sequences of length up to m. We can use k-way merging
for deleting a batch of the m smallest elements from k sorted sequences. The
next m deletions can then be served from a buffer in constant time.

To allow an arbitrary mix of insertions and deletions, we maintain a separate
binary heap of size up to m which holds the recently inserted elements. Deletions
have to check whether the smallest element has to come from this insertion
buffer. When this buffer is full, it is sorted and the resulting sequence becomes
one of sequences for the k-way merge.

Up to this point, sequence heaps and the earlier data structures [3,7,8] are
almost identical. Most differences are related to the question how to handle
more than km elements. We cannot increase m beyond M since the insertion
heap would not fit into fast memory. We cannot arbitrarily increase k since
eventually k-way merging would start to incur cache faults. Sequence heaps use
the approach to make room by merging all the k sequences producing a larger
sequence of size up to km [3,7].

Now the question arises how to handle the larger sequences. We adopt the ap-
proach used for improved array-heaps [7] to employ R merge groups G1, . . . , GR

where Gi holds up to k sequences of size up to mki−1. When group Gi overflows,
all its sequences are merged and the resulting sequence is put into group Gi+1.

Each group is equipped with a group buffer of size m to allow batched deletion
from the sequences. The smallest elements of these buffers are deleted in batches
of size m′  m. They are stored in the deletion Buffer. Fig. 1 summarizes the
data structure. We now have enough information to explain how deletion works:

DeleteMin: The smallest elements of the deletion buffer and insertion buffer
are compared and the smaller one is deleted and returned. If this empties the
deletion buffer, it is refilled from the group buffers using an R-way merge. Before
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Fig. 1. Overview of the data structure for sequence heaps for R = 3 merge
groups.

the refill, group buffers with less than m′ elements are refilled from the sequences
in their group (if the group is nonempty).

DeleteMin works correctly provided the data structure fulfills the heap prop-
erty, i.e., elements in the group buffers are not smaller than elements in the
deletion buffer, and, in turn, elements in a sorted sequence are not smaller than
the elements in the respective group buffer. Maintaining this invariant is the
main difficulty for implementing insertion:

Insert: New elements are inserted into the insert heap. When its size reaches m
its elements are sorted (e.g. using merge sort or heap sort). The result is then
merged with the concatenation of the deletion buffer and the group buffer 1.
The smallest resulting elements replace the deletion buffer and group buffer 1.
The remaining elements form a new sequence of length at most m. The new
sequence is finally inserted into a free slot of group G1. If there is no free slot
initially, G1 is emptied by merging all its sequences into a single sequence of size
at most km which is then put into G2. The same strategy is used recursively to
free higher level groups when necessary. When group GR overflows, R is incre-
mented and a new group is created. When a sequence is moved from one group
to the other, the heap property may be violated. Therefore, when G1 through Gi

have been emptied, the group buffers 1 through i+1 are merged, and put into G1.

The latter measure is one of the few differences to the improved array heap
[7] where the invariant is maintained by merging the new sequence and the group
buffer. This measure almost halves the number of required I/Os.
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For cached memory, where the speed of internal computation matters, it s
also crucial how to implement the operation of k-way merging. We propose to
use the “loser tree” variant of the selection tree data structure described by
Knuth [14, Section 5.4.1]: When there are k′ nonempty sequences, it consists
of a binary tree with k′ leaves. Leaf i stores a pointer to the current element
of sequence i. The current keys of each sequence perform a tournament. The
winner is passed up the tree and the key of the loser and the index of its leaf
are stored in the inner node. The overall winner is stored in an additional node
above the root. Using this data structure, the smallest element can be identified
and replaced by the next element in its sequence using �log k� comparisons.
This is less than the heap of size k assumed in [7,8] would require. The address
calculations and memory references are similar to those needed for binary heaps
with the noteworthy difference that the memory locations accessed in the loser
tree are predictable which is not the case when deleting from a binary heap.
The instruction scheduler of the compiler can place these accesses well before
the data is needed thus avoiding pipeline stalls, in particular if combined with
loop unrolling.

3 Analysis

We start with an analysis for of the number of I/Os in terms of B, the parame-
ters k, m and m′ and an arbitrary sequence of insert and deleteMin operations
with I insertions and up to I deleteMins. We continue with the number of key
comparisons as a measure of internal work and then discuss how k, m and m′

should be chosen for external memory and cached memory respectively. Adap-
tions for memory efficiency and many accesses to relatively small queues are
postponed to Section 4.

We need the following observation on the minimum intervals between tree
emptying operations in several places:

Lemma 1. Group Gi can overflow at most every m(ki − 1) insertions.

Proof. The only complication is the slot in group G1 used for invalid group
buffers. Nevertheless, when groups G1 through Gi contain k sequences each, this
can only happen if

∑R
j=1 m(k − 1)kj−1So = m(ki − 1) insertions have taken

place.

In particular, since there is room for m insertions in the insertion buffer,
there is a very simple upper bound for the number of groups needed:

Corollary 1. R =
⌈
logk

I
m

⌉
groups suffice.

We analyze the number of I/Os based on the assumption that the following
information is kept in internal memory: The insert heap; the deletion buffer; a
merge buffer of size m; group buffers 1 and R; the loser tree data for groups
GR, GR−1 (we assume that k(B + 2) units of memory suffice to store the blocks
of the k sequences which are currently accessed and the loser tree information
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itself); a corresponding amount of space shared by the remaining R− 2 groups
and data for merging the R group buffers.2

Theorem 1. If R = �logk(I/m)�, 4m+m′+(3k+R)(B+2) < M and k(B+2) ≤
m−m′ then

I

(
2R

B
+O

(
1
k

+
log k

m

))

I/Os suffice to perform any sequence of I inserts and up to I deleteMins on
a sequence heap.

Proof. Let us first consider the I/Os performed for an element moving on the
following canonical data path: It is first inserted into the insert buffer and then
written to a sequence in group G1 in a batched manner, i.e, we charge 1/B I/Os
to the insertion of this element. Then it is involved in emptying groups until it
arrives in group GR. For each emptying operation it is involved into one batched
read and one batched write, i.e., we charge 2(R − 1)/B I/Os for tree emptying
operations. Eventually, it is read into group buffer R. We charge 1/B I/Os for
this. All in all, we get a charge of 2R/B I/Os for each insertion.

What remains to be shown is that the remaining I/Os only contribute lower
order terms or replace I/Os done on the canonical path. When an element travels
through group GR−1 then 2/B I/Os must be charged for writing it to group
buffer R− 1 and later reading it when refilling the deletion buffer. However, the
2/B I/Os saved because the element is not moved to group GR can pay for this
charge. When an element travels through group buffer i ≤ R− 2, the additional
c ≥ 2/B I/Os saved compared to the canonical path can also pay for the cost
of swapping loser tree data for group Gi. The latter costs 2k(B + 2)/B I/Os
which can be divided among at least m −m′ ≥ k(B + 2) elements removed in
one batch.

When group buffer i ≥ 2 becomes invalid so that it must be merged with
other group buffers and put back into group G1, this causes a direct cost of
O(m/B) I/Os and we must charge a cost of O(im/B) I/Os because these el-
ements are thrown back O(i) steps on their path to the deletion buffer. Al-
though an element may move through all the R groups we do not need to charge
O(Rm/B) I/Os for small i since this only means that the shortcut originally
taken by this element compared to the canonical path is missed. The remain-
ing overhead can be charged to the m(k − 1)kj−2 insertions which have filled
group Gi−1. Summing over all groups, each insertions gets an additional charge
of

∑R
i=2O(im/B)/(m(k − 1)kj−2) = O(1/k). Similarly, invalidations of group

buffer 1 give a charge O(1/k) per insertion.
We need O(log k) I/Os for inserting a new sequence into the loser tree data

structure. When done for tree 1, this can be amortized over m insertions. For
tree i > 1 it can be amortized over m(ki−1 − 1) elements by Lemma 1. For an
2 If we accept O(1/B) more I/Os per operation it would suffice to swap between the

insertion buffer plus a constant number of buffer blocks and one loser tree with k
sequence buffers in internal memory.
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element moving on the canonical path, we get an overall charge of O(log k/m)+∑R
i=2 m(ki−1 − 1) logk = O((log k)/m) per insertion.
Overall we get a charge of 2R/B+O(1/k+logk/m). per insertion.

We now estimate the number of key comparisons performed. We believe this
is a good measure for the internal work since in efficient implementations of
priority queues for the comparison model, this number is close to the number
of unpredictable branch instructions (whereas loop control branches are usually
well predictable by the hardware or the compiler) and the number of key com-
parisons is also proportional to the number of memory accesses. These two types
of operations often have the largest impact on the execution time since they are
the most severe limit to instruction parallelism in a super-scalar processor. In
order to avoid notational overhead by rounding, we also assume that k and m
are powers of two and that I is divisible by mkR−1. A more general bound would
only be larger by a small additive term.

Theorem 2. With the assumptions from Theorem 1 at most I(log I +�log R�+
logm + 4 + m′/m +O((log k)/k)) key comparisons are needed. For average case
inputs “log m” can be replaced by O(1).

Proof. Insertion into the insertion buffer takes logm comparisons at worst and
O(1) comparisons on the average. Every deleteMin operation requires a com-
parison of the minimum of the insertion buffer and the deletion buffer. The
remaining comparisons are charged to insertions in an analogous way to the
proof of Theorem 1. Sorting the insertion buffer (e.g. using merge sort) takes
m logm comparisons and merging the result with the deletion buffer and group
buffer 1 takes 2m + m′ comparisons. Inserting the sequence into a loser tree
takes O(log k) comparisons. Emptying groups takes (R−1) logk +O(R/k) com-
parisons per element. Elements removed from the insertion buffer take up to
2 logm comparisons. But those need not be counted since we save all further
comparisons on them. Similarly, refills of group buffers other than R have al-
ready been accounted for by our conservative estimate on group emptying cost.
Group GR only has degree I/(mkR−1) so �log I − (R− 1) log k − log m� compar-
isons per element suffice. Using similar arguments as in the proof of Theorem 1
it can be shown that inserting sequences into the loser trees leads to a charge
of O((log k)/m) comparisons per insertion and invalidating group buffers costs
O((log k)/k) comparisons per insertion. Summing all the charges made yields
the bound to be proven.

For external memory one would choose m = Θ(M) and k = Θ(M/B). In
another paper we show that k should be a factor O(B1/a/δ) smaller on a-way
associative caches in order to limit the number of cache faults to (1+δ) times the
number of I/Os performed by the external memory algorithm. This requirement
together with the small size of many first level caches and TLBs3 explains why
3 T ranslation Look-aside Buffers store the physical position of the most recently used

virtual memory pages.
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we may have to live with a quite small k. This observation is the main reason
why we did not pursue the simple variant of the array heap described in [7] which
needs only a single merge group for all sequences. This merge group would have
to be about a factor R larger however.

4 Refinements

Memory Management: A sequence heap can be implemented in a memory effi-
cient way by representing sequences in the groups as singly linked lists of memory
pages. Whenever a page runs empty, it is pushed on a stack of free pages. When
a new page needs to be allocated, it is popped from the stack. If necessary, the
stack can be maintained externally except for a single buffer block. Using pages of
size p, the external sequences of a sequence heap with R groups and N elements
occupy at most N + kpR memory cells. Together with the measures described
above for keeping the number of groups small, this becomes N +kp logk N/m. A
page size of m is particularly easy to implement since this is also the size of the
group buffers and the insertion buffer. As long as N = ω(km) this already guar-
antees asymptotically optimal memory efficiency, i.e., a memory requirement of
N(1 + o(1)).

Many Operations on Small Queues: Let Ni denote the queue size before the
i-th operation is executed. In the earlier algorithms [3,7,8] the number of I/Os is
bounded by O(

∑
i≤I logk Ni/m). For certain classes of inputs,

∑
i≤I logk Ni/m

can be considerably less than I logk I/m. However, we believe that for most appli-
cations which require large queues at all, the difference will not be large enough
to warrant significant constant factor overheads or algorithmic complications.
We have therefore chosen to give a detailed analysis of the basic algorithm first
and to outline an adaption yielding the refined asymptotic bound here: Similar
to [7], when a new sequence is to be inserted into group Gi and there is no free
slot, we first look for two sequences in Gi whose sizes sum to less than mki−1

elements. If found, these sequences are merged, yielding a free slot. The merging
cost can be charged to the deleteMins which caused the sequences to get so
small. Now Gi is only emptied when it contains at least mki/2 elements and
the I/Os involved can be charged to elements which have been inserted when Gi

had at least size mki−1/4. Similarly, we can “tidy up” a shrinking queue: When
there are R groups and the total size of the queue falls below mkR−1/4, empty
group GR and insert the resulting sequence into group GR−1 (if there is no free
slot in group GR−1 merge any two of its sequences first).

Registers and Instruction Cache: In all realistic cases we have R ≤ 4 groups.
Therefore, instruction cache and register file are likely to be large enough to
efficiently support a fast R-way merge routine for refilling the deletion buffer
which keeps the current keys of each stream in registers.

Second Level Cache: So far, our analysis assumes only a single cache level. Still,
if we assume this level to be the first level cache, the second level cache may have
some influence. First, note that the group buffers and the loser trees with their



320 P. Sanders

group buffers are likely to fit in second level cache. The second level cache may
also be large enough to accommodate all of group G1 reducing the costs for 2/B
I/Os per insert. We get a more interesting use for the second level cache if we
assume its bandwidth to be sufficiently high to be no bottleneck and then look
at inputs where deletions from the insertion buffer are rare (e.g. sorting). Then
we can choose m = O(M2) if M2 is the size of the second level cache. Insertions
have high locality if the logm cache lines currently accessed by them fit into first
level cache and no operations on deletion buffers and group buffers use random
access.

High Bandwidth Disks: When the sequence heap data structure is viewed as
a classical external memory algorithm we would simply use the main memory
size for M . But our measurements in Section 5 indicate that large binary heaps
as an insertion buffer may be too slow to match the bandwidth of fast parallel
disk subsystems. In this case, it is better to modify a sequence heap ooptimized
for cache and main memory by using specialized external memory implementa-
tions for the larger groups. This may involve buffering of disk blocks, explicit
asynchronous I/O calls and perhaps prefetching code and randomization for sup-
porting parallel disks [2]. Also, the number of I/Os may be reduced by using a
larger k inside these external groups. If this degrades the performance of the
loser tree data structure too much, we can insert another heap level, i.e., split
the high degree group into several low degree groups connected together over
sufficiently large level-2 group buffers and another merge data structure.

Deletions of non-minimal elements can be performed by maintaining a separate
sequence heap of deleted elements. When on a deleteMin, the smallest element
of the main queue and the delete-queue coincide, both are discarded. Hereby,
insertions and deletions cost only one comparison more than before, if we charge
a delete for the costs of one insertion and two deleteMins (note that the latter
are much cheaper than an insertion). Memory overhead can be kept in bounds
by completely sorting both queues whenever the size of the queue of deleted
elements exceeds some fraction of the size of the main queue. During this sorting
operation, deleted keys are discarded. The resulting sorted sequence can be put
into group GR. All other sequences and and the deletion heap are empty then.

5 Implementation and Experiments

We have implemented sequence heaps as a portable C++ template class for ar-
bitrary key-value-pairs. Currently, sequences are implemented as a single array.
The performance of our sequence heap mainly stems on an efficient implementa-
tion of the k-way merge using loser trees, special routines for 2-way, 3-way and
4-way merge and binary heaps for the insertion buffer. The most important opti-
mizations turned out to be (roughly in this order): Making live for the compiler
easy; use of sentinels, i.e., dummy elements at the ends of sequences and heaps
which save special case tests; loop unrolling.
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5.1 Choosing Competitors

When an author of a new code wants to demonstrate its usefulness experimen-
tally, great care must be taken to choose a competing code which uses one of
the best known algorithms and is at least equally well tuned. We have chosen
implicit binary heaps and aligned 4-ary heaps. In a recent study [15], these two
algorithms outperform the pointer based data structures splay tree and skew
heap by more than a factor two although the latter two performed best in an
older study [12]. Not least because we need the same code for the insertion
buffer, binary heaps were coded perhaps even more carefully than the remaining
components – binary heaps are the only part of the code for which we took care
that the assembler code contains no unnecessary memory accesses, redundant
computations and a reasonable instruction schedule. We also use the bottom
up heuristics for deleteMin: Elements are first lifted up on a min-path from
the root to a leaf, the leftmost element is then put into the freed leaf and is
finally bubbled up. Note that binary heaps with this heuristics perform only
logN + O(1) comparisons for an insertions plus a deleteMin on the average
which is close to the lower bound. So in flat memory it should be hard to find a
comparison based algorithm which performs significantly better for average case
inputs. For small queues our binary heaps are about a factor two faster than a
more straightforward non-recursive adaption of the textbook formulation used
by Cormen, Leiserson and Rivest [5].

Aligned 4-ary heaps have been developed at the end using the same basic
approach as for binary heaps, in particular, the bottom up heuristics is also used.
The main difference is that the data gets aligned to cache lines and that more
complex index computations are needed.

All source codes are available electronically under
http://www.mpi-sb.mpg.de/~sanders/programs/.

5.2 Basic Experiments

Although the programs were developed and tuned on SPARC processors, se-
quence heaps show similar behavior on all recent architectures that were avail-
able for measurements. We have run the same code on a SPARC, MIPS, Alpha
and Intel processor. It even turned out that a single parameter setting – m′ = 32,
m = 256 and k = 128 works well for all these machines.4 Figures 2, 3, 4 and 5
respectively show the results.

All measurements use random 32 bit integer keys and 32 bit values. For a
maximal heap size of N , the operation sequence (insert deleteMin insert)N

(deleteMin insert deleteMin)N is executed. We normalize the amortized exe-
cution time per insert-deleteMin-pair – T/(6N) – by dividing by log N . Since
all algorithms have an “flat memory” execution time of c logN +O(1) for some
constant c, we would expect that the curves have a hyperbolic form and converge
4 By tuning k and m, performance improvements around 10 % are possible, e.g., for

the Ultra and the PentiumII, k = 64 are better.
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Fig. 2. Performance on a Sun Ultra-10 desktop workstation with 300 MHz Ultra-
SparcIIi processor (1st-level cache: M = 16KByte, B = 16Byte; 2nd-level cache:
M = 512KByte, B = 32Byte) using Sun Workshop C++ 4.2 with options -fast
-O4.
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Fig. 3. Performance on a 180 MHz MIPS R10000 processor. Compiler: CC
-r10000 -n32 -mips4 -O3.
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Fig. 4. Performance on a 533 MHz DEC-Alpha-21164 processor. Compiler: g++
-O6.
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Fig. 5. Performance on a 300 MHz Intel Pentium II processor. Compiler: g++
-O6.
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to a constant for large N . The values shown are averages over at least 10 trials.
(More for small inputs to avoid problems due to limited clock resolution.) In or-
der to minimize the impact of other processes and virtual memory management,
a warm-up run is made before each measurement and the programs are run on
(almost) unloaded machines.

Sequence heaps show the behavior one would expect for flat memory – cache
faults are so rare that they do not influence the execution time very much. In
Section 5.4, we will see that the decrease in the “time per comparison” is not
quite so strong for other inputs.

On all machines, binary heaps are equally fast or slightly faster than se-
quence heaps for small inputs. While the heap still fits into second level cache,
the performance remains rather stable. For even larger queues, the performance
degradation accelerates. Why is the “time per comparison” growing about lin-
early in log n? This is easy to explain. Whenever the queue size doubles, there is
another layer of the heap which does not fit into cache, contributing a constant
number of cache faults per deleteMin. For N = 223, sequence heaps are between
2.1 and 3.8 times faster than binary heaps.

We consider this difference to be large enough to be of considerable practical
interest. Furthermore, the careful implementation of the algorithms makes it
unlikely that such a performance difference can be reversed by tuning or use of
a different compiler.5 (Both binary heaps and sequence heaps could be slightly
improved by replacing index arithmetics by arithmetics with address offsets.
This would save a single register-to-register shift instruction per comparison
and is likely to have little effect on super-scalar machines.) Furthermore, the
satisfactory performance of binary heaps on small inputs shows that for large
inputs, most of the time is spent on memory access overhead and coding details
have little influence on this.

5.3 4-ary Heaps

The measurements in figures 2 through 5 largely agree with the most important
observation of LaMarca and Ladner [15]: since the number of cache faults is about
halved compared to binary heaps, 4-ary heaps have a more robust behavior for
large queues. Still, sequence heaps are another factor between 2.5 and 2.9 faster
for very large heaps since they reduce the number of cache faults even more.
However, the relative performance of our binary heaps and 4-ary heaps seems to
be a more complicated issue than in [15]. Although this is not the main concern
of this paper we would like to offer an explanation:

Although the bottom up heuristics improves both binary heaps and 4-ary
heaps, binary heaps profit much more. Now, binary heaps need less instead of
more comparisons than 4-ary heaps. Concerning other instruction counts, 4-ary

5 For example, in older studies, heaps and loser trees may have looked bad compared
to pointer based data structures if the compiler generates integer division operations
for halving an index or integer multiplications for array indexing.
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heaps only save on memory write instructions while they need more complicated
index computations.

Apparently, on the Alpha which has the highest clock speed of the machines
considered, the saved write instructions shorten the critical path while the index
computations can be done in parallel to slow memory accesses (spill code).

On the other machines, the balance turns into the other direction. In partic-
ular, the Intel architecture lacks the necessary number of registers so that the
compiler has to generate a large number of additional memory accesses. Even
for very large queues, this handicap is never made up for.

The most confusing effect is the jump in the execution time of 4-ary heaps on
the SPARC for N > 220. Nothing like this is observed on the other machines and
this effect is hard to explain by cache effects alone since the input size is already
well beyond the size of the second level cache. We suspect some problems with
virtual address translation which also haunted the binary heaps in an earlier
version.

5.4 Long Operation Sequences

Our worst case analysis predicts a certain performance degradation if the number
of insertions I is much larger than the size of the heap N . However, in Fig. 6 it
can be seen that the contrary can be true for random keys.
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Fig. 6. Performance of sequence heaps using the same setup as in Fig. 2
but using different operation sequences: (insert (deleteMin insert)s)N

(deleteMin (insert deleteMin)s)N for s ∈ {0, 1, 4, 16}. For s = 0 we essen-
tially get heap-sort with some overhead for maintaining useless group and dele-
tion buffers. In Fig. 2 we used s = 1.
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For a family of instances with I = 33N where the heap grows and shrinks
very slowly, we are almost two times faster than for I = N . The reason is that
new elements tend to be smaller than most old elements (the smallest of the old
elements have long been removed before). Therefore, many elements never make
it into group G1 let alone the groups for larger sequences. Since most work is
performed while emptying groups, this work is saved. A similar locality effect has
been observed and analyzed for the Fishspear data structure [9]. Binary heaps or
4-ary heaps do not have this property. (They even seem to get slightly slower.)
For s = 0 this locality effect cannot work. So that these instances should come
close to the worst case.

6 Discussion

Sequence heaps may currently be the fastest available data structure for large
comparison based priority queues both in cached and external memory. This is
particularly true, if the queue elements are small and if we do not need dele-
tion of arbitrary elements or decreasing keys. Our implementation approach, in
particular k-way merging with loser trees can also be useful to speed up sorting
algorithms in cached memory.

In the other cases, sequence heaps still look promising but we need experi-
ments encompassing a wider range of algorithms and usage patterns to decide
which algorithm is best. For example, for monotonic queues with integer keys,
radix heaps look promising. Either in a simplified, average case efficient form
known as calendar queues [4] or by adapting external memory radix heaps [6] to
cached memory in order to reduce cache faults.

We have outlined how the algorithm can be adapted to multiple levels of
memory and parallel disks. On a shared memory multiprocessor, it should also be
possible to achieve some moderate speedup by parallelization (e.g. one processor
for the insertion and deletion buffer and one for each group when refilling group
buffers; all processors collectively work on emptying groups).
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Abstract. We present a simple lazy buffering technique for performing
bulk operations on multidimensional spatial indexes (data structures),
and show that it is efficient in theory as well as in practice. We present
the technique in terms of the so-called R-tree and its variants, as they
have emerged as practically efficient indexing methods for spatial data.

1 Introduction

In recent years there has been an upsurge of interest in spatial databases in the
commercial and research database communities. Spatial databases are systems
designed to store, manage, and manipulate spatial data like points, polylines,
polygons, and surfaces. Geographic information systems (GIS) are a popular in-
carnation. Spatial database applications often involve massive data sets, such as
for example EOS satellite data [13]. Thus the need for efficient handling of mas-
sive spatial data sets has become a major issue, and a large number of disk based
multidimensional index structures (data structures) have been proposed in the
database literature (see e.g. [21] for a recent survey). Typically, multidimensional
index structures support insertions, deletions, and updates, as well as a number
of proximity queries like window or nearest-neighbor queries. Recent research in
the database community has focused on supporting bulk operations, in which a
large number of operations are performed on the index at the same time. The
increased interest in bulk operations is a result of the ever-increasing size of the
manipulated spatial data sets and the fact that performing a large number of
single operations one at a time is simply too inefficient to be of practical use.
The most common bulk operation is to create an index for a given data set from
scratch—often called bulk loading [14].
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In this paper we present a simple lazy buffering technique for performing bulk
operations on multidimensional indexes, and show that it is efficient in theory
as well as in practice. We present our results in terms of the R-tree and its
variants [16, 15, 26, 9, 18], which have emerged as especially practically efficient
indexing methods for spatial data.

1.1 Model of computation and previous results on I/O-efficient
algorithms

Since objects stored in a spatial database can be rather complex, they are often
approximated by simpler objects, and the index is built on these approxima-
tions. The most commonly used approximation is the minimal bounding box;
the smallest d-dimensional rectangle that includes the whole object. The result-
ing indexing problem is to maintain a dynamically changing set of d-dimensional
rectangles on disk such that, for example, all rectangles containing a query point
can be efficiently found. For simplicity we restrict our attention in this paper to
the two-dimensional case; the boxes are called minimal bounding rectangles.

For our theoretical considerations we use the standard two-level I/O model [1]
and define the following parameters:

N = # of rectangles,
M = # of rectangles fitting in internal memory,

B = # of rectangles per disk block,

where N ! M and 1 ≤ B ≤ M/2. An input/output operation (or simply
I/O) consists of reading a block from disk into internal memory or writing a
block from internal memory to disk. Computation can only be performed on
rectangles in internal memory. Our measures of performance of an algorithm are
the number of I/Os it performs, the amount of disk space it uses (in units of
disk blocks), and the internal memory computation time.1 More sophisticated
measures of disk performance involve analysis of seek and rotational latencies
and caching issues [25]; however, the simpler standard model has proven quite
useful in identifying first-order effects [31].

I/O efficiency has always been a key issue in database design, but has only
recently become a central area of investigation in the algorithms community. Ag-
garwal and Vitter [1] developed matching upper and lower I/O bounds for a va-
riety of fundamental problems such as sorting and permuting. For example, they
showed that sorting N items in external memory requires Θ(N

B logM/B
N
B ) I/Os.

Subsequently, I/O-efficient algorithms have been developed for several problem
domains, including computational geometry, graph theory, and string process-
ing. Refer to recent surveys for references [3, 4, 32]. The practical merits of the
developed algorithms have been explored by a number of authors [11, 31, 6, 5].
1 For simplicity we concentrate on the two first measures in this paper. It can be shown

that the asymptotic internal memory computation time of our new R-tree algorithms
is the same as for the traditional algorithms.
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Much of this work uses the Transparent Parallel I/O programming Environment
(TPIE) [29–31]. TPIE is a set of C++ functions and templated classes that allow
for simple, efficient, and portable implementation of I/O algorithms.

1.2 Previous results on bulk operations on R-trees

The R-tree, originally proposed by Guttman [16], is a height-balanced multiway
tree similar to a B-tree [12, 7]. The leaf nodes contain Θ(B) data rectangles each,
while internal nodes contain Θ(B) entries of the form (Ptr , R), where Ptr is a
pointer to a child node and R is the minimal bounding rectangle covering all
rectangles in the subtree rooted in that child.

An R-tree occupies O(N/B) disk blocks and has height O(logB N); insertions
can be performed in O(logB N) I/Os. There is no unique R-tree for a given set of
data rectangles, and minimal bounding rectangles stored within an R-tree node
can overlap. In order to query an R-tree to find all rectangles containing a given
point p, all internal nodes whose minimal bounding rectangle contains p have
to be visited. Intuitively, we thus want the minimal bounding rectangles stored
in a node to overlap as little as possible. An insertion of a new rectangle can
increase the overlap, and several heuristics for choosing which leaf to insert a
new rectangle into, as well as for splitting nodes during rebalancing, have been
proposed [15, 26, 9, 18].

Bulk loading an R-tree with N rectangles using the naive method of repeated
insertion takes O(N logB N) I/Os, which has been recognized to be abysmally
slow. Several bulk loading algorithms using O(N

B logM/B
N
B ) I/Os have been pro-

posed [24, 17, 14, 20, 28, 10]. These algorithms are more than a factor of B faster
than the repeated insertion algorithm. Most of the proposed algorithms [24, 17,
14, 20] work in the same basic way; the input rectangles are sorted according
to some global one-dimensional criterion (such as x-coordinate [24], the Hilbert
value of the center of the rectangle [17, 14], or using an order obtained from a
rectangular tiling of the space [20]) and placed in the leaves in that order. The
rest of the index is then built recursively in a bottom-up, level-by-level manner.
The algorithm developed in [28] also builds the index recursively bottom-up,
but it utilizes a lazy buffering strategy. (Since this buffer strategy is similar to
the technique we will describe later, we will give a more detailed description of
the algorithm of [28] in Section 2.3.) Finally, the method proposed in [10] works
recursively in a top-down way by repeatedly trying to find a good partition of
the data.

Even though a major motivation for designing bulk loading algorithms is
the slowness of the repeated insertion algorithm, another and sometimes even
more important motivation is the possibility of obtaining better space utiliza-
tion and/or query performance.2 Most of the bulk loading algorithms mentioned
2 A simple approach for building an R-tree using only O(N/B) I/Os is to form the

leaves by grouping the input rectangles B at a time, and then to build the tree in
a bottom-up level-by-level manner. However, if the grouping of rectangles is done
in an arbitrary manner, the resulting R-tree will likely have extremely bad query
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above are capable of obtaining almost 95% space utilization (meaning that only
1

0.95�N
B � disk blocks are used), while empirical results show that average utiliza-

tion of the repeated insertion algorithm is around 70% [9]. However, empirical
results also indicate that packing an R-tree too much can lead to poor query
performance, especially when the data is not uniformly distributed [14]. Bulk
loading algorithms typically produce R-trees with better query performance than
the repeated insertion algorithm. But no one algorithm is best for all cases (all
data distributions) [20, 10]: On mildly skewed low-dimensional data the algo-
rithm in [20] outperforms the algorithm in [17], while the opposite is the case
on highly skewed low-dimensional data [20]. Both algorithms perform poorly on
higher-dimensional data [10], where the algorithm developed in [10] achieves the
best query performance.

Despite the common perception (as reported in [10], for example) that the
algorithm developed in [28] (which utilizes a buffer technique similar to the one
we use in this paper) produces an R-tree index identical to the index obtained
using repeated insertion, this is definitely not the case. In [28] empirical results
are only reported on the performance of the construction of multiversion B-
trees [8]. The order of elements in the leaves of a multiversion B-tree is unique and
thus the buffer algorithm will always construct the same order as the repeated
insertion algorithm. This equivalence does not hold for R-tree construction and
thus it remains an open problem as to what quality the index is produced using
the buffer method.

All algorithms mentioned above are inherently “static” in the sense that they
can only be used to bulk load an index with a given static data set. None of them
efficiently supports bulk updates. Only a few attempts have been made on de-
signing bulk update algorithms [23, 19], and efficient bulk updating is mentioned
in [10] as an important open problem. The most successful attempt seems to be
an algorithm by Kamel et al. [19]. In this algorithm the rectangles to be inserted
are first sorted according to their spatial proximity (Hilbert value of the center),
and then packed into blocks of B rectangles. These blocks are then inserted one
at a time using standard insertion algorithms. Intuitively, the algorithm should
give an insertion speedup of B (as blocks of B rectangles are inserted together),
but it is likely to increase overlap and thus produces a worse index in terms of
query performance. Empirical results presented in [19] support this intuition.

1.3 Our results

In this paper we present a simple lazy buffering technique for performing bulk op-
erations on multidimensional indexes. As mentioned, we describe the technique
in terms of the R-tree family.

In the first part of the paper (Section 2) we present our technique and ana-
lyze its theoretical performance. Unlike previous methods our algorithm does not

performance, since the minimal bounding rectangles in the nodes of the index will
have significant overlaps. Such R-tree algorithms are therefore of no interest. At a
minimum, constructing good R-trees is at least as hard as sorting, and thus we refer
to algorithms that use O(N

B
logM/B

N
B

) I/Os as optimal.
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need to know in advance all the operations to be performed, something which
is important in the many applications where updates and queries arrive contin-
uously. Furthermore, our method is general enough to handle a wide variety of
bulk operations:

– Our algorithm can bulk insert N ′ rectangles into an R-tree containing N
rectangles using O(N′

B
logM/B

N+N′
B

+ N
B

) I/Os in the worst case.
– Using the bulk insertion algorithm an R-tree can be bulk loaded in the opti-

mal number of I/O operations O(N
B logM/B

N
B ).

– Given N ′ queries that require O(Q logB
N
B ) I/Os (for some Q) using the

normal (one by one) query algorithm, our algorithm answers the queries in
O(Q

B logM/B
N
B + N

B ) I/Os.
– A set of N ′ rectangles can be deleted from an R-tree containing N rectangles

using O(N′
B logM/B

N
B + N

B + Q(N ′)) I/Os, where Q(N ′) is the number of
I/Os needed to locate the leaves containing the N ′ rectangles to be deleted.

In most cases our algorithms represents an improvement of more than a factor
of B over known methods. For most indexes our technique can even handle a
batch of intermixed inserts, deletes, and queries. As discussed in [23], being able
to do so is extremely important in many environments where queries have to be
answered while the index is being updated.

In the second part of the paper (Section 3) we present the results of a detailed
set of experiments on real-life data. The data sets we use are the standard
benchmark data set for spatial indexes, namely, the TIGER/Line data [27]. Our
experiments were designed to test our theoretical predictions and to compare the
performance of our algorithms with previously known bulk update algorithms:

– To investigate the general effects of our technique we used it in conjunction
with the standard R-tree heuristics to bulk load an R-tree. We compared its
performance with that of the repeated insertion algorithm. Our experiments
show that we obtain a huge speedup in construction time and at the same
time the query performance remains good. Even though bulk loading using
our technique does not yield the same index as would be obtained using
repeated insertion, the quality of the index remains about the same.

– As discussed, special-purpose bulk loading algorithms often produce signifi-
cantly better indexes than the one obtained using repeated insertion, espe-
cially in terms of space utilization. We are able to capitalize on a certain
laziness in our algorithm, via a simple modification, and achieve dramati-
cally improved space utilization. The modification uses a heuristic along the
lines of [17, 14]. Our bulk loading experiments with the modified algorithm
show that we can obtain around 90% space utilization while maintaining
or even improving the good query performance. As an added benefit the
modification also improve construction time by up to 30%.

– Finally, in order to investigate the practical efficiency of our technique when
performing more general bulk operations, we performed experiments with
bulk insertion of a large set of rectangles in an already existing large R-tree.
We compared the performance of our algorithm with that of the previously
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best known algorithm [19]. Our algorithm performs better than the algorithm
in [19], in terms of both the number of I/Os used to do the insertions and
the query performance of the resulting R-tree index.

One especially nice feature of our algorithms is that from a high level point of
view, the set of bulk operations are performed precisely as in the standard on-line
algorithms. For example, our bulk insertion algorithm is conceptually identical
to the repeated insertion algorithm (except of course that the insertions are
done lazily). From an implementation point of view, our algorithms admit a nice
modular design because they access the underlying index (in our case, the R-
tree) only via standard routing and balancing routines. Having implemented our
algorithms we can thus combine them with most existing indexes very easily.

2 Performing Bulk Operations on R-trees using Buffers

In this section we present our technique for performing bulk operations on R-
trees and analyze it theoretically. In Section 2.1 we review the standard R-
tree insertion and query algorithms and present the general idea in our buffer
technique. In Section 2.2 we discuss the details in how a R-tree index can be
bulk loaded, and in Section 2.3 how a bulk of insertions, deletions, or queries can
be performed on an existing index using the technique. Final remarks (including
a discussion of how our method compares with the previously proposed buffer
technique [28]) are given in Section 2.4.

2.1 R-tree basics and sketch of our technique

As mentioned, the R-tree is a height-balanced tree similar to a B-tree; all leaf
nodes are on the same level of the tree, and a leaf contains Θ(B) rectangles.
Each internal node v (except maybe for the root) has Θ(B) children. For each
of its children, v contains a rectangle that covers all the rectangles in the child.
We assume that each leaf and each internal node fit in one disk block. An R-
tree has height O(logB

N
B ) and occupies O(N

B ) blocks. Guttman [16] introduced
the R-tree, and several researchers have subsequently proposed different update
heuristics designed to minimize the overlap of rectangles stored in a node [15,
26, 9, 18]. All variants of R-tree insertion algorithms (heuristics) [16, 15, 26, 9, 18]
work in the same basic way (similar to B-tree algorithms) and utilize two basic
functions:

– Route(r, v), which given an R-tree node v and a rectangle r to be inserted,
returns the best (according to some heuristic) subtree vs to insert r into. If
necessary, the function also updates (extends) the rectangle stored in v that
corresponds to vs.

– Split(v), which given a node v, splits v into two new nodes v′ and v′′. The
function also updates the entry for v in father(v) to correspond to v′, as well
as insert a new entry corresponding to v′′. (If v is the root a new root with
two children is created.)
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Queries are handled in the same way in all R-tree variants using the following
basic function:

– Search(r, v), which given a rectangle r and a node v, returns a set of subtrees
Vs whose associated rectangles in v intersect r.

The abstract algorithms for inserting a new rectangle into an R-tree and for
querying an R-tree with a rectangle are given in Figure 1. (Other queries can be
handled with similar algorithms.) When performing a query, many subtrees may
need to be visited, and thus it is not possible to give a better than linear I/O
bound on the worst-case complexity of a query. An insertion can be performed
in O(logB

N
B ) I/Os, since only nodes on a single root-to-leaf path are visited by

the (routing as well as the rebalancing) algorithm.
Our technique for efficiently performing bulk operations on R-trees is a vari-

ant of the general buffer tree technique introduced by Arge [2, 3]. Here we modify
the general technique in a novel way, since a straightforward application of the
technique would result in an R-tree with an (impractically large) fan-out of
M
B [28]. The main idea is the following: We attach buffers to all R-tree nodes on
every �logB

M
4B �th level of the tree; more precisely, we define the leaves to be on

level 0 and assign buffers of size M
2B blocks to nodes on level i · �logB

M
4B �, for

i = 1, 2, . . . . We call a node with an associated buffer a buffer node. Operations
on the structure are now done in a “lazy” manner. For example, let us assume
that we are performing a batch of insertions. In order to insert a rectangle r,
we do not immediately use Route(r, v) to search down the tree to find a leaf to
insert r into. Instead, we wait until a block of rectangles to be inserted has been
collected and then we store this block in the buffer of the root (which is stored
on disk). When a buffer “runs full” (contains M

4 or more rectangles) we perform
what we call a buffer emptying process: For each rectangle r in the buffer we
repeatedly use Route(r, v) to route r down to the next buffer node v′. Then we
insert r into the buffer of v′, which in turn is emptied when it eventually runs
full. When a rectangle reaches a leaf it is inserted there, and if necessary the
index is restructured using Split. In order to avoid “cascading” effects we only
route the first M

4 rectangles from the buffer in a buffer emptying process. Since

Insert(r, v)

1. WHILE v is not a leaf DO

v := Route(r, v)

2. Add r to the rectangles of v

3. WHILE too many rectangles in v
DO

f := father(v); Split(v); v := f

Query(r, v)

1. IF v is not a leaf THEN

Vs := Search(r, v)
Recursively call Query(r, v′)
for all v′ ∈ Vs

2. IF v is a leaf THEN

Report all rectangles in v
that intersect r

Fig. 1. Abstract algorithms for inserting and querying in an R-tree rooted at node v.
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all the buffers that these rectangles are routed to are non-full (i.e., they contain
less than M

4 rectangles), no buffer overflow (> M
2 rectangles) can occur even if all

rectangles are routed to the same buffer. The abstract buffer emptying process
is sketched in Figure 2.

Because of the lazy insertion, some insertions do not cost any I/Os at all,
while others may be very expensive (by causing many buffer emptying processes).
However, the introduction of buffers allows us to take advantage of the big
block and internal memory sizes and perform the whole batch of insertions with
fewer I/Os than we would use if we performed the insertions in the normal way.
The key to this improvement is that when we empty a buffer we route many
rectangles through a relatively small set of R-tree nodes to the next level of
buffer nodes. In fact, the set of nodes is small enough to fit in half of the internal
memory; the number of different buffer nodes the rectangles can be routed to
is bounded by BlogB

M
4B � ≤ M

4B , since the fan-out of the nodes is bounded by
B. Thus the maximal number of nodes that needs to be loaded is bounded
by 2 · M

4B
= M

2B
. This means that we can route the rectangles from the buffer

in main memory : Before we perform the buffer emptying process sketched in
Figure 2, we simply load all the relevant nodes, as well as the first M

4 rectangles
from the buffer, into main memory using O(M

B
) I/Os. Then we can perform

the routing without using any I/Os at all, before using O(M
B ) I/Os to write

the R-tree nodes back to disk, and O(M
B ) I/Os to write the rectangles to the

new buffers. (Since the number of buffers we write rectangles to is < M
4B , we

only use O(M
B ) I/Os to write non-full blocks.) In total we use O(M

B ) I/Os to
push M

4 rectangles �logB
M
4B � levels down, which amounts to O( 1

B ) I/Os per
rectangle. To route all the way down the O(logB

N
B ) levels of the tree we thus

use O((1/(B · �logB
M
4B �)) · logB

N
B ) = O( 1

B logM/B
N
B ) I/Os per rectangle. By

contrast, the normal insertion algorithm uses O(logB
N
B ) I/Os per rectangle.

The above is just a sketch of the main idea of the buffer technique. There
are still many issues to consider. In the next two subsections we discuss some of
the details of how the buffer technique can be used to bulk load an R-tree, as
well as to perform more general bulk operations.

On other than level �logB
M
4B �:

FOR the first M/4 rectangles r in

v’s buffer DO

1. n := v

2. WHILE n not buffer node DO

n := Route(r, n)

3. Insert r in the buffer of n

On level �logB
M
4B �:

FOR all rect. r in v’s buffer DO

1. n := v
2. WHILE n is not a leaf DO

n := Route(r, n)
3. Add r to the rectangle in n
4. WHILE too many rect. in n DO

f := father(n); Split(n), n := f

Fig. 2. Sketch of main idea in buffer emptying process on node v.
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2.2 Bulk loading an R-tree

Our bulk loading algorithm is basically the standard repeated insertion algo-
rithm, where we use buffers as described in the previous subsection. A number
of issues still have to be resolved in order to make the algorithm I/O-efficient.
For example, since a buffer emptying process can trigger other such processes,
we use an external memory stack to hold all buffer nodes with full buffers (i.e.,
buffers containing more than M

4
rectangles). We push a reference to a node on

this stack as soon as its buffer runs full, and after performing a buffer-emptying
on the root we repeatedly pop a reference from the stack and empty the relevant
buffer. Special care needs to be taken when the root is not a buffer node, that
is, when it is not on level j · �logB

M
4B �, for some j. In such a situation we simply

store the top portion of the tree without buffers in internal memory instead of
on the disk. Note that since an R-tree (like a B-tree) only grows (shrinks) at
the top, a node stays at the level of the tree it is on when it is created. This
means that if a node is a buffer node when it is created it stays a buffer node
throughout its lifetime.

We also need to fill in the details of how restructuring is performed, that
is, how precisely the buffer of a node v on level �logB

M
4B
� is emptied. The

index is restructured using the Split function, and we need to be a little careful
when splitting buffer nodes. The detailed algorithm for emptying the buffer of a
node on level �logB

M
4B � is given in Figure 3: We first load the R-tree rooted at v

(including the leaves containing the data rectangles) into internal memory. Then
all rectangles in the buffer are loaded (blockwise) and each of them is routed
(using route) to a leaf and inserted. If an insertion causes a leaf l to overflow,
Split is used to split l as well as all the relevant nodes on the path from l to v
(these nodes are all in internal memory). If the split propagates all the way up to
v, we need to propagate it further up the part of the tree that is not in internal
memory. In order to do so, we stop the buffer emptying process; we first write
the trees rooted in the two (buffer) nodes v′ and v′′, produced by splitting v,
back to disk. In order to distribute the remaining rectangles in the buffer of v we
then load all of them into internal memory. For each rectangle r, we use Route
to decide which buffer to insert r into, and finally we write each rectangle back
to the relevant buffer on disk. It is easy to realize that we use O(M

B ) I/Os on
the above process, regardless of whether we stop the emptying process or not.
Finally, the restructuring is propagated recursively up the index using Split ,
with the minor modification of the normal R-tree restructuring algorithm that
rectangles in the buffer of a buffer node being split are distributed using Route
as above.

Lemma 1. A set of N rectangles can be inserted into an initially empty buffered
R-tree using O(N

B logM/B
N
B ) I/O operations.

Proof. By the argument in Section 2.1 we use O( 1
B

logM/B
N
B

) I/Os per rectan-
gle, that is, O(N

B logM/B
N
B ) I/Os in total, not counting I/Os used on emptying

buffers on level �logB
M
4B �, which in turn may result in splitting of R-tree nodes

(restructuring). When emptying a buffer on level �logB
M
4B � we either push M

2
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• Load R-tree (including leaves) rooted in v into internal memory.

• WHILE (buffer of v contains rectangle r) AND (v is not split) DO

1. l := v
2. WHILE l is not leaf DO

l := Route(r, l)
3. Insert r in l
4. WHILE (too many rectangles in l) AND (v is not split) DO

f := father(l); Split(l); l := f
• IF v did not split THEN write R-tree rooted in v back to disk.

• IF v split into v′ and v′′ THEN

1. Write R-trees rooted in v′ and v′′ back to disk.

2. Load remaining rectangles in buffer of v into internal memory.

3. Use Route to compute which of the two buffers to insert each

rectangle in.

4. Write rectangles back to relevant buffers.

5. v := father(v)
6. WHILE too many rectangles in v DO

f := father(v); Split(v)
IF v is a buffer node THEN

(a) Load rectangles in buffer of v into internal memory.

(b) Use Route to compute which buffer to insert each

rectangle in.

(c) Write rectangles back to buffers.

v := f

Fig. 3. Buffer emptying process on buffer nodes v on level �logB
M
4B

�.

rectangles down to the leaves and the argument used in Section 2.1 applies, or
we suspend the emptying process in order to rebalance the tree. In the latter
case we may spend a constant number of I/Os to split R-tree nodes on each
of the O(logB

N
B ) levels and O(M

B ) I/Os to distribute rectangles on each of the
O((logB

N
B )/ logB

M
4B ) = O(logM/B

N
B ) levels with buffers, including the O(M

B )
I/Os we used on the suspended buffer emptying. However, we only spend these
I/Os when new nodes are created. During the insertion of all N rectangles, a
total of O(N

B /B) R-tree nodes and a total of O(N
B /M

B ) = O( N
M ) buffer nodes are

created. Thus the overall restructuring cost adds up to at most O(N
B

) I/Os.

The only remaining issue is that after all the insertions have been performed
it is very likely that we still have many nonempty buffers that need to be emptied
in order to obtain the final R-tree. To do so we simply perform a buffer-emptying
process on all buffer nodes in a breadth first manner, starting with the root.

Lemma 2. All buffers in a buffered R-tree on N rectangles can be emptied in
O(N

B logM/B
N
B ) I/O operations.

Proof. The cost of emptying full buffers can be accounted for by the same ar-
gument as the one used in the proof of Lemma 1, and thus O(N

B logM/B
N
B ) I/O
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operations are needed. The number of I/Os used on emptying non-full buffers
is bounded by O(M

B ) times the number of buffer nodes. As there are O(N
B /M

B )
buffer nodes in a tree on N rectangles the bound follows.

The above two lemmas immediately imply the following.

Theorem 1. An R-tree can be bulk loaded with N rectangles in O(N
B logM/B

N
B )

I/O operations.

2.3 Performing bulk insertions, queries, and deletes

After having discussed our bulk loading algorithm it is easy to describe how bulk
inserts can be performed efficiently on an already existing R-tree: We simply
attach buffers to the tree, insert the rectangles lazily one by one, and perform
a final emptying of all buffers. Using the same arguments as in the proofs of
Theorem 1, we obtain the following.

Theorem 2. A set of N ′ rectangles can be bulk inserted into an existing R-tree
containing N rectangles in O(N′

B logM/B
N+N′

B + N
B ) I/O operations.

In order to answer a large set of queries on an existing R-tree (such a situation
often arises when performing a so-called spatial join [22]), we simply attach
buffers to the R-tree and perform the queries in a lazy manner in the same
way as when we perform insertions: To perform one query we insert the query
rectangle in the buffer of the root. When a buffer is emptied and a query needs
to be recursively performed in several subtrees, we simply route a copy of the
query to each of the relevant buffers. When a query rectangle reaches a leaf the
relevant data rectangles are reported.

Theorem 3. A set of N ′ queries can be performed on an existing R-tree con-
taining N rectangles in O(Q

B
logM/B

N
B

+ N
B

) I/O operations, where Q logB N is
the number of nodes in the tree the normal R-tree query algorithm would visit.

Conceptually, bulk deletions can be handled as insertions and queries and in
the full version of this paper we prove the following.

Theorem 4. A set of N ′ rectangles can be bulk deleted from an R-tree con-
taining N rectangles using O(N′

B logM/B
N
B + N

B +Q(N ′)) I/O operations, where
Q(N ′) is the number of I/O operations needed to locate the rectangles in the tree
using batched query operations.

2.4 Further remarks

In the previous sections we have discussed how to perform insertions, deletions,
and queries separately using buffers. Our method can also be modified such
that a batch of intermixed updates and queries can be performed efficiently
(even if they are not all present at the beginning of the algorithm, but arrive
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in an on-line manner). Being able to do so is extremely important in many on-
line environments, where queries have to be answered while the index is being
updated [23]. Buffers are attached and the operations are performed by inserting
them block-by-block into the buffer of the root. Buffer emptying is basically
performed as discussed in the previous sections. The buffer emptying process for
nodes on level �logB

M
4B
� have to be modified slightly and the interested reader

is referred to [2] for details.
As mentioned in the introduction, a buffering method similar to our approach

has previously been presented by van den Bercken, Seeger, and Widmayer [28].
However, while our approach supports all kinds of bulk operations, the approach
in [28] only supports bulk loading. To bulk load an R-tree, the algorithm in [28]
first constructs an R-tree with fanout M

B
by attaching buffers to all nodes and

performing insertions in a way similar to the one used in our algorithm. The
leaves in this R-tree are then used as leaves in the R-tree with fanout B that
will eventually be constructed. The rest of this tree is produced in a bottom-up
manner by successively applying the buffer algorithm to the set of rectangles ob-
tained when replacing the rectangles in the nodes on the just constructed level
with their minimal bounding rectangle. The number of I/Os used on perform-
ing the bulk loading is dominated by the construction of the leaf level, which
asymptotically is the same as the algorithm we develop. In practice, however, the
additional passes over the data, even though they involve data of geometrically
decreasing size, often represent a significant percentage of the total time. The
bottom-up construction is inherently off-line, since all data needs to be known by
the start of the algorithm, and the algorithm is therefore unsuitable for bulk op-
erations other than bulk loading. In summary, both the method proposed in [28]
and our method utilize a lazy buffering approach, but our technique seems to
be more efficient than the one in [28], and at the same time it allows for much
more general bulk operations.

3 Empirical Results

In this section we discuss our implementation of the algorithms presented in
the last section and give empirical evidence for their efficiency when compared
to existing methods. In Section 3.1 we describe our implementation and the
experimental setup. Section 3.2 is dedicated to an empirical analysis of the effects
of buffering, and in Section 3.3 we discuss how to improve our algorithms using
heuristics similar to the ones used in [17, 14]. Finally, in Section 3.4 we compare
the I/O cost and query performance of the different bulk insertion algorithms.

3.1 Our implementation

In order to evaluate the practical significance of our buffer algorithm we imple-
mented the original repeated insertion algorithm for R-tree construction [16],
the bulk insertion algorithm developed in [19], and our proposed buffered bulk
insertion algorithm. We also implemented the normal query algorithm [16]. Our
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implementations were done in C++ using TPIE [29, 30].3 TPIE supports both
a stream-oriented and a block-oriented style of accessing secondary storage. A
TPIE stream represents a homogeneous list of objects of an arbitrary type, and
the system provides I/O-efficient algorithms for scanning, merging, distributing,
and sorting streams. The block-oriented part of TPIE supports random accesses
to specific blocks. TPIE supports several methods for actually performing the
I/Os. All these methods work on standard UNIX files. For example, one method
uses the standard I/O system calls fread and fwrite, while another relies on
memory mapping (the mmap and munmap calls). In our experiments we used the
method based on memory mapping, and when we refer to the number of I/Os
performed by an algorithm, we refer to TPIE’s count of how many mmap oper-
ations were performed (both reads and writes involve mapping a block). The
actual physical number of I/Os performed is very likely to be less than this
count, as the operating system can choose to keep a block in internal memory
even after it is unmapped.

A conceptual benefit of our algorithms is that from an abstract point of view
they are similar to the normal algorithms where the operations are performed
one by one. Our algorithms admit a nice modular design because they only
access the underlying R-tree through the standard routing and restructuring
procedures. We used the block-oriented part of TPIE to implement a standard
R-tree [16] that served as a base for realizing the different update approaches.
Using the stream-oriented part of TPIE we stored all the buffers of an index in
one separate stream. As a consequence of this modular design we are immediately
able to attach buffers to any existing index, regardless of how it has been created.
After all of the bulk operations have been performed (and all buffers have been
emptied) we can even decide to detach the buffers again without affecting the
updated index. Therefore our buffer algorithm can be regarded as a generic
“black box” that takes an arbitrary index and returns an updated version while
only accessing the public interface of the index.

Our experiments were done on a machine with a block size of 4 Kbytes
(Sun SparcStation20 running Solaris 2.5) which allowed for an R-tree fanout of
100. However, following recommendations of previous empirical studies [16, 9],
we only used a maximal fanout of 50. Similarly, we used a minimal fanout of
50/6 which has previously been found to give the best query performance. For
simplicity, we added buffers in our implementation to all nodes instead of only to
nodes on every �logB

M
4B �th level. Theoretically, by using a buffer size of only B

blocks, we obtain a bulk loading I/O bound of O(N
B logB

N
B ). In practice, this is

not significantly different from the theoretical O(N
B logM/B

N
B ) bound obtained

in Section 2.
As test data we used the standard benchmark data used in spatial databases,

namely, rectangles obtained from the TIGER/Line data set [27] for the states of
Rhode Island, Connecticut, New Jersey and New York. In all our bulk loading
and updating experiments we used rectangles obtained from the road data of

3 TPIE is available at http://www.cs.duke.edu/TPIE. The implementations described
in this paper will be incorporated in a future release of TPIE.
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State Category Size Objects Category Queries Results

Rhode Island (RI) Roads 4.3 MB 68,278 Hydrography 701 1,887

Connecticut (CT) Roads 12.0 MB 188,643 Hydrography 2,877 8,603

New Jersey (NJ) Roads 26.5 MB 414,443 Hydrography 5,085 12,597

New York (NY) Roads 55.7 MB 870,413 Hydrography 15,568 42,489

Table 1. Characteristics of test data.

these states. Our query experiments consisted of overlap queries with rectangles
obtained from hydrographic data for the same states. The queries reflect typical
queries in a spatial join operation. In order to work with a reasonably small but
still characteristic set of queries, we used every tenth object from the hydro-
graphic data sets. In the construction and updating experiments, we used the
entire road data sets. The sizes of the data sets are given in Table 1. The third
column shows the size of the road data set after the bounding rectangles have
been computed, that is, it is the actual size of the data we worked with.

Finally, it should be mentioned that for simplicity we in the following only
present the results of query experiments performed without buffers. If buffers
are used we observe a speed-up similar to the speed-ups observed in our bulk
loading experiments that we present in the next section.

3.2 Effects of adding buffers to multidimensional indexes

In order to examine the general effects of adding buffers to a multidimensional
index, we first performed a set of bulk loading experiments where we compared
the performance of our algorithm (in the following referred to as BR for buffer R-
tree) with that of the standard repeated insertion algorithm. (Since the repeated
insertion algorithm takes unsorted data and inserts it, we will use UI when
referring to it.) We performed experiments with buffers of size �B/4�, �B/2�
and �2B� blocks. With our choice of B = 50 this corresponds to buffers capable
of storing 600, 1250 and 5000 rectangles, respectively.

Figure 4 (a) shows that our algorithm (BR) dramatically outperforms the
repeated insertion algorithm (UI) as expected. Depending on the buffer size we
reduce the number of I/O operations by a factor of 16–24. Our experiments
on query performance given in Figure 4 (b) show that, in contrast to popular
belief, the introduction of buffers does affect the structure of the resulting index.
However, they also show that by carefully choosing the buffer size we are able
to produce an index of the same quality as the index produced by UI.

Our conclusion from this first set of experiments is that buffers can indeed be
used to speed up spatial index algorithms without sacrificing query performance.
Since our main objective was to design and test algorithms capable of performing
more general bulk operations than just bulk loading, we did not compare our
bulk loading algorithm with other such algorithms. The purpose of this first set of
experiments was just to examine the effects of buffering on the behavior of index
structures where the query performance is sensitive to the order in which data
elements are inserted. Specialized bottom-up R-tree bulk loading algorithms are
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(b) Costs for querying the R-tree

Fig. 4. Effects of buffering on build and query performance (I/O in thousands)

likely to outperform our algorithm because of the smaller number of random
I/Os (as opposed to sequential I/Os) performed in such algorithms.

3.3 Improving the space utilization

As discussed in the introduction, special-purpose bulk loading algorithms often
produce significantly better indexes than the ones obtained using repeated in-
sertion, especially in terms of space utilization. There exist several heuristics for
improving the space utilization of two-dimensional R-trees from approximately
70% [9] to almost 95% [17,14, 20, 19, 10]. One key question is therefore whether
we can take advantage of some of these heuristics in our buffer algorithm in order
to improve space utilization, and without sacrificing the conceptual advantage
of not having to know all updates by the start of the algorithm.

It turns out that by modifying our buffer emptying algorithm for nodes on
the level just above the leaves, we are indeed able to combine the advantages
of our buffering method and the so-called Hilbert heuristic [17]: As in the algo-
rithm discussed in Section 2, we start by loading all leaves into internal memory.
Instead of repeatedly inserting the rectangles from the buffer using the standard
algorithm, we then sort all the rectangles from the buffer and the leaves accord-
ing to the Hilbert values of their center. The rectangles are then grouped into
new leaves that replace the old ones. Following the recommendations in [14], we
are careful not to fill the leaves completely. Instead we fill them up to 75% of
capacity and include the next candidate rectangle only if it increases the area
of the minimal bounding rectangle of the rectangles in the leaf by no more than
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Fig. 5. Experiments with modified leaf buffer emptying algorithm (I/O in thousands)

20%. Since the space utilization of the tree is mainly determined by how much
the leaves are filled, this modification improves our space utilization significantly.

In order to evaluate the modified algorithm, we repeated the bulk loading
experiments from Section 3.2. The results of these experiments were very en-
couraging: With all buffer sizes we improved space utilization to approximately
90%, and at the same time we improve the construction time by around 30%
compared with our original algorithm. We also noticeably reduced the query
time of the algorithm using the largest buffer size, and for each data set we were
able to produce at least one index matching the query performance obtained
by the original buffer algorithm. In most cases we were even able to produce a
better index than the one produced using repeated insertions. The results are
summarized in Figure 5. The detailed I/O costs of the experiments, as well as
of the experiments from Section 3.2, are presented in Table 2.

3.4 Bulk updating existing R-trees

Finally, in order to investigate the practical efficiency of our technique when
performing more general bulk operations, we performed experiments with bulk
insertion of a large set of rectangles into an already existing R-tree. We compared
the performance of our buffer algorithm (with a buffer size of 5000 rectangles)
with the naive repeated insertion algorithm (UI), as well as with the bulk update
algorithm of Kamel et al. [19]. As mentioned, this algorithm sorts the rectangles
to be bulk inserted according to the Hilbert value of their centers and groups
them into blocks. These blocks are then inserted using the repeated insertion
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Data Buffer Building Querying Packing
Set Size Standard Modified Standard Modified Standard Modified

RI

0
600

1,250
5,000

495, 909
32, 360
26, 634
21, 602

495, 909
23, 801
16, 140
11, 930

5, 846
5, 546
6, 429
8, 152

5, 846
5, 858
6, 632
5, 322

56%
60%
60%
59%

56%
88%
89%
90%

CT

0
600

1,250
5,000

1, 489, 278
94, 286
76, 201
62, 584

1, 489, 278
74, 244
50, 983
38, 588

27, 699
28, 569
32, 586
40, 600

27, 699
28, 947
27, 591
32, 352

56%
59%
59%
60%

56%
88%
90%
91%

NJ

0
600

1,250
5,000

3, 376, 188
211, 467
168, 687
142, 064

3, 376, 188
167, 401
117, 971
92, 578

43, 156
53, 874
50, 183
57, 571

43, 156
56, 844
50, 743
61, 485

56%
59%
59%
59%

56%
88%
90%
91%

NY

0
600

1,250
5,000

7, 176, 750
448, 645
357, 330
299, 928

7, 176, 750
345, 038
250, 704
203, 165

160, 235
160, 232
180, 205
243, 704

160, 235
175, 424
155, 338
196, 972

56%
59%
59%
59%

56%
88%
89%
90%

Table 2. Summary of the I/O costs for all construction experiments.

algorithm. (Since this algorithm sorts the rectangles and groups them into nodes,
we refer to it as SN.) To allow for a fair competition we used the I/O-efficient
external sorting algorithm in TPIE to sort the rectangles. We allowed the sort to
use 4 Mbytes of main memory. This should be compared to the maximal internal
memory use of around 300 Kbytes of the buffer algorithm.

UI SN BR 5000
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(a) Costs for updating the R-tree
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(b) Costs for querying the R-tree

Fig. 6. Bulk updating results for UI, SN and BR (buffer 5000) (I/O in thousands)

For each state we constructed two base R-trees with 50% and 75% of the
objects from the road data set using BR and inserted the remaining objects
with the three algorithms. Experiments showed that the algorithms SN and
BR outperform UI with respect to updating by the same order of magnitude,
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Data Update Update with 50% of the data Update with 25% of the data
Set Method Building Querying Packing Building Querying Packing

RI
UI
SN
BR

259, 263
15, 865
13, 484

6, 670
7, 262
5, 485

64%
92%
90%

145, 788
14, 490
13, 301

8, 148
8, 042
6, 981

66%
91%
91%

CT
UI
SN
BR

805, 749
51, 086
42, 774

40, 910
40, 593
37, 798

66%
92%
90%

428, 163
44, 236
42, 429

39, 016
39, 666
35, 968

69%
91%
90%

NJ
UI
SN
BR

1, 777, 570
120, 034
101, 017

70, 830
69, 798
65, 898

66%
92%
91%

943, 992
106, 712
95, 823

66, 715
71, 383
66, 030

71%
91%
91%

NY
UI
SN
BR

3, 736, 601
246, 466
206, 921

224, 039
230, 990
227, 559

66%
92%
90%

1, 988, 343
229, 923
210, 056

238, 666
249, 908
233, 361

71%
91%
90%

Table 3. Summary of the I/O costs of all update experiments.

and that our algorithm (BR) additionally improves over SN—see Figure 6 (a).
As far as query performance is concerned, our experiments showed that SN
results in worse indexes than the repeated insertion algorithm (UI). On the
other hand, the indexes generated by our algorithm (BR) are up to 10% better
than the indexes produced by SN, and they match or even improve the query
performance obtained by indexes updated using UI—refer to Figure 6 (b). The
major problem with SN with respect to query performance is that it does not
take into consideration the objects already present in the R-tree; all new leaves
are built without looking at the index to be updated.

The detailed I/O costs of all update experiments are given in Table 3. Our
experiments show that our bulk update algorithm outperforms the previously
known algorithms in terms of update time, while producing an index of at least
the same quality. The overall conclusion of our experiments is that our buffer
technique is not only of theoretically interest, but also a practically efficient
method for performing bulk updates on dynamic R-trees.

4 Conclusions

In this paper we have presented a new buffer algorithm for performing bulk
operations on dynamic R-trees that is efficient both in theory and in practice.
Our algorithm matches the performance of the previously best known update
algorithm and at the same time it improves the quality of the produced index.
It allows for simultaneous updates and queries which is essential in many on-line
environments. One key feature of our algorithm is that from a high level point of
view the bulk operations are performed precisely as if buffers were not used. For
example, our bulk insertion algorithm is conceptually identical to the repeated
insertion algorithm. From an implementation point of view another key feature
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of our algorithm is that it admits a nice modular design because it only accesses
the underlying index through the standard routing and restructuring routines.
Having implemented our buffering algorithms we can thus combine them with
the most efficient existing index implementation for the problem class at hand.
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